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CHAPTER 1

Introduction

The automation of translation has been a research endeavour since a very
long time. Since the first concrete ideas and implementations appeared in the
first half of the twentieth century, a wealth of strategies and systems has been
developed for many language pairs, text domains and environments. Some of
these strategies focus on linguistic rules, while others exploit the availability of
large amounts of existing translations, or combine rules with the exploitation of
such data. Some systems are general-purpose, while others act on texts in very
specific domains. Systems for machine translation (MT), as they are commonly
called, are being used in many scenarios, ranging from gisting, i.e. applying MT
to get an idea about a text in a foreign language, to publishing, by having a
draft MT translation post-edited by a professional translator.

In order to understand the coming about of the large diversity in approaches
and tools, it is helpful to have a look at the history of the field of MT (Hutchins
and Somers, 1992; Hutchins, 2010). The first systems appeared not long after
the creation of the first computers, in the context of the Cold War, which re-
quired the US government to understand documents written in Russian. At the
time, computing power was extremely limited compared to an average desktop
computer in present times, and the complexity of automating translation was
severely underestimated, which did not lead to satisfactory translation results
(Pierce and Carroll, 1966). Gradually, computing power grew and MT methods
and systems became more elaborate.

The first systems that were apt for use in production environments, such
as Systran (Toma, 1977), were often based on rules created by teams of lin-
guists, and dealt with the automatic linguistic analysis of sentences and the
conversion of such analyses into another language through translation rules.
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Later on, with the increasing availability of digitally available documents and
their translations, the latter were turned into parallel corpora, and tools were
designed to statistically exploit large sets of sentences in order to build an MT
system (Brown et al., 1993). On a par with this development, translation mem-
ories appeared (Arthern, 1978), that keep track of the work of a translator and
are equally useful to exploit. Statistical exploitation consists, for instance, of
automatically creating rules that translate words, word groups or more general
patterns into one of several alternatives, or from building a neural MT system
(Kalchbrenner and Blunsom, 2013). The latter simulates a human brain using a
neural network and modifies the weights of the connections between the virtual
neurons based on input-output examples, i.c. sentences and their translation.
Another strategy for making use of existing translations consists of finding out
sentences similar to the one to be translated, and detecting reusable parts of
the translation available (Nagao, 1984).

Statistical processing of already translated data has heavily boosted the MT
field and led to the appearance of a huge number of MT systems,1 for many
language pairs, both in academia and in production environments. Statistical
MT systems can be developed rapidly, with a minimum of manual intervention,
provided a large amount of translations are available, the general assumption
being that an increase in the number of translated sentences leads to an increase
in usefulness of the system (Koehn et al., 2003). In case of widely used online
translation engines,2 the number of sentences and their translation run in the
billions.

Despite the wealth of approaches and systems that have seen the light
throughout the years, and the faster development cycles, some issues in MT
are persistent. One such issue is the presence of unknown words in sentences
to be translated: words that are not present in the data from which a system
was constructed (the training data), or not present in the translation lexicon
of a system built by linguists. Another such problem resides in the fact that
translation consists of conveying the meaning of a sentence or larger text frag-
ment, rather than a simple word-by-word transposition. An important question
in this respect is how meaning can be captured and formalized in some way.
Yet another point MT developers and users are confronted with is that of eval-
uation: how performant is an MT system ? While MT researchers typically
automate measurements by checking how similar MT output is to the desired
translation (or one of the possible translations), these measurements do not
necessarily capture how well the meaning is conveyed (Callison-Burch et al.,
2006).

1We use the term MT system in the present chapter to denote a tool which produces
translations given an input. As discussed in later chapters, we should make a distinction be-
tween an MT system and an MT model when we are dealing with the statistical exploitation
of translated data: the system is a general tool that creates a model from translated data.
However, for simplicity’s sake, we do not make this distinction for now.

2Such as Google Translate (http://translate.google.com) or Microsoft Translator
(http://www.bing.com/translator).
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Some of the persistent issues we mentioned can be approached using linguis-
tic knowledge in various ways. Words that are not present in the training data
may consist of inflected words or compounds written as a single word. Tools for
automatic linguistic analysis, such as lemmatizers and decompounders, allow
to use the translation of related word forms or word parts (Koehn and Hoang,
2007). Regarding aspects of the meaning of a sentence to translate, they can
be determined using various approaches. Tools like parsers look beyond the
sentence as a sequence of words by unraveling its structure into constituents
of various sizes, like noun phrases and clauses, and into dependencies, such
as subject or direct object. Systems for word sense disambiguation determine
the meaning of ambiguous words in context, for instance by exploiting a re-
source with manually annotated word senses. Semantic role labelers, generally
put, find out which words in a sentence express an event and its participants
(the roles). Events and their participants may be expressed in various syntac-
tic ways. To name just one example, in the sentences they break the window
and the window breaks, the type of event expressed is break, while its role, the
window, has a different syntactic expression in each sentence (direct object in
the first sentence, subject in the other).

Linguistic knowledge is not only helpful in determining the meaning of the
sentence to translate. It is also helpful in conveying this meaning in the target
language, or in evaluating whether the meaning was conveyed correctly. Some
of the decisions to be taken include selecting the right translation of words or
sequences of words, positioning them in the sentence (for instance, the finite
verb in an English subordinate clause should be moved towards the end of the
subordinate clause when translating to Dutch), and choosing the right inflec-
tions (which relate, depending on the language in question, to number, gender,
syntactic function, etc.). When evaluating a translation, linguistic knowledge
is helpful in verifying whether the meaning of a sentence is correctly rendered.
One way to achieve this is by checking whether the translation does not only
express the participants of an event but also the event itself (Lo and Wu, 2011).

While systems created by teams of linguists naturally incorporate syntactic
and semantic knowledge, data-driven MT approaches like the ones which au-
tomatically create translation rules or the ones based on neural networks were
initially based on mere word sequences. In the approach based on automati-
cally created rules, which is generally known as statistical MT (though it is
not the only type of MT which makes use of statistics), there is typically an
initial step consisting of word alignment, which links words in sentence pairs
(Och and Ney, 2000). These links are taken into consideration during the cre-
ation of rules that translate words or word groups (Koehn et al., 2003). The
general assumption in these rules is that translation takes place by verifying
the local context. Gradually, linguistic knowledge has been added to statistical
MT systems, leading to so-called hybrid systems (Williams et al., 2016). The
motivation for adding such knowledge is to tackle some of the problems men-
tioned earlier, such as reordering (especially for words that need to be moved
to a very different position) and inflections. In the field of neural MT systems,
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S
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MD
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Figure 1.1: Aligned parse trees

which is much more recent than the field of statistical MT, methods involving
hybridization appeared quite rapidly. While neural systems capture implicit se-
mantic knowledge, for instance in terms of similarity of words, some approaches
add explicit linguistic knowledge (Sennrich and Haddow, 2016).

Linguistic knowledge can be added to data-driven MT by enriching training
data with part-of-speech tags and lemmas, in order to be able to translate
word forms that do not occur in the data. Another way to add such knowledge
consists of checking the parse trees of sentences in the data to ensure that
rules only trigger in certain linguistic environments. For instance, reordering
is subject to certain syntactic constraints. Parse trees are not only useful to
constrain the application of translation rules, but also to create such rules
(Ambati et al., 2009). Through a process called tree alignment, nodes in the
tree of a sentence are linked with the equivalent nodes in the parse tree of the
translation, as shown in Figure 1.1. From such a pair of aligned trees, several
rules can be extracted: for instance, a rule stating that an English nonfinite VP
constituent consisting of a VB and an NP involves reordering during translation
into Dutch.

In this thesis, we look into data-driven MT using tree alignment, more
specifically alignment based on semantic roles. While tree alignment is helpful
in linking parts of a sentence to parts of its translation on a linguistic basis, the
alignment process is complicated by the fact that the parse tree of a sentence
does not necessarily resemble the parse tree of its translation (Wu, 2010, p. 394).
This is especially the case when the syntactic structures used in both languages
are divergent, due to linguistic necessities or because of a specific choice of the
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translator. Sentence (1) illustrates a necessity: the non-finite clause him to read
that book needs to be translated as the finite clause dat hij dat boek leest (‘that
he that book reads’). We investigate whether semantic roles can act as a bridge
to overcome these divergences, by linking parse nodes based on these roles, and
whether such links are helpful in creating translation rules that improve the
quality of the output.

(1) a. EN they expect him to read that book

b. NL
EN

ze
they

verwachten
expect

dat
that

hij
he

dat
that

boek
book

leest
reads

While we test our methods on English to Dutch, they are sufficiently generic
to be applied to other language pairs. In order to achieve this, we make use of
existing tools for automated linguistic analysis and implement new tools which
can be applied with a minimum of manual intervention. These tools include
the following:

• a lexical tree aligner, LENG (Lexically Equivalent Node Grouping), which
does not make use of explicit linguistic knowledge;

• the tool Sermano (Semantic role mapping using nodes), which automat-
ically creates a semantic role labeler based on semantic annotations in
another language, through crosslingual projection of semantic labels us-
ing LENG, or based on manual semantic annotations;

• a semantic tree aligner, Serlino (Semantic role linking using nodes), which
aligns parse trees based on semantic labels;

• a tool for extracting translation rules from tree alignment results and
enriching a statistical MT system with the rules, Linomat (Linking nodes
for machine translation).

This thesis is structured as follows. In Chapter 2, we discuss our research
question and go into more detail on a number of points raised in this introduc-
tion. Chapter 3 provides background on related work and discusses a number of
concepts and methods relevant for understanding the methods we developed.
The next three chapters describe these methods. Chapter 4 discusses our lexi-
cal alignment method (LENG), its application to crosslingual projection, and
the creation of a semantic role labeler based on projected labels (Sermano).
In Chapter 5, we describe strategies for semantic tree alignment, such as Ser-
lino. Chapter 6 discusses the integration of tree alignment links into MT, via
the extraction of translation rules and the extension of a statistical MT sys-
tem (Linomat). Finally, Chapter 7 provides conclusions and points to future
research.





CHAPTER 2

Motivation

In this thesis, we address the question whether we can improve machine trans-
lation (MT) through semantics. More specifically, we investigate whether such
improvement is possible by automatically detecting semantically equivalent
constituents in syntactically divergent sentence pairs during training and by
applying these equivalences during translation. Our assumption is that seman-
tic equivalences can be established more easily than syntactic ones, as seman-
tic information tends to survive translation to a greater extent than syntactic
structure. While there are many ways to approach the above research question,
because of the great variety in types of semantics, data-driven MT approaches
and alignment strategies, we focus on semantic predicates and roles (shallow se-
mantics), statistical MT, and tree alignment (linking of nodes in automatically
produced linguistic trees). This leads us to break down our research question
into two operational questions:

• Does an analysis in terms of semantic predicates and roles fa-
cilitate tree alignment ?

• Can we improve the quality of the output of a statistical MT
system using tree alignment based on semantic predicates and
roles ?

There are many reasons why translations of source texts tend not to be
straightforward, i.e. tend to differ from a simple word-to-word translation, and
result in syntactic and lexical divergences. In this chapter, we describe the
phenomenon of translation divergences and its consequences for MT and align-
ment. The latter two are strongly linked to each other, as alignment involves
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the automatic linking of parts of a source sentence or parts of its syntactic
tree to their translation equivalent (a syntactic tree is a hierarchical structure
with syntactic constituents and relations). More specifically, we focus on the
treatment of syntactic divergences which relate to the expression of predicate-
argument structures. The predicate (which is often a verb) expresses an event,
and its arguments carry a semantic role and constitute the participants in the
event. An example of a sentence with a predicate and semantic roles, using
labels from the PropBank framework (Palmer et al., 2005), discussed in more
detail in Section 3.4.1.2, is shown in (2): the house is proto-patient (i.e the thing
being sold, labeled with A1 ) of the predicate sold. As we focus on data-driven
MT, which exploits existing translations, rather than on MT based on hand-
crafted rules, the alignment method we use to approach our research question
deals not only with divergences resulting from a linguistic necessity, but also
with divergences that are the consequence of a choice by the translator.

(2) [A1 the house ] was [pred sold ]

In Section 2.1, we define divergences, discuss the ones which can be formal-
ized (which is important in case of MT and automated alignment), and zoom
in on divergences related to predicate-argument structures. In Section 2.2, we
discuss MT and alignment in general terms, focusing on the distinction between
systems with handcrafted rules and data-driven systems, and argue why diver-
gences related to predicate-argument structures are challenging for MT and
alignment. This leads us to a closer look at our operational research questions
in Section 2.3, and at the methods we follow to approach them.

2.1 Translation divergences

In this section, we define translation divergences, which occur when a source
sentence is translated using differing syntactic or lexical means. Subsequently,
we discuss syntactic and lexical divergences which can be formalized, which is
important for the purpose of automated translation and alignment. We focus
on divergences related to predicate-argument structures.

2.1.1 Definition

When faced with the task of translating a document in some language (the
source language) into another language (the target language), we may adopt a
very simple strategy, which consists in substituting each word in each source
sentence with the target-language lexical equivalent that has the highest prob-
ability of being the source word’s translation. Even for related languages, such
a strategy is bound to fail in the high majority of cases, leading to awkward or
incomprehensible translations. For instance, applying the strategy to sentence
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(3) results in its French gloss, which is a plausible translation. In case of sen-
tence (4a), on the other hand, the French gloss strongly differs from plausible
translations like (4b) and (4c).1

(3) EN
FR

she
elle

broke
cassait

several
plusieurs

windows
fenêtres

per
par

week
semaine

(4) a. EN
FR

it
il

is
est

raining
pleuvant

cats
chats

and
et

dogs
chiens

i.e. ‘there is heavy rain’

b. FR
EN

il
it

pleut
rains

à
to

verse
deposit

c. FR
EN

il
it

pleut
rains

des cordes
cords

It should be noted that choosing lexical equivalents is not always straight-
forward in the strategy described. One may argue that the translation of dogs
is chiens, but on which grounds would we consider il to be a more likely trans-
lation than ce for the English word it ? The first one can also be used to refer
to a male person in French (for example il mange — he eats), while the second
one can be used as a personal or demonstrative pronoun. Also, some words
may not (always) have a lexical equivalent when translating to some target
language; for instance, the French word des is not translated into English in
sentence (4c), but it is in sentence (5), where it is a contraction of preposition
de and the determiner les.

(5) FR
EN

les
the

jouets
toys

des
of the

enfants
children

The translation strategy we describe here is the one which Catford (1965)
calls “word-for-word translation” (which he distinguishes from the notions “free
translation”, i.e. the “normal” type of translation, and “literal translation”, a
word-for-word translation conforming to the target language grammar). As this
word-for-word strategy very often fails, we need alternative strategies. We refer
to a translation produced by such an alternative strategy as a “translation
divergence”; sentences (4b) and (4c) are examples of them. By consequence,
our rather narrow definition of “word-to-word” translation causes a translation
divergence to be a phenomenon which can be observed in nearly all (good)
translations. Divergences occur whenever parts of a source sentence are realised
using differing syntactic or lexical means (here, a difference in lexical means
stands for the usage of non-trivial lexical equivalents). We borrow the term
“translation divergence” from Dorr (1994, p. 597), who defines it in the context
of MT:

1We use ISO 639-1:2002 language codes, like EN (English), DE (German), . . . See http:

//www.iso.org/iso/language_codes.
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There are many cases in which the natural translation of one lan-
guage into another results in a very different form than that of
the original. The existence of translation divergences (i.e., cross-
linguistic distinctions) makes the straightforward transfer from source
structures into target structures impractical.

2.1.2 Types of divergences

Dorr distinguishes a number of divergence types, among which “thematic” di-
vergences and “structural” divergences. In the first case, the “theme” of a verb
is realised as a syntactic object in the source language and translated as a sub-
ject in the target language, or vice versa; see example (6). In the second case,
the verbal object is realized as either a noun phrase or a prepositional phrase;
see example (7).

(6) a. EN I like Mary

b. ES
EN

Maŕıa
Maria

me
me

gusta
please

a
to

mı́
me

(7) a. EN John entered the house

b. ES
EN

Juan
John

entró
entered

en
in

la
the

casa
house

Translations can diverge up to a point where they completely differ from a
syntactic and lexical point of view. One such example is (4b). Divergences can
be explained by such factors as linguistic necessities, the way the “meaning” of
the source text is conveyed in the translation, the purpose of the translation (for
instance, translating for a young audience), sociocultural elements, or personal
preferences of the translator.

Producing syntactic and lexical divergences in an MT system or recognising
them during alignment is typically restricted to certain types of divergences.
These are divergences which are observable on the sentence level (rather than
the document level)2 and can be described using a linguistic framework. They
relate to lexical, syntactic and semantic information. They include, for instance,
the examples of Dorr above. Divergences which are much harder to formalise
relate to the purpose of the translation and to sociocultural aspects.

While MT and alignment focus on formalisable syntactic and lexical diver-
gences, which are described in more detail in Section 2.1.3 and 2.1.4, and on
pairs of sentences, translation theory operates at a much more abstract level.
It has evolved from a linguistic orientation in which the meaning of a sentence
plays a central role, to approaches involving high-level, document-wide, extra-
textual and sociocultural aspects; see for instance the Skopos theory of Vermeer
(1978). While such approaches are very useful in the context of human trans-
lation, they are extremely hard to formalize and automate. Therefore, in their

2Hardmeier et al. (2013) describe an example of a document-level MT system.
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current form, they do not hold a promise towards improving the performance
of MT and alignment systems.

2.1.3 Syntactic divergences

Syntactic divergences occur when the meaning expressed in the source sen-
tence is rendered in a different (morpho)syntactic way in the target sentence,
as the result of linguistic necessities or a specific choice. This is discussed in
Section 2.1.3.1. Some divergences result from the fact that the source and tar-
get sentence contain the same predicate-argument structure (predicate with the
same semantic roles), but express the structure using different syntactic means;
see the discussion in Section 2.1.3.2. Some divergences result from differences
in syntactic expression of other facets of meaning, such as semantic tense and
aspect; see Section 2.1.3.3.

2.1.3.1 Linguistic necessity or choice

Syntactic divergences involve a different constituent order, addition or deletion
of function words, change of word morphology, change of voice (active/passive),
etc. Consider the necessary syntactic divergences in (8) to (10), which illustrate
difference in word order, addition of a function word (did), and change of
word morphology (the inflected form ontdekten becomes an infinitive discover).
Example (11) shows a syntactic divergence which involves a specific choice.
The “agent” role is carried by the subject the doctor and the “theme” role
by the direct object your dose. In Dutch, the agent role is expressed by the
prepositional phrase door de dokter and the theme role is carried by the subject
de dosis. A similar example, which involves a linguistic necessity rather than a
choice, is (12) (Vinay and Darbelnet, 1995, p. 217): the French sentence3 cannot
be translated using an active verb in English. Example (11) does not reflect
a linguistic necessity, as an active construction in Dutch would be perfectly
grammatical; in this case, the translator may have been led by considerations
on the purpose of the translated document (medical text).

(8) a. EN they say that they discovered a planet with a moon

b. NL
EN

ze
they

zeggen
say

dat
that

ze
they

een
a

planeet
planet

met
with

een
a

maan
moon

ontdekten
discovered

(9) a. EN they discover a red planet

b. FR
EN

ils
they

découvrent
discover

une
a

planète
planet

rouge
red

(10) a. NL
EN

ontdekten
discovered

ze
they

een
a

planeet
planet

?
?

3The sentence contains a “middle construction”: an active verb with a reflexive pronoun
and a subject that would be the direct object in an active construction: ils sèment le blé
’they sow the wheat’.
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b. EN did they discover a planet ?

(11) a. EN the doctor may adjust your dose

b. NL
EN

de
the

dosis
dose

kan
can

worden
be

aangepast
adapted

door
by

de
the

dokter
doctor

(12) a. FR
EN

le
the

blé
wheat

se
itself

sème
sows

en
in

automne
autumn

b. EN wheat is sown in autumn

As the research question described at the start of this chapter relates to
data-driven MT, the alignment method we use to approach the question deals
not only with translations that contain divergences resulting from linguistic
necessities but also with translations in which divergences result from a choice
by the translator.

2.1.3.2 Semantic roles

Some syntactic divergences result from the fact that the source and target
sentence describe an event which involves the same semantic predicate and roles
(the roles being the participants in the event) but different syntactic means.
Hence, the semantic content remains constant while the predicate-argument
structure involves a different syntax. An example of a syntactic divergence
with constant semantic content is the reordering of a verb in a subordinate
clause, as illustrated in (8). A sentence may describe multiple events. Semantics
involving predicates and roles is referred to as shallow semantics, while deep
semantics refers to model-theoretic semantics, which uses logical formulae in
order to represent the meaning of a sentence. Even though there are some
typical associations between syntactic structure and semantic roles, such as
the fact that the subject of an English sentence tends to be the “agent” of
the verb (more details on semantic role types are provided in Section 3.4),
there is no trivial mapping. For instance, the agent in a passive construction is
expressed using a prepositional phrase. This is illustrated by example (11) in
the previous section. However, the syntactic change during passivisation does
not change the semantic role of your dose with respect to its predicate. Hence,
when an active structure is translated to a passive one, the syntactic structure
does not “survive” the translation step, but the semantic roles do.

Semantic predicates can have different syntactic categories. They are typi-
cally verbs or nouns, for instance nouns derived from a verb (deverbal nouns),
as in the Dutch equivalent of the English sentence in (13). When a sentence
with a verb is translated to one with a deverbal noun, the syntactic struc-
ture completely changes, but the semantic roles survive. Other categories of
predicates include adjectives and adverbs. For instance, FrameNet, described
in Section 3.4.1.1, has lexical units (predicates) like admirable or actively. As
our research involves data-driven MT, we provide some example sentences
drawn from translated data, more specifically from the Europarl corpus (Koehn,
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2005),4 version 7. This corpus is extracted from the proceedings of the Euro-
pean Parliament and includes parallel texts in 21 European languages. We label
the example sentences with the name of the file in which they appear inside the
parallel corpus. The file name reflects the date of the proceedings, and some-
times also specifies a specific part of these proceedings. For instance, sentence
(13) is extracted from the proceedings of 24 March 2009, part 12.

(13) a. . . . because the volume of air traffic is growing so much
(ep-09-03-24-012)

b. NL
EN

. . . vanwege

. . . because of
de
the

enorme
enormous

groei
growth

van
of

het
the

luchtverkeer
air traffic

A few additional examples illustrate divergences related to predicate-argu-
ment structures. An English prepositional object corresponds to a French direct
object in sentence pair (14) (this is a linguistic necessity, as French regarder
does not take a prepositional object). In example (15), roles switch place: the
direct object becomes the subject and the subject the indirect object (this is a
translational necessity in case the translation plaire is selected for the English
verb). In example (16), the Dutch agent is unspecified and the expletive er is
used, while the English equivalent specifies the agent (using expletive er is a
choice of the translator). A structure with a raising verb (expect) corresponds to
a structure with a finite subordinate clause in example (17).5 In this example,
it is necessary for the translator to use a clause introduced by dat. Compare
this to examples (18) and (19), which illustrate the use of expect as a subject
control verb. In this case, the translator can choose between a Dutch clause
with an infinitive or a clause introduced by dat.

(14) a. EN when I look at this proposed instrument . . . (ep-00-02-16)

b. FR
EN

quand
when

je
I

regarde
look

l’
the

instrument
instrument

proposé
proposed

(15) a. EN . . . that not even the United States like it (ep-00-04-13)

b. FR
EN

. . . qu’

. . . that
elle
she

ne
not

plâıt
pleases

même
even

pas
not

aux
to the

États-Unis
United States

(16) a. EN . . . that they are trying continually to . . . (ep-06-09-06)

b. NL
EN

. . . er

. . . there
wordt
is

geprobeerd
tried

om
to

telkens
each time

. . .

. . .

(17) a. EN . . . we would expect them to support . . . (ep-00-10-25)

b. NL
EN

. . . verwachten

. . . expect
wij
we

dat
that

zij
they

(. . . )
(. . . )

steunen
support

(18) a. EN . . . where we expect to observe . . . (ep-06-12-12-020)

4http://www.statmt.org/europarl
5A raising verb realises the subject of the embedded clause as its subject (in he seems to

win the game, he is the subject of win from a semantic point of view) or as its object (him
in example (17)).
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b. NL
EN

. . . waarin

. . . in which
we
we

(. . . )
(. . . )

verwachten
expect

te
to

zien
see

(19) a. EN . . . citizens who expect to . . . (ep-08-06-17-014)

b. NL
EN

. . . burgers

. . . citizens
die
who

verwachten
expect

dat
that

ze
they

. . .

. . .

It should be noted that semantic predicates and roles do not always (com-
pletely) survive translation. For instance, consider example (20), in which there
is a change in perspective: the agent this Parliament becomes a location in dit
parlement. A bigger change is illustrated in example (21) (Padó and Lapata,
2009, p. 314). In the English sentence, the predicate increase evokes a cause
of change of scalar position, whereas the German predicate führen only evokes
the causal aspect, and the predicate höheren only evokes the change of scalar
position. In both examples, there is no necessity for a semantic change, as the
translator could also have opted for a literal translation.

(20) a. EN . . . why this Parliament voted with . . . (ep-00-12-15)

b. NL
EN

. . . waarom

. . . why
er
there

in
in

dit
this

Parlement
Parliament

gestemd
voted

werd
was

met
with

. . .

. . .

(21) a. EN this will increase the level of employment

b. DE
EN

dies
this

wird
will

zu
to

einer
a

höheren
higher

Erwerbsquote
level of employment

führen
lead

2.1.3.3 Other semantic facets

Apart from semantic predicates and roles, some other types of semantic infor-
mation lead to syntactic divergences. One such type is modality. For instance,
consider example (22), in which the possibility expressed by the English modal
verb may6 is rendered by the adverb mogelijk in Dutch.7 Another such type
consists of semantic tense and aspect, which should be distinguished from tense
and aspect forms. Semantic tense expresses the fact that an event takes place in
the past, the present or the future, while semantic aspect expresses the fact that
an event is in progress, is completed, etc. For instance, the English sentence in
(23) shows a combination of an adverbial modifier (for 166 years) and a present
perfect form of a verb which expresses a state. This morphosyntactic structure
expresses the same semantic tense and aspect as the French morphosyntactic
structure with an adverbial modifier and a simple present (vit) (Van Eynde,
1991).

(22) a. EN the risk that may have been identified (ep-02-12-17)

6This is the epistemic use of may. The verb can also be used in a deontic way, expressing
permission, as in You finished the exercise. You may leave now.

7Another possible translation is het risico dat kan zijn vastgesteld ‘the risk that can be
established’.
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b. NL
EN

het
the

risico
risk

dat
that

mogelijk
possibly

is
is

vastgesteld
established

(23) a. EN my family has lived in Tanzania for 166 years (ep-01-09-06)

b. FR
EN

ma
my

famille
family

vit
lives

en
in

Tanzanie
Tanzania

depuis
since

166
166

ans
years

2.1.4 Lexical divergences

Lexical divergences involve a non-trivial translation of lexical units, i.e. words
or word groups expressing some concept. These divergences have different ori-
gins. They may be due to differences in the ways in which languages classify the
world (lexical differentiation), they may reflect a choice of the translator involv-
ing, for instance, the purpose of the translation, or they may involve syntactic
properties or preferences of a language. Examples of lexical differentiation are
shown in examples (24) and (25). An example of a choice made by the trans-
lator is (26): the translator uses a more specific term in the target language.
Finally, syntactic properties are illustrated by (27): a concept denoted by two
nouns in English is typically translated using a noun modified by a preposi-
tional phrase in French, which requires selection of the appropriate preposition,
as the latter specifies the relation between the two nouns.

(24) a. DE Geschwister

b. EN brothers and sisters

(25) a. NL schimmel

b. EN grey horse

(26) a. EN he parked his vehicle

b. NL
EN

hij
he

parkeerde
parked

zijn
his

auto
car

(27) a. EN the lemon seller sees a lemon pie

b. FR
EN

le
the

vendeur
seller

de
of

citrons
lemons

voit
sees

une
a

tarte
pie

au
with the

citron
lemon

The problem of lexical divergences makes the crosslingual linking of lexi-
cal databases a challenge. For instance, after the creation of WordNet (Miller,
1995; Fellbaum, 1998), a network linking English words which express the same
concept and linking concepts among each other, wordnets for other languages
were created, such as GermaNet.8 EuroWordnet (Vossen, 1998) connects word-
nets in several languages. For instance, Spanish dedo is linked to finger and
toe.

8http://www.sfs.uni-tuebingen.de/lsd
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2.2 Semantic roles in MT and alignment

In this section, we discuss MT and alignment in general terms (a more detailed
description can be found in Sections 3.2 and 3.3), focusing on the distinction be-
tween systems with handcrafted rules and data-driven systems, and argue why
divergences related to a differing syntactic realisation of predicate-argument
structures form a challenge for both types of systems.

2.2.1 MT

Looking at MT systems, a distinction is generally made between three types of
systems (Carl and Way, 2003): rule-based MT, example-based MT and statis-
tical MT. Rule-based systems are based on hand-made dictionaries and hand-
crafted translation rules, example-based MT performs translation by analogy
using bilingual examples, and statistical MT consists of processes such as ex-
tracting phrases (word groups) and their translation from parallel corpora and
scoring phrase pairs. More recently, neural MT systems (Kalchbrenner and
Blunsom, 2013) have seen the light, which simulate a human brain and set
weights on connections between virtual neurons based on input-output exam-
ples, i.c. sentences and their translation. As more and more hybrid systems
appeared, such as statistical systems which make use of syntactic analyses, the
distinction between systems has become less clear-cut. Therefore, it is more
interesting to describe them in terms of dimensions (something which we argue
for in more detail in Section 3.2.1). Examples of such dimensions are degree
of linguistic knowledge (if any), origin of linguistic annotations (i.e. origin of
the linguistic information added to sentences used for training a system or to
sentences to translate), and origin of translation rules. The latter dimension,
which distinguishes handcrafted systems from data-driven systems, is discussed
below.

Handcrafted systems like Systran (Toma, 1977) and Metal (Bennett and
Slocum, 1985) were very common until the advent of statistical MT, initiated
by work at IBM (Brown et al., 1993). They contain refined linguistic rules, and,
as such, are difficult to create, to maintain, and to adapt to new languages,
domains or genres. Such systems require significant manpower. Data-driven
systems, i.e. systems that extract translation rules from data,9 have become
state-of-the art. These systems have become very popular because they can
be trained automatically from raw texts (Koehn et al., 2003), leading to mod-
els in which each “rule” translates a word or word group to another word or
word group, or from data that have been enriched automatically with linguis-
tic knowledge in order to extract rules. Such knowledge comes in the form of
part-of-speech tags (Koehn and Hoang, 2007), in the form of syntactic trees
(Williams et al., 2016) (see Figure 2.1, which contains two noun phrases and a

9However, the appearance of neural MT systems, which are also data-driven, makes this
definition less accurate, as they do not contain rules, at least not in a symbolic form.
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S

VP

NP

NNS

pancakes

VBD

ate

NP

PRP

they

Figure 2.1: Syntactic tree

verb phrase), semantic role labels (Aziz et al., 2011), etc.
Data-driven systems without linguistic knowledge are powerful at the lo-

cal level, i.e. they are strong at finding out translation equivalence between
word groups in the parallel corpus used for training (cfr. the lexical diver-
gences treated in Section 2.1.4), at detecting local reordering in the corpus,
like switching the order of a few words, and at producing local reordering dur-
ing translation. However, long-distance reordering is a challenge for them.10

They impose reordering limits, in order to reduce noise in the MT output. It
should be noted here that the term long-distance in MT literature does not
have the same meaning as in linguistics; the latter uses the term in case of
reordering across the clause boundary (e.g. reordering of who in who did he try
to talk to ? ), while the former uses the term to indicate movement irrespec-
tive of linguistic phenomena. In order to tackle the problem of long-distance
reordering11, data-driven systems are enriched with linguistic knowledge. Such
enriched systems contain, for instance, rules which translate subtrees (parts of
syntactic trees) into other subtrees (Kotzé et al., 2016).

Often, the process of enriching data in data-driven MT systems indirectly
requires manual intervention, as the process in the majority of cases takes place
using tools which are trained on manually annotated data12 or based on hand-
crafted rules. Systems trained on manually annotated data are supervised ; there
also exist unsupervised approaches, which are driven by data only. For instance,
parsers, which assign syntactic trees to sentences (see Section 3.1), are trained
using sets of manually created syntactic trees, or comprise handcrafted rules
which describe the structure of constituents or assign syntactic relations. For
instance, the Stanford parser for English (Klein and Manning, 2003; de Marn-

10The MT literature also describes such reordering as non-local reordering or global re-
ordering.

11As well as other linguistic problems, such as the production of the correct inflections
during translation (while some word forms of lemmas may occur in the training data, others
may not).

12Using a machine learning strategy which learns a classification model from the annotated
data, and automatically predicts annotations for new data using the model.
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ze zullen hem bezoeken in een heel grote stad

they will visit him in a major city

Figure 2.2: Word alignment

effe et al., 2006) belongs to the former type, while the Dutch Alpino parser (van
Noord, 2006) belongs to the second type. The availability of manually anno-
tated data or handcrafted rules diminishes as the degree of linguistic knowledge
increases. For instance, tools assigning grammatical categories to words tend to
be available more widely than tools assigning syntactic trees, and much more
widely than tools assigning semantic roles, such as the system described by
Johansson and Nugues (2008). As an alternative to manual annotation of data,
the strategy of crosslingual projection (Yarowsky et al., 2001) may be applied,
which involves transferring annotations from one language to another, through
alignment links (these are discussed in Section 2.2.2). This results in partially
annotated data in the second language, from which a tool can be trained.

2.2.2 Alignment

The training procedure of a statistical MT system usually starts with the cre-
ation of alignment links between words in the sentence pairs of the parallel
corpus (an unsupervised process). An example of a frequently used toolkit is
GIZA++ (Och and Ney, 2000). This word alignment is crucial, as the follow-
ing steps (such as the creation of rules translating word groups or subtrees)
depend on it. An example of word alignment is shown in Figure 2.2.13 The
word alignment in a sentence pair may contain errors, for instance because
global reordering took place during translation and a word is linked to an un-
related word at a similar sentence position and not to a word with a dissimilar
position.

Alignment can also involve linking nodes in syntactic trees.14 This results
not only in links between words, but also between constituents. An example of
a tree alignment toolkit, Lingua-Align, is described by Tiedemann (2010). The
resulting tree alignment can be used for enriching a statistical MT system, for
instance by adding rules which translate word groups (Hearne et al., 2008) or
which translate a tree structure to another tree structure (Kotzé et al., 2016);

13The gloss of the Dutch sentence is they will him visit in a very large city. The word
alignment is intersective, i.e. an alignment in which there are only one-to-one links between
words. Other types of word alignment include one-to-many and many-to-many mappings.
They may link both heel and grote to major.

14Alignment of parts of sentences can also involve other parts than words or tree nodes,
such as chunks (see Section 3.1).
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these translation rules being based on aligned constituents rather than directly
on aligned words, the rules are expected to be more performant. However,
tree alignment is complicated by the fact that the parse tree of the source
sentence is not necessarily isomorphic to the parse tree of its translation (i.e.
the trees do not have the same structure), because of divergences or different
parsing strategies (see Section 3.1). Tree alignment may also take place based
on handcrafted rules (Groves et al., 2004).

2.2.3 Impact of divergences

Having clarified the distinction between handcrafted and data-driven MT and
alignment approaches in the previous two sections, we now explain why this
distinction is important for understanding in what way divergences related to a
differing syntactic realisation of predicate-argument structures have an impact
on MT and alignment.

Let us first have a look at the handcrafted approaches. In order to be able
to produce divergences related to predicate-argument structures, handcrafted
MT systems require different types of rules, such as the translation rule in
Figure 2.3 (Copeland et al., 1991, p. 107). This rule is part of the Eurotra
system (Durand et al., 1991), which was developed by a group of European
universities and aimed at translation among all the languages of the European
Community.15 The tag FIRST in the rule ensures that the deep subject of the
verb manquer (i.e. the part labeled as ARG1 ) corresponds to the deep object of
the verb miss (which is labeled as ARG2 ).16 Applying the rule to sentence (28)
results in sentence (29). Divergences related to predicate-argument structures
have a strong impact on handcrafted MT systems, as the creation of rules
coping with them requires a thorough understanding of the linguistic structures
and interactions in the MT system. Similarly, the creation of handcrafted tree
alignment rules which recognize such divergences requires a good understanding
of the linguistic structures in the source and target language, and the relation
between both.

(28) FR Jean
arg1

nous
arg2

manque
gov

(29) EN we
arg2

miss
gov

Jean
arg1

In case of data-driven MT approaches, divergences involving predicate-
argument structures are challenging because they typically involve long-distance
reordering. Consider the English sentence in example (30) and its Dutch MT

15Nine languages at the time.
16The deep subject and object are part of the “relational structure” of the sentence, rather

than the constituent structure. Note that ARG1 and ARG2 are not semantic role labels; the
developers of Eurotra preferred not to use such labels, as the project was decentralised and
having consensus on such labels would be difficult. See also Van Eynde (1993) for a discussion
of the interaction of monolingual and bilingual knowledge.
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S:cat=s [GOV : lu=manquer,

FIRST : role=arg1,

SECOND : role=arg2

REST : *() ]

=> < GOV : lu=miss,

SECOND : role=arg1,

FIRST : role=arg2,

REST >.

Figure 2.3: Handcrafted MT translation rule

source phrase target phrase
secondly , we need ten tweede moeten we de
daughter directives dochterrichtlijnen

which establish waarin
quality standards . kwaliteitsnormen .

Table 2.1: Phrases in statistical MT

output, produced by a system which uses no linguistic knowledge17: the Dutch
translation of the verb establish should be positioned at the end of the subor-
dinate clause, but the system produces a translation which does not contain a
Dutch verb, because of the reordering limits it imposes. The English phrases
into which the MT system segmented the sentence, and the translation of these
phrases, are shown in Table 2.1 (apart from the fact that the verb in the sub-
ordinate clause disappears, the table shows that the verb need is translated as
an auxiliary verb rather than as a main verb). As indicated in Sections 2.2.1
and 2.2.2, the addition of syntactic knowledge helps the training process to gen-
erate translation rules which capture long-distance reordering and help the MT
system to produce such reordering during translation. Going beyond syntax,
some data-driven MT approaches make use of semantic predicates and roles, by
incorporating the latter into syntactic trees during the training process (Aziz
et al., 2011), or by checking the similarity of the source sentence and a potential
MT output in terms of predicates and roles (Wu and Fung, 2009).

(30) a. EN secondly , we need daughter directives which establish quality
standards .

b. NL
EN

ten
to

tweede
second

moeten
must

we
we

de
the

dochterrichtlijnen
daughter directives

waarin
in which

kwaliteitsnormen
quality standards

.

.

17The system was trained by the toolkit Moses 3.0 (Koehn et al., 2007) on the English to
Dutch portion of Europarl version 3, which contains about 1.5 million sentence pairs.
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When it comes to data-driven alignment, divergences concerning predicate-
argument structures are challenging because the long-distance reordering that
characterises them may lead to errors in the word alignment step of the training
process, and hence affect the performance of the translation rules, not only of
rules without explicit linguistic knowledge (translation of word groups) but also
of syntax-based rules which translate subtrees to other subtrees and capture
long-distance reordering. Tree alignment, which involves the alignment of con-
stituents, holds the potential to improve the performance of translation rules.
However, tree alignment is also hindered by divergences resulting from a dif-
fering syntactic realisation of predicate-argument structures, as those may lead
the parse tree of the source sentence to be non-isomorphic to that of the target
tree, i.e. the trees have a different structure. Such difference in structure18 com-
plicates the tree alignment process (Wu, 2010, p. 394). This is illustrated by the
pair of trees in Figure 2.4 (corresponding to a sentence pair in file ep-00-01-17 ),
which shows some of the links that should be drawn by a tree alignment tool.
The gloss of the Dutch sentence is shown in (31).19

(31) NL
EN

de
the

veiligheid
safety

voor
for

alle
all

vormen
forms

van
of

vervoer
transport

moet
must

worden
be

bekeken
watched

2.3 Operational research questions

As mentioned at the start of this chapter, our research question deals with the
potential improvement of an MT system by automatically detecting semanti-
cally equivalent constituents in syntactically divergent sentence pairs during
training and by applying these equivalences during translation.

Our analysis in Section 2.2 points out that handcrafted MT and alignment
approaches require a strong understanding of interactions and linguistic struc-
tures in order for system designers to deal with divergences involving differing
syntactic realisation of predicate-argument structures. In case of data-driven
approaches, which are now state-of-the-art, tree alignment holds the potential
to improve the performance of translation rules of an MT system, but align-
ment is complicated due to the presence of non-isomorphic structures caused
by the divergences in question. This has led us to the two operational research
questions mentioned at the start of this chapter.

18We make abstraction here from the additional difference in structure caused by the
different parsing strategies. For instance, in the English parses, the NP which contains the
subject is a sister of the VP, while the subject in Dutch is a sister of the verb. More information
on the difference in parsing strategies is provided by Section 3.1.

19Giving this tree pair as input to the tool SubTree Aligner (Zhechev and Way, 2008)
leads to erroneous word links such as we – bekeken. This tool starts from the assumption
that there is a certain isomorphy between the trees. To generate this particular tree pair,
SubTree Aligner used lexical probabilities based on the word alignment of the English to
Dutch portion of Europarl version 7, produced by GIZA++.
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Figure 2.4: Non-isomorphic parse trees



Motivation 23

In order to answer the first operational question (Does an analysis in terms
of semantic predicates and roles facilitate tree alignment ? ), we develop and
evaluate a method for aligning semantically annotated parse pairs based on
semantic labels. This method is discussed in Chapter 5 and implemented as
the tool Serlino (Semantic role linking using nodes). The alignment of seman-
tically annotated parse pairs presupposes the availability of tools for automatic
annotation of predicates and roles (semantic role labelers), both for the source
and the target language. Such tools add semantic labels to syntactic trees,
or simultaneously produce syntactic trees and semantic labels. Moreover, we
should make sure that the parse trees we align are annotated with semantic
labels from the same framework. The most frequently used semantic frame-
works are the previously mentioned PropBank, together with its counterpart
NomBank (Meyers et al., 2004) for nominal predicates, and FrameNet (Baker
et al., 1998), which are discussed in Section 3.4.1.

In Section 2.2.1, we point out that semantic annotation tools are rather
scarce compared to syntactic parsers. Therefore, if we have a labeler for some
semantic framework in one language but not in the other, we apply crosslingual
projection of predicate and role labels from the former language (typically a
resource-rich language) to the latter language, using alignment links, and train
a labeler for that language based on the partially annotated data. As we do
not want to be dependent on a specific language pair or semantic framework
while addressing the research question, we avoid the manual intervention that
is typically applied while training a semantic role labeler and that consists
of selecting types of information from the syntactic tree which are useful for
predicting semantic information. Rather, we propose a method which involves
the automatic detection of mappings between syntactic subtrees and seman-
tic label sets. This method, implemented as a tool named Sermano (Semantic
role mapping using nodes), is discussed and evaluated in Chapter 4. The lat-
ter chapter also describes an alignment method we developed for crosslingual
projection. This method, implemented as the tool LENG (Lexically Equivalent
Node Grouping), does not make use of explicit linguistic knowledge.

In order to answer the second operational research question (Can we im-
prove the quality of the output of a statistical MT system using tree alignment
based on semantic predicates and roles ? ), we develop and evaluate a method
for extracting translation rules from aligned parse trees and integrating them
as a second rule set in a statistical MT system. The rules are extracted from
trees processed by the method for semantic tree alignment mentioned above,
and take the form of SCFG rules, a type of rules discussed in Section 3.2.2.
The integration of a second rule set allows for supplementing the strong lexical
coverage of the first rule set (phrase pairs) with linguistic patterns containing
syntactic and semantic labels. The method for rule extraction and integration,
implemented as the tool Linomat (Linking nodes for machine translation), is
described and evaluated in Chapter 6.

The approach we follow for answering our research question is a novel way
of applying semantic role information in the context of data-driven MT. As
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discussed in Section 3.5.2, current approaches do not use semantic information
during an external step before integrating the results with an MT system, but
use semantic information while training the MT system or comparing possible
MT outputs.

While we develop methods that are sufficiently generic to be applied to
different language pairs, we focus our tests on the language pair English to
Dutch. The parallel corpus we use for our experiments is Europarl version 7.
As for semantic frameworks, we perform, on the one hand, tests with PropBank
and NomBank labels, and, on the other hand, tests with FrameNet labels.

Before moving on to Chapter 3, which provides background on related work
and gives a detailed discussion of a number of concepts and strategies relevant
for understanding our approach, we would like to substantiate our position with
respect to the use of semantic roles in both the source and target language in
MT by citing Palmer et al. (2010, p. 59): “It is meaningful to evaluate how
well the semantic roles can be automatically aligned in view of its potential
application in Machine Translation and other natural language systems. The
hope is that semantic structures in the form of semantic roles can better survive
translation than syntactic structures.” 20

20In the quotation, its refers to the semantic role annotation in the preceding sentence.



CHAPTER 3

Background

In this chapter, we describe methods, tools and resources which are relevant in
the context of our approach towards semantic tree alignment and integration
of aligned trees in MT. Information is divided across five sections, followed by
a section with concluding remarks.

Section 3.1 describes methods and tools for automated linguistic annotation
involving different degrees of linguistic knowledge, such as syntactic parsers
and semantic role labelers. Such annotations are important for linguistically
informed, data-driven MT and alignment, and may be generated in different
ways: through handcrafted rules, through rules learned from manually anno-
tated data, or through crosslingual projection.

Section 3.2 deals with MT approaches. They are very diverse: their rules
and dictionaries are handcrafted or derived from data, they involve different
degrees of linguistic knowledge, and they make use of monolingual structures
and translation rules of various complexities.

Section 3.3 deals with alignment approaches, which are closely related to
MT methods. It focuses on word alignment, i.e. the linking of translation-
equivalent words in sentence pairs, and on tree alignment, which involves linking
pairs of nodes in parse trees.

Section 3.4 provides more details on one type of linguistic annotation, i.e.
the addition of semantic predicate and role information (shallow semantics) to
syntactic parses. It discusses two semantic frameworks (PropBank/NomBank
and FrameNet) and describes methods for constructing semantic role labelers,
which assign predicates and roles originating from one of the frameworks. One
of these methods makes use of crosslingual projection.

Section 3.5 describes semantic predicates and roles from a multilingual per-
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spective. It looks at issues concerning the relation of semantic information in
parallel sentences (source and target sentences) and discusses strategies for
integrating semantic predicates and roles with data-driven MT approaches.

3.1 Linguistic annotations

3.1.1 Types of annotation

Basic forms of automatic linguistic annotation are lemmatisation and the as-
signment of part-of-speech (POS) labels to words. POS tags and lemmas are
useful for data-driven MT, for instance for morphologically rich languages
(Koehn and Hoang, 2007). This annotation allows for generating word forms
of a lemma that do not occur in the training data, i.e. to tackle data sparse-
ness. Richer forms of automatic linguistic annotation are provided by chunkers,
which perform a type of shallow parsing, and syntactic parsers. Chunking (Ab-
ney, 1991) consists of detecting constituent boundaries in a sentence, for in-
stance the boundary of noun phrases or verbal groups. Syntactic parsers assign
a syntactically annotated tree to a sentence, i.e. a hierarchical structure that
goes beyond the single level of chunking. Using such syntactic trees in data-
driven MT and alignment allows for detecting non-local reorderings in training
data and for producing such reorderings during translation (Williams et al.,
2016).

Broadly speaking, a distinction is made between constituency parsers and
dependency parsers. Constituency parsers are based on a phrase structure
grammar and create a phrase structure tree, the nodes of which cover con-
stituents or single words. Nodes are labeled with constituent labels like NP
(noun phrase) or with POS labels. Dependency parsers, based on dependency
grammar, link lexical elements using so-called dependencies between heads and
their dependents. Constituency and dependency can be combined into a single
tree. For instance, the Alpino parser (van Noord, 2006), which we use in our
semantic tree alignment tests (see Chapter 5), generates dependency trees en-
riched with constituent labels for Dutch sentences. The parser is mainly based
on handcrafted rules. An example is provided in Figure 3.1 (the Dutch sen-
tence translates as the man tries to carry the costs, its gloss being ‘the man
tries the costs to carry’). In this example, the noun phrase de kosten is de-
pendent on the verb dragen: the verb has the hd (head) label, while the noun
phrase is the obj1 (direct object) of the head.1 Another parser which allows

1A further characteristic of Alpino which is apparent from the example is coindexing: the
sister node of the verb dragen that is marked with (1) is a dependent of the verb, but the
constituent expressing this dependent is the subject of probeert. Therefore, the sister node
has no words attached to it, but rather an index referring to the subject. From the example,
it is also clear that an Alpino parse may be non-projective: in such a parse, it is not possible
to change the order of sister nodes in such a way that the leaf nodes appear in the same order
as the words in the sentence. In the tree, the word te does not appear at the same position
as in the sentence to which the parse corresponds, de man probeert de kosten te dragen.
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smain:–

ti:vc

inf:body

verb:hd

dragen

np:obj1

noun:hd

kosten

det:det

de

su(1)

comp:cmp

te

verb:hd

probeert

np:su(1)

noun:hd

man
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de

Figure 3.1: Alpino parse for de man probeert de kosten te dragen

for combining constituency and dependency is the Stanford parser for English
(Klein and Manning, 2003; de Marneffe et al., 2006), which was trained on
the Penn Treebank (Santorini, 1990; Marcus et al., 1993), a collection of man-
ually annotated phrase structure parses.2 The Stanford parser for English is
one of the parsers that we will use for our semantic tree alignment tests. For
instance, in Figure 3.2, the rightmost noun phrase is the direct object (dobj ) of
the verb have. The Stanford parser has also been trained on treebanks in other
languages, such as German (Rafferty and Manning, 2008), and French (Green
et al., 2011). The training process leads to a language-specific parser model.

The accuracy of parsers is measured by comparing their output to a gold
standard. The quality of the Stanford parser for English, expressed as an F1-
score, is 84.2 (Cer et al., 2010). This is a labeled attachment score (Lin, 1998),
as it takes account of dependency type. In case of the Alpino parser, the labeled
attachment score is 86.72 (Oostdijk et al., 2013). In this respect, it should be
noted that parser errors may be propagated when a parser is part of a pipeline.
For instance, parser errors may complicate tree alignment.

Syntactic parsers create rules that involve a grammar formalism. An ex-
ample of such a formalism is CFG (context-free grammar) (Chomsky, 1956;
Hopcroft and Ullman, 1979) and TSG (tree substitution grammars) (Schabes,
1990). These formalisms are important for MT: in Section 3.2.2, we will de-
scribe their bilingual counterparts, i.e. synchronous grammar formalisms, as
the results from tree alignment can be converted into synchronous rules. Let
us first have a look at CFGs. They make use of rewrite rules which replace a
symbol by a sequence of symbols. An example of a parser making use of such
rules for creating a phrase structure tree is the Stanford parser. Example CFG
rules for English are shown in (32) to (35): an S symbol can be replaced by the

2The set of dependency labels used by the Stanford parser is based on Carroll et al. (1999)
and King et al. (2003).
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Figure 3.2: Tree produced by the Stanford parser

two symbols NP and VP, i.e. a sentence consists of a noun phrase followed by
a verb phrase, while a verb phrase may either consist of a verb followed by a
noun phrase or a verb followed by a noun phrase and a prepositional phrase.
A VB symbol can be replaced by a verb such as give. Applying the grammar
to the sentence they give a book to the man leads to the tree in Figure 3.3.3

Context-free grammars have a restricted scope4 because they only involve a
single tree level, i.e. a parent (the lefthand symbol of the rule) with its children
(the remaining symbols). For instance, (33) can, but should not, apply in case
of verbs which take multiple arguments; we do not want to analyse a book to
the man as an NP. Rather, the rule which should apply to verbs like give is
(34): they take a direct object and an indirect object.

(32) S → NP VP

(33) VP → VB NP

(34) VP → VB NP PP

(35) VB → give

The TSG formalism is more powerful than CFG, as it allows for specifying
multiple tree levels. It makes use of tree rewriting rules (rather than symbol
rewriting rules), in which some non-terminal nodes are substitution points.5

Consider the leftmost rule in Figure 3.4, which includes four tree levels and
three substitution points, marked with downward arrows: the subject of the
verb, its direct object and the noun phrase following the preposition. As the
top node in the rightmost rewriting rule in the figure has the same label as the
substitution points in the leftmost tree, it can be inserted at any of these substi-

3The internal structure of the NPs and the PP is left unspecified for the sake of clarity.
4The word context-free reflects the fact that a rewrite rule can be applied whatever the

context of the symbol that is being replaced.
5More specifically, all interior nodes are non-terminal nodes and the frontier nodes, i.e.

the ones which have no nodes below them, are either terminal nodes or substitution points.
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Figure 3.3: Tree resulting from application of CFG rules
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Figure 3.4: Tree rewriting rules in TSG

tution points. Note that the rightmost tree, in turn, also contains substitution
points.6

Going beyond syntactic parsing, syntactic structures may be enriched with
semantic information, for instance semantic predicates and roles. Systems which
assign such information (semantic role labelers) are typically trained on syn-
tactic parses that are manually enriched with semantic annotations. When
applied to new sentences, they either take a syntactic parse as input and pro-
duce semantic information for it, or simultaneously produce a syntactic parse
and semantic information. More details on semantic frameworks (PropBank,
FrameNet) and on the construction of role labelers are provided in Section 3.4.

Apart from the types of linguistic annotation mentioned in the present
section, many others exist, such as discourse information (e.g. connectives like
but), named entities (such as proper names and names of organisations), and
spatio-temporal information, as described for instance by Schuurman et al.
(2010).

6An even more powerful formalism is TAG, i.e. tree adjoining grammar (Joshi et al., 1975;
Joshi and Schabes, 1997). Apart from substitution, it also allows adjunction, which involves
adding a tree in between nodes of another tree.
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3.1.2 Availability of tools and resources

The availability of tools for automatic linguistic annotation is related to the
complexity of the annotation task. Basic annotation tools are available for
many languages. For instance, POS taggers are available for a whole range
of languages. For instance, the tool TreeTagger (Schmid, 1994) is available for
about 20 languages to date. Syntactic parsers are also available for a significant
amount of languages, as well as syntactic treebanks (sets of manually annotated
parses, from which parsers are trained). According to the LRE map7, such tree-
banks are currently8 available for about 30 languages, providing dependency or
constituency parses. Examples are the previously mentioned Penn Treebank for
English, Lassy Small for Dutch (van Noord et al., 2013), the French Treebank
(Abeillé et al., 2003) and the Universal Dependency Treebank (Nivre et al.,
2016). Semantic parsers, on the other hand, are scarcer. For instance, several
semantic role labelers are available for English, but few labelers are available for
other languages. This is due to the fact that annotating corpora with semantic
predicates and roles, in order to train labelers, is a time-consuming process.
Various strategies are being deployed for creating semantic annotations, as ex-
plained in Section 3.4.2.1. Currently, corpora with such annotations are being
built for about 20 languages, involving PropBank/NomBank or FrameNet.

As manual creation of linguistic annotations is time-consuming, crosslingual
projection of annotations from a resource-rich language to a less resourced lan-
guage (Yarowsky et al., 2001) is interesting as an alternative. This is especially
useful in case annotations from several linguistic frameworks are required in
the less resourced language (for instance, when using the annotations in an ap-
plication, and measuring and comparing their usefulness). The source language
of crosslingual projection is often English, as most types of linguistic resources
are initially developed for this language. Crosslingual projection takes place
by means of a parallel corpus enriched with automatically established transla-
tion equivalence links, such as links between words (see Section 3.3.2 for word
alignment). Yarowsky et al. (ibid.) describe projection of syntactic constituent
labels, Padó and Lapata (2009) and van der Plas et al. (2011) projection of se-
mantic role labels. Figure 3.5 gives an example of the projection of two semantic
labels between an English and a Dutch sentence based on word alignment (the
gloss of the Dutch sentence is ‘tomorrow visit they some cities’).

The annotation resulting from crosslingual projection is partial and im-
perfect because of the incompleteness of the translation equivalence links and
errors among the links. Incompleteness is due to the fact that some links are
hard to establish, or cannot be established at all, e.g. in case of paraphrasing.
While the annotation may be used as such, it can also be used as part of a
bootstrapping approach, in which the annotations constitute training data for
constructing an automatic annotation system in the target language. For in-
stance, Johansson and Nugues (2006) construct a Swedish semantic role labeler

7www.resourcebook.eu
8November 2017.
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tomorrow they(Agent) visit(Pred) a number of cities

morgen bezoeken ze enkele steden

Figure 3.5: Projection of semantic labels

in this fashion. We will come back to this type of labeler construction strategy
in Section 3.4.2.1, and in Chapter 4.

3.2 Machine translation approaches

This section gives an overview of different types of MT approaches. First, we
provide a classification of MT systems along traditional lines (rule-based, statis-
tical, example-based). We then discuss a number of “hybrid” systems, involving
data-driven approaches combined with linguistic knowledge and example-based
aspects from earlier, handcrafted systems, and propose a tentative alternative
to the traditional classification, i.e. a description of MT systems along a num-
ber of dimensions, such as the type of linguistic knowledge (if any), the origin
of monolingual linguistic annotations, the origin of translation rules, etc. These
dimensions support our explaining the way we approach our research question,
as our semantic tree alignment and integration approach is also a hybrid. While
our discussion of MT system types in the present section requires us to refer to
alignment strategies, we will sketch the latter in more detail in another section
(3.3). As regards the integration of semantic predicate and role labels in MT
approaches, we provide a separate section (3.5.2) at the end of this chapter.

As data-driven MT systems are now state-of-the-art, systems with hand-
crafted rules are only dealt with concisely in the present section. Appendix A
provides more details on the latter systems for the interested reader, such as
the way in which they incorporate semantic knowledge.

3.2.1 Traditional classification

Traditionally, MT systems are classified into three types (Hutchins and Somers,
1992; Carl and Way, 2003): rule-based systems (RBMT), statistical systems
(SMT) and example-based systems (EBMT). While RBMT systems are based
on handcrafted dictionaries and handcrafted linguistic rules of varying complex-
ity, SMT systems derive translation probabilities for words and word groups
from large amounts of data, and EBMT systems translate a sentence based
on similar sentences and their translation. The type of knowledge in RBMT
systems is often visualized using the triangle in Figure 3.6, which is based on
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Figure 3.6: Vauquois triangle

Vauquois (1968). The bottom of the triangle represents approaches that per-
form direct translation. Basically, they apply word-for-word translation, but
the local context of words is also taken into account. SMT systems, at least
in their word-based form (Brown et al., 1993), fall into the category of direct
translation. Going up the triangle, approaches appear which use increasingly
deep linguistic knowledge, i.e. syntactic knowledge and semantic knowledge
(the distance between source and target language diminishes). Such knowl-
edge is embedded in analysis rules which create abstract structures and rules
which transfer the structure to the target language (such as in transfer-based
RBMT). At the top of the triangle, we find interlingua-based systems. These
aim at providing the source sentence with a language-independent representa-
tion of its meaning (using an abstract representation or an artificial language),
from which a target sentence is generated. As for EBMT systems, they can
include knowledge at different levels of the triangle.

RBMT systems, and more specifically the transfer-based variant, which is
more straightforward to develop than the interlingua variant, were dominant
until the advent of SMT systems in the nineties of last century. They create
parse trees, based on handcrafted rules, use multiple types of linguistic infor-
mation in source and target language, and transfer parse trees to the target
language. They assume that the analysis of a source sentence can be carried
out independently from the target language, and that the generation of the
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like V -> gustar V

Test: none.

Do: MAP S:CLS:NP([ROL SUBJ]) S:CLS:NP([ROL IOBJ])

MAP S:CLS:NP([ROL DOBJ]) S:CLS:NP([ROL SUBJ])

Comment: ("The boy likes the game" -> "El juego gusta al ni~no")

Figure 3.7: Entry from the METAL system

target language sentence is independent from the source language. Examples
of handcrafted systems are METAL (Bennett and Slocum, 1985), Eurotra (Du-
rand et al., 1991), the interlingua system Rosetta (Rosetta, 1994), and the more
recent system Apertium (Forcada et al., 2011), which is under continuous devel-
opment. Figure 3.7 (Alonso, 1990, p. 198) shows a lexical entry from METAL.
It translates a verb from English into Spanish, and simultaneously acts as a
translation rule, by changing the syntactic function of constituents.

SMT became very popular because it is data-driven and language indepen-
dent, requiring a negligible amount of manual intervention compared to RBMT.
While initial SMT systems were mainly based on links between single words re-
sulting from the automatic alignment of words in sentence pairs (Brown et al.,
1993; Och and Ney, 2000), a type of alignment described in Section 3.3.2, they
evolved into systems that make use of pairs of word groups called “phrases”
(Koehn et al., 2003). These pairs are based on word alignment. Consider for
instance the sentence pair in Figure 3.8. In this example, words like grote (’big’)
and major are aligned based on the probability that they are each other’s trans-
lation, while the word heel (’very’) is unaligned. Based on this word alignment,
many phrases can be linked to each other.9 In Figure 3.9, four pairs of linked
phrases are surrounded by boxes: each word in a linked phrase is either un-
aligned or aligned to a word in the other phrase (the phrase pairs are said to
be consistent with the word alignment). Apart from the phrases surrounded
by boxes, there are many other phrase pairs in the example, such as ze zullen
– they will. Phrase pairs have scores attached to them, which depend on the
estimated likelihood that one phrase translates to another one.10

A phrase-based SMT system contains three components: a translation model
(the phrase pairs), a reordering model and a language model. It translates11

9This process is called phrase extraction.
10In phrase-based systems, there are four scores in the translation model: (1) the probability

of observing a target phrase given a source phrase, i.e. the number of times the target phrase
is linked to the source phrase, divided by total number of times the source phrase occurs,
(2) the probability of observing a source phrase given a target phrase, (3) a lexical weighting
resulting from the combination of the lexical probabilities P (trgword|srcword) for linked
source and target words within the phrase pair, and (4) a lexical weighting resulting from
the combination of the lexical probabilities P (srcword|trgword) for linked words.

11In SMT speak, the translation procedure is called “decoding”. The latter term refers to
the original idea of SMT, which is an application of the noisy channel model of Shannon
(1948). The source text is considered as a distorted version of the target text, the distor-
tion resulting from a noisy channel. The target text then needs to be reconstructed during
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ze zullen een heel grote stad bezoeken

they will visit a major city

Figure 3.8: Sentence pair with word alignment

ze zullen een heel grote stad bezoeken

they will visit a major city

Figure 3.9: Phrase links based on word alignment

a sentence by looking up possible translations of phrases, reordering them if
needed, and looking up resulting word sequences (translation hypotheses) in
a target language model in order to produce correct word order as well as
fluent output. The reordering model typically gives a higher cost to transla-
tion hypotheses in which phrases are reordered. The language model specifies
the probability that some target word occurs given the preceding words. The
weights of the three components of a phrase-based MT system are determined
using a process called tuning, which attempts at maximizing the quality of the
MT output given a heldout set which is not part of the training data. The qual-
ity of the MT output is typically measured using the metric BLEU12 (Papineni
et al., 2002), which calculates overlap in n-grams between the MT output sen-
tences and their reference translation(s). There are many alternative metrics,
such as TER13 (Snover et al., 2006), which determines the number of edits re-
quired to convert the MT output into a reference translation, and METEOR14

(Banerjee and Lavie, 2005), which compares sentences through operations like
stemming and synonym lookup.

Phrase-based MT has become a very frequently applied type of MT, both
in academia and in production environments. The most popular toolkit for
phrase-based MT is Moses (Koehn et al., 2007).15 However, in the last years,
neural MT (Kalchbrenner and Blunsom, 2013) has become the most frequently
applied type of data-driven MT.

decoding.
12Bilingual Evaluation Understudy
13Translation Edit Rate
14Metric for Evaluation of Translation with Explicit ORdering
15This toolkit is, for instance, part of the MT@EC system of the Directorate-

General for Translation of the European Commission (https://ec.europa.eu/info/
resources-partners/machine-translation-public-administrations-etranslation_en).



Background 35

We finish this section by pointing briefly to EBMT systems, which have
been developed since the eighties. They match a sentence with sentences in an
example base. From the translation in the example base, they retrieve the parts
which correspond to the matching parts. If there are multiple matching sen-
tences and the matches are complementary, their translation-equivalent parts
can be combined into a target tree parse. EBMT was initiated by Nagao (1984).

3.2.2 Hybrid systems

While SMT quickly gained popularity with respect to RBMT and EBMT, its
limitations gradually became apparent, giving rise to hybrid systems. For in-
stance, phrase pairs are good at capturing local context (see the word group
a major city in Figure 3.9) and local word reordering,16 but phrase-based sys-
tems have difficulties when it comes to reordering words across longer distances.
Hence, referring to the discussion of divergences in Chapter 2, phrase-based
SMT is apt at treating lexical divergences, but has more difficulties with syn-
tactic divergences. Difficulties like these have given rise to systems combining
aspects of SMT and RBMT. These systems remain data-driven, but also use
linguistic knowledge.

An example of a system with aspects of both SMT and RBMT is a fac-
tored phrase-based MT system. It uses linguistic information related to words
in source and/or target language, such as part-of-speech codes (Koehn and
Hoang, 2007). As for hierarchical phrase-based MT systems (Chiang, 2005),
they automatically derive bilingual hierarchical rules, called synchronous con-
text free grammar (SCFG) rules, from parallel data, starting with pairs of
phrases (i.e. flat structures) and the words aligned within them. These rules
may be enriched with linguistic information. Let us first have a look at rules
without linguistic information. An example is shown in Figure 3.10. In this
rule, each placeholder X stands for some word or word group. This rule can
be derived from the phrase pairs in Figure 3.9. Each placeholder in the source
tree is linked to a placeholder in the target tree, as indicated by the numerical
indices. Applying SCFG rules leads to the synchronous construction of a tree
in the source language and a tree in the target language. This is illustrated
in Figure 3.12: the two small SCFG rules in Figure 3.11 (which can also be
derived from the phrase pairs in Figure 3.9) are combined with the rule in Fig-
ure 3.10. The small rules have only one child in each language, consisting of a
word group; these rules are equivalent to phrase pairs in a phrase-based system.
As a child node with an X label may contain multiple words, reordering across
larger distances becomes possible.

SCFG rules may be constrained by parse trees. For instance, the rule in
Figure 3.13 is enriched with linguistic labels. The use of linguistic information
allows for limiting the number of hierarchical rules derived from data. SMT
systems may also restrict the use of hierarchical rules to one language: tree-to-

16Local context and local word reordering are equally dealt with by the language model.
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X3

X2X1willthey ←→

X3

X1X2zullenze

Figure 3.10: SCFG rule

X1

eat ←→

X1

eten

X1

an apple ←→

X1

een appel

Figure 3.11: SCFG rules corresponding to phrase pairs

string systems contain rules that link source trees to target strings, while string-
to-tree systems work the other way round. It should be noted here that the
structure of an SCFG rule with linguistic labels does not necessarily correspond
to the one of the parse trees used for enriching the rule. This is discussed in
more detail in Chapter 6 in the context of the integration of tree alignment
results with MT.

Some MT systems do not start from word alignment to extract hierarchi-
cal rules. For instance, Eisner (2003) calculates the probability that subtrees
from source parse trees translate into subtrees from target parse trees. This
system also differs from hierarchical phrase-based systems in that it creates
synchronous tree substitution grammar (STSG) rules, which are more complex
than SCFG rules. As an STSG operates on multiple tree levels at the same
time, it allows a translation model for dealing with non-isomorphic trees. An
example of an STSG rule is given in Figure 3.14 (Dutch kijken requires a prepo-
sitional object introduced by naar). Another system which involves STSG rules
is PaCo-MT17 (Vandeghinste et al., 2013), which derives rules from the results
of a tree alignment tool.

While MT systems can be constructed from hierarchical rules built from
phrase pairs and parse trees, parse trees can also be used to influence existing
MT systems. Links between source and target nodes resulting from a tree align-

17Parse and Corpus-Based Machine Translation
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Figure 3.12: Result of SCFG rule application
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S3

NP2VB1willthey ←→

smain3

verb1np2zullenze

Figure 3.13: SCFG rule with linguistic labels
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verb
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np1

Figure 3.14: STSG rule

ment tool can be used to create additional phrase pairs for a phrase-based MT
system; see for instance the approach by Hearne et al. (2008). Alternatively,
sentences in the training data and sentences to translate can be adapted using
parse trees so as to reflect the order of words in the target language, thus facili-
tating the construction of an MT system and the translation step. For instance,
the verb in an English subordinate clause may be positioned at the end of the
clause in order to reflect Dutch word order. This strategy, called preordering
is similar to the anticipation strategy described by Van Eynde (1993) in the
context of RBMT. Preordering rules may be handcrafted, see for instance the
method of Collins et al. (2005), or automatically derived from data, for instance
using word alignment and source parse trees (Xia and McCord, 2004).

Up till now, we discussed hybrid systems that combine aspects of SMT
and RBMT. It is also possible to combine SMT and EBMT,18 by matching
the sentence to translate with source sentences in the parallel corpus, and
using the translation of the matching parts to pretranslate (partially translate)
the sentence. The matching parts and their translation form sentence-specific
translation rules. These rules are used in addition to rules derived from the
whole parallel corpus. An example of a matching approach based on parse
trees is described by Zhechev and van Genabith (2010).

3.2.3 Alternative classification

The appearance of hybrid systems challenges the traditional distinction be-
tween SMT, RBMT and EBMT. For instance, our discussion of hierarchical
phrase-based MT showed that the term “rule” is also applicable to data-driven

18SMT by itself also carries an example-based aspect, as it is built on existing sentence
pairs.
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MT. In the context of RBMT systems, rules are handcrafted, while they are
automatically derived from data in the context of SMT.

We would like to propose a tentative alternative classification of MT systems
here, which characterizes systems through a number of dimensions:

• Type of structures in the source or target language: structures are flat
(i.e. sequences of tokens in a sentence) or hierarchical (tokens organized
into trees).

• Type of linguistic annotation in structures: none, part-of-speech codes,
constituency, dependency, semantic information, . . .

• Origin of linguistic annotation in structures: handcrafted monolingual
rules for MT, general-purpose tools for linguistic analysis, crosslingual
projection.

• Origin of translation rules: handcrafted translation rules for MT, rules
derived from data, pretranslation rules.

• Complexity of translation rules: flat structures, hierarchical structures in-
volving a single tree level (SCFG), hierarchical structures involving mul-
tiple levels (STSG).

• Origin of translation dictionaries (lexical entries): handcrafted or derived
from data.19

To give an example of an application of these dimensions, we refer to our
approach for semantic tree alignment and integration described in Chapters 4
to 6:

• Type of structures in the source or target language: flat structures (phrase-
based SMT) and hierarchical structures (semantic tree alignment, leading
to second rule set).

• Type of linguistic annotation in structures: constituency, dependency,
semantic predicate and role labels.

• Origin of linguistic annotation in structures: general-purpose tools (parsers,
semantic role labelers), crosslingual projection of semantic labels through
alignment.

• Origin of translation rules: rules derived from data (phrase pairs created
by SMT, and SCFG rules from semantically aligned parse trees).

• Complexity of translation rules: flat structures (phrase pairs), SCFG
rules.

• Origin of translation dictionaries: derived from data (phrase pairs).

19In the latter case, the distinction between translation rules and dictionaries evaporates;
see Vandeghinste (2007). For instance, a phrase pair (i.e. a very specific translation rule) like
grey horse – schimmel could be an entry in a lexicon.
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3.3 Alignment approaches

The process of alignment consists of linking fragments of a source text with
translation-equivalent fragments. This process is very important in the context
of data-driven MT. While alignment may be done manually, this is very time-
consuming, hence automation is required in case of large training data.20 In
this section, we start by discussing the different levels at which alignment can
take place. Subsequently, we focus on word alignment and tree alignment. The
former type of alignment is an important source of information for the latter.

3.3.1 Granularity

Linking fragments of source texts with fragments of target texts commonly
involves a refinement strategy involving different granularities (Tiedemann,
2011, p. 14). After identifying two corresponding documents (which may in-
volve alignment of sets of documents in two languages), the paragraphs in
them are aligned, and subsequently the sentences in those paragraphs.21 While
sentence alignment is now considered a more or less solved problem (at least for
highly parallel documents and related languages), alignment below the sentence
level remains very challenging, even for related languages. Such subsentential
alignment involves word alignment, as discussed in Section 3.3.2, lexical re-
sources (Ker and Chang, 1997; Pianta, Emanuele and Bentivogli, Luisa, 2004;
Vanallemeersch and Wermuth, 2008) or linguistically annotated fragments. For
instance, Tiedemann (2003) makes use of linguistic cues such as part-of-speech
tags and cognates. Macken (2010) aligns chunks, while Koeva et al. (2012) align
clauses. The alignment of full parse trees is discussed in Section 3.3.3.

Parallel corpora are available as resources with different alignment gran-
ularities. They are created manually or (semi-)automatically, in the context
of translation studies, contrastive linguistics or data-driven MT. 22 In case of
large corpora, the sentences are (semi-)automatically aligned, and the aligned
sentence pairs automatically enriched with word alignments. Examples of large
corpora are Europarl (Koehn, 2005) (written proceedings of members of the Eu-
ropean Parliament, 21 languages, between 400 thousand and 2 million sentence
pairs per language)23, and the Belgisch Staatsblad Corpus (Vanallemeersch,
2010) (2.4 million unique sentence pairs). Many large parallel corpora con-

20Note that there is another context where large amounts of data need to be aligned, but
without the requirement of obtaining a complete set of links: “translation spotting” for some
word or word group, for instance in order to find possible translations of terminology (Simard,
2003).

21Paragraph alignment is optional, as sentences may be aligned directly in documents.
22Apart from parallel corpora, there are also comparable corpora. These are collections of

texts which are not translation-equivalent but deal with the same subject fields or topics. One
example is the English-German CroCro corpus (Neumann et al., 2008). The terms “parallel
corpus” and “comparable corpus” may cause some confusion, as some researchers use the
former to denote the latter (McEnery and Xiao, 2007).

23http://www.statmt.org/europarl
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tain political and administrative texts. However, OPUS24 (Tiedemann, 2012)
is a collection of freely available corpora in many languages which also covers
other domains. While many parallel corpora are domain-specific, the Dutch
Parallel Corpus (Macken et al., 2011) is a balanced 10-million word corpus for
Dutch, English and French. Parallel corpora originating from translation stud-
ies25 and contrastive linguistics are typically restricted in size and contain man-
ual alignments. Examples are the resource described by Cyrus (2006), which
contains English-German, manually linked predicate-argument structures illus-
trating translation shifts, the resources described by Johansson (2007), and the
SMULTRON corpus (Volk et al., 2015), which contains manually aligned parse
trees for about 20,000 sentences and involves six languages. The DPC corpus,
which was aligned semi-automatically on the sentence level, contains a subset
of 25,000 words that were manually enriched with word and chunk alignment.
Manual alignments may be used as a gold standard to evaluate the results of
automated alignment. However, manual alignment is not straightforward, as
discussed in Sections 3.3.2 and 3.3.3 in the context of word and parse node
links.

3.3.2 Word alignment

The process of word alignment consists of linking words in a source sentence
to the translation-equivalent words in the target sentence. In case of statisti-
cal MT systems, this process is performed automatically because of the large
parallel corpora involved. While the results of word alignment by themselves
constituted the translation model in early incarnations of data-driven MT sys-
tems (Brown et al., 1993), later systems (Koehn et al., 2003) incorporate them
as a basis for linking larger text fragments, such as groups of words (phrases).
Hence, they still play a very important role in statistical MT systems.26 Word
alignment results are also used as a resource in tree alignment, as described in
Section 3.3.3.

Word alignment in many data-driven MT systems is performed by applying
the so-called IBM models (Brown et al., 1993), which have been implemented
in the GIZA++ toolkit (Och and Ney, 2000). It applies word alignment for each
language direction separately: source words are linked to one or more target
words, and vice versa. As the alignment is “hidden” in the parallel corpus, the

24http://opus.lingfil.uu.se
25In such corpora, the original sentence within parallel sentence pairs, i.e. the actual source

language, is known. While sentence pairs in parallel corpora are always translation-equivalent,
the source language is not necessarily known in large parallel corpora used for training MT
systems. One sentence need not even be a direct translation of the other: it may have been
produced through an intermediate language (pivot language). For instance, some documents
of the European Parliament are first translated into English, then from English into a number
of other languages. Hence, in the context of MT, the terms “source language” and “target
language” are usually understood in a technical sense.

26There are alternative approaches which try to derive phrase pairs from parallel corpora
directly, such as the one described by Neubig et al. (2012).
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stad 0.65
stedelijk 0.15
stedelijke 0.05
gemeente 0.1

NULL 0.05

Table 3.1: P (trgword|city)

they will visit a major city

ze zullen een heel grote stad bezoeken

they will visit a major city

ze zullen een heel grote stad bezoeken

Figure 3.15: Alignment English to Dutch, Dutch to English, intersection

IBM models apply an Expectation Maximization (EM) approach (Dempster
et al., 1977), EM being a learning method that is useful in case of incomplete
data. IBM model 1 learns lexical probabilities P (srcword|trgword) (or, in case
of the other language direction, P (trgword|srcword)), expressing the likelihood
that target word trgword translates to source word srcword. IBM models 2
to 5 calculate additional probabilities (reordering and “fertility” probabilities).
After building the IBM models, all types of probabilities are applied to obtain
the final word alignment of sentence pairs, and from these aligned sentences, the
final lexical probabilities are calculated. Table 3.1 illustrates how the latter may
look like for the word city.27 The table also illustrates the fact that a word may
disappear during translation (NULL). Note that the sum of all probabilities in
the table is 1. The top row with links in Figure 3.15 shows an English-Dutch
sentence pair with aligned words. It goes without saying that automated word
alignment does not lead to perfect results. In order to improve word align-
ment, some approaches add linguistic knowledge. For instance, Mareček (2009)
uses the tectogrammatical alignment in the Prague Czech English Dependency
Treebank (Cuř́ın et al., 2004).

When building a phrase-based MT system, the phrase pairs are derived
from the results of the two directional alignments produced by the IBM models

27The Dutch words stand for city, municipal (with two inflections), and town.
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described above. This requires symmetrizing both alignments. This can be done
with precision in mind, by taking the intersection of links. It can also be done
by taking the union of links, which leads to a high recall but decreases precision.
In order to balance precision and recall, a better option is to start from the
links produced by intersection and heuristically add new links occurring near
the intersective links (Tiedemann, 2011, p. 77). Figure 3.15 shows an example
of a sentence pair aligned in two directions (the top row of links and the middle
row) and the intersection of the links (the bottom row, which happens to be
equal to the top row). How phrase pairs are derived from this symmetrized
word alignment can be seen in Figure 3.9 on page 34.

As mentioned previously, word alignment can also be performed manually.
This is not a straightforward task. Macken (2007) makes a distinction between
“regular links” and “fuzzy links”. The latter include links like the one between
the italicized word groups in example (36) (ibid., p. 102).

(36) a. EN . . . they must shake their heads in disbelief at . . .

b. NL . . . moeten wel verbijsterd zijn over . . .

Manual alignment is often produced according to guidelines such as the
ones described by Melamed (1998) and Macken (2007). When using manually
created word links as a gold standard for evaluating the results of automated
alignment, an evaluation metric needs to be adopted. One such metric is AER
(Och and Ney, 2003), i.e. Alignment Error Rate. It performs an intrinsic evalu-
ation of automated alignment, i.e. evaluates the alignment as such.28 However,
a decrease in AER does not necessarily mean an increase in translation quality,
as Fraser and Marcu (2007) show. Therefore, it is also important to perform
an extrinsic evaluation of the automated alignment by evaluating it as part of
an MT system, i.e. by evaluating the MT output. As Tiedemann (2011, p. 123)
notes, “Any bitext mapping is not useful in itself if it cannot be exploited in any
way”; a bitext refers to a document along with its translation-equivalent doc-
ument in another language. Hence, when testing our semantic tree alignment
approach, we will mainly focus on extrinsic evaluation.

3.3.3 Tree alignment

3.3.3.1 Methods

Tree alignment consists of aligning nodes in parallel trees. Hence, it allows
for linking parts of a source and target sentence in a hierarchical way. This
is useful for capturing the reordering of words across larger distances, as in
syntactic divergences. Tree alignment approaches may use linguistic knowledge

28Using the following equation, in which L stands for the set of automatically created links
and Lgold for the set of manually created links:

AER = 1− 2∗|L∩Lgold|
|L|+|Lgold|
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(parse trees) or construct trees in which tokens are hierarchically organized
without any form of linguistic knowledge.

Synchronous MT rules, which we discussed previously in this chapter, corre-
spond to aligned subtrees and have a probability attached to them. Synchronous
rules may be derived from phrase pairs, possibly in conjunction with parse trees
(see Section 3.2.2 on hierarchical phrase-based MT), or from pairs of source and
target parse trees.

When synchronous rules are derived from phrase pairs (the derived rules
are SCFG rules), translating a sentence consists of the application of rules by
building a source tree for the sentence to translate, and building the target tree
simultaneously.29 When the rules derived from phrase pairs are constrained by
source and target parse trees, translating a sentence requires parsing it, in order
to be able to apply the constrained rules. Imposing linguistic constraints during
rule derivation may lead the SCFG rule set to become exceedingly small. For
instance, consider the tree in Figure 3.16 (the gloss of the German sentence is
‘I will a newspaper read’). In this figure, both shall and be are word-aligned
to werde. It is not possible to extract an SCFG rule involving both English
words, as they do not a form a single constituent like their translation equiv-
alent. The problem of strict constraints imposed by parse trees is addressed
through strategies30 like tree-to-string translation (restricting the use of parse
trees to the source language) and string-to-tree translation (restricting the use
of parse trees to the target language31). Using word alignment in combination
with parse trees has an impact beyond strict constraints. As Pauls et al. (2010,
p.118) note: “the vast majority of syntactic methods share a critical depen-
dence on word alignments. A single spurious word alignment can invalidate a
large number of otherwise extractable rules, while unaligned words can result
in an exponentially large set of extractable rules to choose from.” Approaches
like that of Eisner (2003) do not make use of word alignment, but derive syn-
chronous rules from pairs of source and target trees. Translating a sentence
using such an approach involves parsing the sentence and, based on this source
parse and the synchronous rules, generating a target parse.

Let us now look at discriminative aligners. They classify possible node links
as good (i.e. as translation-equivalent) or as bad. In order to be able to evalu-
ate the classification results, a manually aligned set of parse trees is required.
A manually aligned set may also be used to obtain weights for the aligner’s
parameters (a small set is sufficient for this purpose); in this case, the aligner
performs supervised learning. The parameters of discriminative aligners can be
very diverse. They include parameters related to lexical information, such as

29Application of synchronous rules is also referred to as transduction.
30In this respect, it is also worth mentioning the Stat-XFER approach (Ambati et al.,

2009). Like phrase-based MT systems using parse trees, it takes account of word alignment,
but it restructures the target tree, making it maximally isomorphic to the source tree.

31In case of tree-to-string and string-to-tree translation, trees may involve multiple levels
(i.e. be part of a TSG grammar). Phrase-based tree-to-tree translation, on the other hand,
is focused on SCFG rules.
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Figure 3.16: Conflict of parse tree and word alignment

word alignment and lexical probabilities, and properties of nodes and subtrees
dominated by nodes, like constituent labels and subtree sizes. Discriminative
aligners typically make use of source and target parse trees, although it is also
possible to perform tree alignment without linguistic knowledge.32 The variety
of parameters allows discriminative aligners to take the whole tree structure into
account, rather than local tree context only. For instance, alignment through
SCFG rules cannot look beyond the children of a parent node. Some discrimina-
tive alignment approaches make use of handcrafted rules, based on knowledge
of the parsers at hand. Examples are the approach described by Groves et al.
(2004), who make use of constituency parsers and evaluate their results using
the manually aligned Xerox HomeCentre corpus of Hearne and Way (2003),
and the approach by Cowan and Collins (2006), who apply clause alignment
rules based on elements such as the main verb and the complementizer. In Sec-
tion 3.3.3.2, we will describe some discriminative tree alignment tools in more
detail.

The manual alignment of parse trees in order to train or evaluate a dis-
criminative aligner is not straightforward, similarly to the problem of manually
aligning words: for example, in Figure 3.17 (Kotzé, 2012, p.91), the dashed
link is a fuzzy link, while the other ones are regular links33 (the gloss of the
Dutch sentence is ‘the Irish presidency of the Council’). Due to the hierarchical
nature of tree alignment, regular links can embed fuzzy links (in the example,

32The method described by Zhechev and Way (2008) includes a string-to-string setting in
which all possible binary trees for the tokens of a sentence are considered while training the
tree aligner.

33They are called confident links by Kotzé (2012). Some of the confident links are left out
from the figure: for the sake of clarity, we do not show the PPs in detail, which have the
same internal structure in both languages, and in which each node involves a confident link.
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Figure 3.17: Manual tree alignment with fuzzy link

the terminal nodes ’s and het are embedded in the NPs that are linked to
each other). Manual alignment can be performed using alignment interfaces
like Stockholm TreeAligner (Lundborg et al., 2007) and the Syntaxtree aligner
(Xing et al., 2016). During training and evaluation, the quality of a tree aligner
is determined by calculating precision, recall and F1-score using Equations 3.1–
3.3. The precision is the proportion of correct links among the links produced
automatically (set L), the correct links being the ones also present among the
links created manually (set Lgold, the gold standard). The recall is the propor-
tion of automatically produced links among the links in the gold standard. The
F1-score is the balanced combination of precision and recall.

Precision =
|L ∩ Lgold|
|L|

(3.1)

Recall =
|L ∩ Lgold|
|Lgold|

(3.2)

F1 =
2 ∗ Precision ∗Recall
Precision+Recall

(3.3)

Alignment methods based on synchronous rules directly lead to translation
models: when training a model and applying it to a new sentence, the model
simultaneously builds a source tree and a target tree for the sentence. How-
ever, combining the results of a discriminative aligner with an MT system is
not obvious, as the differences in grammars between languages may lead to
complex alignments between trees. As Wu (2010, p.394) states on the mis-
match of the grammars across languages: “The mismatch can be exacerbated
when the monolingual grammars are designed independently, or under different
theoretical considerations.” The results of a discriminative aligner in an MT
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Figure 3.18: Result of discriminative tree alignment

the men de mannen
watch kijken

the show het optreden

Table 3.2: Phrase pairs derived from tree alignment

system can be used by deriving synchronous rules from the aligned nodes and
either turning the rules into the MT system’s rule set or adding the rules to an
existing set.

Consider the aligned nodes in Figure 3.18. In the context of a phrase-based
MT system, the tokens covered by aligned nodes can be turned into two types
of rules: phrase pairs (which form a simple kind of synchronous rules) or SCFG
rules. The advantage lies in the fact that the rules derived from aligned nodes
do not (only) rely on word alignment; the latter may contain errors or be
incomplete. An example of a phrase-based strategy is the one by Hearne et al.
(2008), who improve the quality of the MT output in terms of metrics like
BLEU and METEOR by adding the new phrase pairs to the existing ones rather
than replacing them. Looking at the alignment in the tree pair in Figure 3.18, we
can derive phrase pairs like the ones in Table 3.2. When testing our semantic
tree alignment approach, we will derive SCFG rules from the aligned trees
(Chapter 6).

More complex synchronous rules can be derived from aligned nodes: STSG
rules are combined with MT approaches such as Data-Oriented Translation34

(Hearne and Way, 2003) or PaCo-MT (Vandeghinste et al., 2013).

Instead of deriving synchronous rules from the results of a discriminative
aligner, an aligner can also be more tightly integrated with an MT engine, as
shown by Cowan and Collins (2006), who perform clause alignment and exploit
the latter in a customized MT engine.

34In this framework, the initial tests took place by extracting rules from manually aligned
data, i.e. the Xerox HomeCentre Corpus.



Background 47

3.3.3.2 Tools

In this section, we describe two discriminative alignment tools, SubTree Aligner
and Lingua-Align, which apply a number of concepts that we use or adapt in
our approach for crosslingual projection (Chapter 4) and in our approach for
aligning semantically annotated trees (Chapter 5). We compare the results of
the latter approach to SubTree Aligner and Lingua-Align in Chapter 5.

The SubTree Aligner35 (Zhechev and Way, 2008) is an unsupervised aligner
that uses lexical probabilities produced by GIZA++ and ignores constituent
labels, hence is language pair independent and parser independent. It calculates
similarity of node pairs based on inside and outside strings and applies a greedy
search to build the tree alignment using the similarities. We will also make use
of the concept of inside and outside strings in our approach for crosslingual pro-
jection and semantic tree alignment. SubTree Aligner calculates the similarity
(indicated by γ) of a node pair 〈s, t〉 according to Equations 3.4 and 3.5 (ibid.,
p. 1106). In the first equation, sl stands for the sequence of tokens covered
by source node s, while s̄l stands for the sequence of tokens not covered by
s; similarly, tl and t̄l stand for sequences of target tokens. sl and tl are called
inside strings, s̄l and t̄l outside strings. The similarity (indicated by α) of two
strings is calculated using Equation 3.5. For instance, if x is sl and y is tl, the
lexical probability P (xi|yj) expresses the “vote” of target token yj for source
token xi. Summing all votes of the target tokens for the source token allows for
finding the average vote. The average votes for the source tokens are multiplied,
resulting in a similarity score for sl and tl. Equation 3.4 determines the node
pair similarity score by multiplying the four string similarity scores. Figure 3.19
shows a tree pair from the English-Dutch part of the Europarl corpus36 (the
gloss of the Dutch sentence is ‘the targeted wait outside’), with two linked pairs
of nodes (of the many possible pairs) and the similarity of the nodes, which is
based on the lexical probabilities derived from the corpus. Some probabilities
in the example are 0, which has a strong impact in some cases. Later on, we
will discuss a modification to the equation which reduces this impact.

γ(〈s, t〉) = α(sl|tl) · α(tl|sl) · α(s̄l|t̄l) · α(t̄l|s̄l) (3.4)

α(x|y) =

|x|∏
i

∑|y|
j P (xi|yj)
|y|

(3.5)

The greedy search process in SubTree Aligner consists of initializing the
tree alignment with the highest-scoring node pair, extending the tree alignment
with the next best node pair that is compatible with the tree alignment, and
so on. In the example in Figure 3.19, adding the link between the victims en de
getroffenen invalidates the addition of the lower-scoring link the victims and

35http://ventsislavzhechev.eu
36Sentence from file ep-00-01-18 in the corpus.
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γ(〈the victims, de getroffenen〉) =

α(the victims, de getroffenen)·
α(de getroffenen, the victims)·

α(are waiting outside, wachten buiten)·
α(wachten buiten, are waiting outside)

= 0.015 · 0.001 · 0.001 · 0.023

γ(〈the victims,wachten〉) =

0 · 0 · 0 · 0

Figure 3.19: Node pair similarities in SubTree Aligner
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waiting, as its source node is identical to the one of the higher-scoring link.
During greedy search, SubTree Aligner takes two wellformedness constraints
into account in order to enforce feasible alignments:

1. A source node can only be linked to a single target node, and vice versa.

2. If a source node is linked with a target node, descendants of the source
node can only be linked to descendants of the target node, and ancestors
of the source node can only be linked to ancestors of the target node. In
the example, the link between the victims and de getroffenen cannot be
combined with links such as those between victims and buiten.

The Lingua-Align toolbox (Tiedemann, 2010) allows to use a larger set of
tree alignment features than SubTree Aligner. It uses a manually aligned train-
ing set, from which it derives feature weights. Among these features are the
inside and outside string similarity scores mentioned above, tree span simi-
larity (similarity of nodes in terms of the relative positions of the spans they
cover) and the combination of part-of-speech or category labels of source and
target nodes. The similarity score of a node pair is the conditional likelihood
P (aij |si, tj) in Equation 3.6 (Tiedemann and Kotzé, 2009, p.34). This likeli-
hood of having a translation-equivalent link (aij) given a source node si and
a target node tj is calculated using a log-linear model. The latter uses feature
weights λk, sums the weighted values of the features fk(si, tj , aij), and divides
them by a normalization factor Z(si, tj) in order to obtain proper probabilities
that sum to 1. Lingua-Align calculates the inside and outside string similarity
scores differently than SubTree Aligner: instead of Equation 3.5, Equation 3.7
is used. This equation assumes that most words are linked to only one word
(the word with the maximum likelihood), and reduces the impact of words that
have a lexical probability of 0 for all words in the string of the other language
(in Equation 3.5, such words lead to a score of 0 even if other words have a
strong relation, because values are multiplied). We will also use Equation 3.7
in our approach for crosslingual projection and in our approach for semantic
tree alignment.

P (aij |si, tj) =
1

Z(si, tj)
exp

(∑
k

λkfk(si, tj , aij)

)
(3.6)

αavgmax(x|y) =
1

x

|x|∑
i=1

maxjP (xi|yj) (3.7)

As opposed to SubTree Aligner, Lingua-Align does not only make use of
lexical probabilities, but also of the word alignment for the sentence pair in
question. As shown in Equation 3.8, the word alignment feature takes into
account all relevant links (these are links starting at words covered by node si
or ending at words covered by node tj), and all consistent links (these are links
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Figure 3.20: Relevant links, some of which are consistent

between words covered by node si and words covered by node tj).
37 The word

alignment feature is illustrated in Figure 3.20, in which the subtrees dominated
by nodes si and tj are marked using boxes, the consistent links are dotted lines,
and the non-consistent links are uninterrupted lines. The result of Equation 3.8
is 0.6 for this example. If si were the NP node, it would be 1. In our own
tree alignment approaches, we will also make use of a combination of lexical
probabilities and word alignment.

align(si, tj) =

∑
lxy
cons(lxy, si, tj)∑

lxy
relev(lxy, si, tj)

(3.8)

Lingua-Align allows for applying several procedures for combining node
links into a tree alignment, among which greedy search. Evaluation on the
English-Swedish part of the SMULTRON corpus38 (Tiedemann and Kotzé,
2009, p.37–38) shows that Lingua-Align obtains an F1-score of almost 80, while
SubTree Aligner has an F1-score of almost 60. Lingua-Align is used in the
PaCo-MT project for aligning parse trees in order to create STSG rules. In
order to increase the recall of Lingua-Align and derive more STSG rules for
the PaCo-MT system, Kotzé (2012) applies transformation-based learning to
the Lingua-Align output. His approach makes use of templates that involve
different features and perform transformations. For instance, a template may
check the difference between the height of a node in the source tree and the
height of a node in the target tree, and decide to add or remove a node link
depending on this difference. The approach applies a number of iterations to
detect the templates that have the most corrective effect, and to detect the
order in which these templates should be applied.

37The idea of consistency is also used for linking phrase pairs when training a phrase-based
MT system, see Section 3.2.1.

38About 500 sentences: 100 sentences were used as training material, the remainder for
testing.
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In Section 3.3.3.1, we noted that the mismatch of grammars across lan-
guages has an impact on the combination of the results of discriminative tree
aligners with MT systems, as the mismatch may lead to complex alignments.
Mismatches also have an impact on the tree alignment process itself, as do
translators’ choices. This is illustrated by the tree pair in Figure 3.21 (the gloss
of the Dutch sentence is ‘I would gladly see that this was corrected’), which
contains an automatically aligned parse pair from the training set distributed
with Lingua-Align.39 In this specific tree pair, a syntactic divergence at the end
of the sentence leads to the absence of a link between the words that and dit.
The divergence is caused by the fact that the translator did not use a modal
verb to express the meaning of the if clause. In Chapter 5, we describe our ap-
proach for improving alignment of syntactic divergences by means of semantic
predicates and roles. As shown in Figure 3.21, the English sentence contains
the predicate corrected, and the Dutch one the predicate gecorrigeerd. Both
that and dit have the same semantic role (theme). This provides evidence for
a semantic tree aligner to link the latter two words.

3.4 Semantic predicates and roles

This section provides more details on one type of linguistic annotation, the
addition of predicate and semantic role information to syntactic parses (shal-
low semantics). This type of annotation is a prerequisite for the semantic tree
alignment we will perform to approach our research question.

A semantic predicate expresses an event, while the roles of the predicate are
the participants in this event. The roles are, simply put, the elements in the
sentence which answer the question “who did what to whom, and how, when
and where?” (Palmer et al., 2010, p.1). The predicate expresses the what part. A
sentence may contain multiple events. Semantic predicates are mostly verbs or
nouns. The idea of semantic roles originated from the observation that elements
in a sentence which have a specific role in the event described by a predicate
need not always carry the same grammatical relation to the latter (Fillmore,
1976). While semantic roles were originally studied from a monolingual point
of view (in order to explain alternations such as John opened the door with the
key and the key opened the door), they have also proven helpful for crosslingual
comparisons. Different frameworks for semantic predicates and roles have been
developed, which name and distinguish roles in various ways.40

Section 3.4.1 describes two of the major frameworks for shallow semantics,
and the resources built for them (PropBank and FrameNet). We use both re-
sources when testing the alignment of semantically annotated trees described
in Chapter 5. Strategies for constructing a semantic role labeler are spelled out

39We built a Lingua-Align model from the training set. As resources, we used the lexical
probabilities of the Europarl corpus and the word alignment of the sentence pair. We then
ran the model on the tree pair in the example.

40They may be called theta roles, semantic roles, thematic roles, etc.
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in Section 3.4.2. A labeler automatically annotates sentences with semantic
predicate and role labels from a framework. Strategies include manual resource
creation in order to train a labeler, semi-supervised approaches such as seman-
tic annotation of sentences through crosslingual projection, and unsupervised
approaches. These strategies are especially important when creating semantic
role labelers for languages other than English, which is the most resource-rich
language when it comes to semantic frameworks. Later on, in Chapter 4, we ex-
plain how we create a semantic role labeler by applying crosslingual projection
and learning a labeler from the projections.

3.4.1 Frameworks and resources

This section describes two of the major frameworks for shallow semantics, i.e.
Fillmore’s frame semantics and Dowty’s prototypical role theory, and their cor-
responding resources, FrameNet41 (Baker et al., 1998) and PropBank42 (Palmer
et al., 2005). We will make use of these resources for crosslingual projection
and for aligning semantically annotated trees. FrameNet and PropBank (with
its nominal counterpart NomBank) are databases with descriptions of predi-
cate types and their possible roles, and with annotated example sentences. As
PropBank was specifically developed to facilitate the creation of a semantic
role labeler (the number of roles is smaller than in FrameNet, and full-text
annotation is undertaken rather than lookup of predicates in a corpus), it is
also the resource that has been most frequently used for training labelers.

Apart from FrameNet and PropBank, there is a third well-known seman-
tic resource, VerbNet43 (Kipper Schuler, 2005), which is based on the verb
classification by Levin (1993). The SemLink resource (Palmer, 2009) combines
information from the three semantic resources, as they are complementary. The
three resources were initially created for English, but resources for other lan-
guages have been created subsequently (see Section 3.4.2). We will not discuss
VerbNet here in more detail, as we do not use it in our experiments.

3.4.1.1 Frame Semantics and FrameNet

In the theory of Frame Semantics (Fillmore, 1976), semantic roles are depen-
dent on specific sets of predicates. The theory focuses on prototypical situa-
tions which are linguistically expressed through frames. A frame has one or
more Frame Evoking Elements (FEEs, also called target words of the frame),
which “trigger” it. FEEs can be verbs or nouns. Frame Elements (FEs) are the
semantic roles of a frame. They express the prototypical situation by linguisti-
cally specifying certain elements (participants and props44) which are relevant

41http://www.icsi.berkeley.edu/icsi/projects/ai/framenet
42http://verbs.colorado.edu/~mpalmer/projects/ace.html
43http://verbs.colorado.edu/~mpalmer/projects/verbnet.html
44A prop is defined as follows: “any inanimate entity that figures into the description of a

scene characterized in a frame” (Fillmore and Petruck, 2003, p. 360)



54 3.4. Semantic predicates and roles

to it. An example of a frame and sentences which illustrate it are provided in
(37)–(42). The FEEs are marked in italics. Some of the FEs are core elements
of the frame, i.e. they uniquely define the frame, while others are peripheral.
The example sentences, which originate from the FrameNet database discussed
below, show that not all FEs need to be expressed linguistically in a sentence,
and that frames can be triggered by words of different syntactic categories and
can be expressed using multiple syntactic configurations.

(37) Frame STATEMENT:

• Frame Evoking Elements: state, speak, report, say, statement, . . .

• Core Frame Elements: SPEAKER, MESSAGE, . . .

• Non-core Frame Elements: TIME, ADDRESSEE, . . .

(38) If [Speaker she] did not speak [Message the truth] [Time now], she was
guilty of perjury.

(39) . . . absolutely no recollection of [Message those words] being spoken by
[Speaker her mother].

(40) [Speaker Betty] spoke: [Message ‘What’s that you’re doing, Jack ?’]

(41) [Speaker He] stated [Message that there is no evidence . . . ]

(42) [Time Earlier] statements [Message that Japan must surrender all . . . ]

(43) [Speaker I] had spoken [Time too soon]

FrameNet is a database with frame descriptions and sentences in which
FEEs and FEs are annotated. While FrameNet provides finegrained semantic
information, its development is highly time intensive.45 The annotated corpus
sentences in FrameNet allow it to be used as a computational resource for
semantic processing. As described in Section 3.4.2, FrameNet can be used for
creating a semantic role labeler. It is worth noting that FrameNet is essentially
a lexicographic database. Example sentences result from lookup of FEs in a
corpus, i.e. they do not result from full-text annotation.

3.4.1.2 Proto-roles and PropBank/NomBank

Dowty (1991) proposes a theory in which semantic roles are prototypes rather
than elements taken from a predefined set. There is no general consensus on
a set of semantic role types in the research community. Dowty distinguishes
the Proto-Agent and the Proto-Patient. The argument of a verb which carries
the most properties of the first role type becomes the Proto-Agent, while the
argument with the most properties of the second type becomes the Proto-
Patient. In addition to a Proto-Agent and a Proto-Patient, a verb may also

45The project started in 1997, and currently (October 2017) includes about 1,200 frames,
13,600 FEEs and 200,000 annotated sentences.
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have other roles, for instance a Goal role. Sentences (44)–(48) (ibid., p. 572-
573) illustrate some of the properties of Proto-Agents and Proto-Patients. The
arguments carrying the property are marked in italics in the sentences.

(44) John is ignoring Mary
Volitional46 involvement in event or state (Proto-Agent)

(45) John knows the statement
Sentience (and/or perception) (Proto-Agent)

(46) John erased the error
Change of state (Proto-Patient)

(47) The error was erased by John
Change of state (Proto-Patient)

(48) John filled the glass with water
Incremental theme47 (Proto-Patient)

PropBank48 is a resource based on the theory of proto-roles. For a given
sense of a verb, there is a roleset49 specifying its semantic roles: one or two
proto-roles as well as other roles. Proto-Agents are labeled Arg0, Proto-Patients
Arg1. Other roles of a verb are labeled Arg2, Arg3, etc. (the largest rolesets
have six roles), but there is no consistent generalization across rolesets when
assigning such role types a number. Each role also gets an additional label
in the form of a short description. Consider the example in sentence (49a),
which illustrates the roleset break.01 (one of the senses of the verb break). The
full roleset consists of four roles, the labels of which are breaker, thing broken,
instrument, pieces. As sentences (49b) and (49c) illustrate, not all roles from a
roleset need to be realized in a sentence, and the grammatical subject need not
necessarily be the proto-agent. Apart from proto-roles and other roles specific
to the verb, a verb can also carry general roles which are similar to adjuncts
and the label of which starts with ArgM, which stands for ArgumentModifier.
As an example, sentence (50) contains a temporal role.

(49) a. [Arg0 John] broke [Arg1 the window] [Arg2 with a rock] [Arg3 in a
million pieces]

b. [Arg1 the window] broke

c. [Arg1 the window] was broken by [Arg0 John]

(50) [Arg0 we] saw [Arg1 him] [ArgM−Tmp yesterday]

PropBank currently 50 covers 7,000 verbs. It was specifically designed as a
resource containing annotated corpus sentences which can be used for training

46Act of making a choice
47As soon as the glass is filled with water, the event is complete.
48Its full, rarely used name is Proposition Bank.
49In PropBank terminology, no space is used in this compound word.
50December 2017.
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tools like semantic role labelers, that are applied to new unannotated text.
PropBank involves full-text annotation: a part of the Penn Treebank51 was
manually enriched with semantic roles (Kingsbury and Palmer, 2002). Prop-
Bank also contains annotated sentences from corpora in domains other than
economy. The small number of semantic role labels in PropBank (as opposed
to the number of labels in other resources) facilitates the task of automatically
assigning labels.

In addition to PropBank, which is restricted to verbs, a resource for nouns
has been initiated. This resource, NomBank52 (Meyers et al., 2004), describes
nominal predicates using the same role types as PropBank. NomBank cur-
rently covers 2,600 nouns.53 It attempts to be as consistent as possible in the
labeling of arguments across nominal and verbal predicates. Examples of nom-
inal predicates are shown in example sentences (51)–(54) The examples make
clear that the arguments of nouns, like those of verbs, can be expressed us-
ing different syntactic means. Like verbal predicates, nominal predicates may
carry argument modifiers. This is illustrated by examples (50) and (53): while
the temporal modifier of the verbal predicate see has the form of an adverb,
it is an adjective in case of association. Some nominal predicates may occur
with a support verb, see sentence (54): give a demonstration is synonymous to
demonstrate.

(51) [Arg0 students’] knowledge of [Arg1 two-letter consonant sounds]

(52) the clash of [Arg0 the titans]

(53) [Arg1 his] [ArgM−Tmp recent] association with [Arg2 the company]

(54) [Arg0 he] gave a demonstration of [Arg1 the new functionalities]

To finish this section, we would like to point out that PropBank predi-
cates and roles are employed in a more recent semantic framework, Abstract
Meaning Representation54 (Banarescu et al., 2013). It provides a graph-based
representation of lexical concepts and typed relations between those concepts.
Apart from PropBank labels, such representations provide information on coref-
erence, negation, etc. These representations abstract away from grammatical
categories. For instance, the verbal predicate try is treated in the same way as
the nominal predicate trial. Flanigan et al. (2014) describe an AMR parser for
English.55

51Syntactic parses of sentences from the Wall Street Journal corpus, which contains eco-
nomic text, totalling 1.75 million words.

52http://nlp.cs.nyu.edu/meyers/NomBank.html
53Based on a count in the unified PropBank annotations, which combine rolesets for related

predicates with different syntactic categories.
54http://amr.isi.edu
55https://github.com/jflanigan/jamr
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3.4.2 Construction of a semantic role labeler

This section describes strategies for the construction of semantic role labelers,
which assign predicates and roles originating from one of the semantic frame-
works described in Section 3.4.1. These strategies have two aspects. The first
aspect is the approach that is pursued to create a resource with predicate and
role descriptions and with annotated sentences (supervised or semi-supervised
approach).56 The second aspect is the approach adopted by a semantic role
labeler to exploit this resource. We discuss these two aspects in Sections 3.4.2.1
and 3.4.2.2.

3.4.2.1 Approaches for resource creation

Resources with descriptions of semantic predicates and roles and annotated
sentences are often created manually. While this approach leads to high anno-
tation quality, it is very time-intensive, requiring the need to specify and follow
guidelines for manual annotation such as the ones of Babko-Malaya (2005). It
is the approach that is being followed for creating the FrameNet and Prop-
Bank resource in English, and is also adopted for about 20 other languages,
such as German (Erk et al., 2003; Boas, 2002), Spanish (Subirats, 2009), Dutch
(Schuurman et al., 2010), and Arabic (Palmer et al., 2008). While a resource
was started from scratch in case of the latter language, the usual procedure
consists of adapting English rolesets in PropBank or frames in FrameNet so
they contain predicates in the language in question, and adding example sen-
tences to the resource. Construction of a PropBank or FrameNet resource may
also involve addition of rolesets or frames which are not present in the English
resource.

In order to overcome the burden of manual production of a resource, the
creation process may be sped up by applying a system with handcrafted rules
on a set of sentences and manually correcting the output. An example of such a
system is XARA (Monachesi et al., 2007), which contains a number of mappings
between syntactic labels and PropBank role types. For instance, subjects of
verbs are often annotated with the Arg0 label. Another way to overcome the
burden of manual production consists of applying semi-supervised approaches,
such as automatic expansion of annotated data through sentence similarity
(Deschacht and Moens, 2009; Fürstenau and Lapata, 2012), manual addition
of semantic roles to a verb lexicon in order to annotate parses (Gardent and
Cerisara, 2010), and crosslingual projection.

As mentioned in Section 3.1.2, crosslingual projection consists of transfer-
ring annotations in sentences (manual annotations or annotations created using
a tool) to translation-equivalent sentences, through alignment links. This ap-
proach has been adopted for semantic predicate and role labels for a number

56While many semantic role labelers are built using some degree of supervision, some
unsupervised approaches have been proposed. For instance, Lang and Lapata (2014) propose
a clustering approach based on syntactic cues, such as the transitivity of verbs, and lexical
cues.
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of languages, among which German (Padó and Lapata, 2009), French (van der
Plas et al., 2011; Candito et al., 2014), Italian (Basili et al., 2009; Tonelli, 2010),
and Swedish (Johansson and Nugues, 2006). These approaches aim at transfer-
ring labels from English FrameNet or PropBank through word alignment links
or phrase tables of a statistical MT system. For instance, Padó and Lapata
(2009) use Jaccard’s coefficient (ibid., p. 318) in both language directions. This
overlap measure compares the tokens of a constituent in a parse tree with a
constituent in the other language, using word alignment links.

In order to improve the quality of the projection, approaches like the one of
Padó and Lapata and the one of Akbik et al. (2015) apply filters. For instance,
a constituent in the target tree may not likely be a role of a word labeled as
target predicate given the constituent’s position in the tree with respect to
the predicate.57 It should be pointed out that, while filters improve projection
quality, some predicates and their roles in target language sentences cannot
be labeled at all through crosslingual projection. For instance, the target sen-
tence may be a paraphrase of the source sentence; see for instance example
(21) on page 14, in which one source predicate corresponds to several ones
in the target language. Hence, the result of crosslingual projection consists of
partially annotated data in the target language. Figure 3.22 shows an example
of crosslingual role projection of semantic labels (the gloss of the Dutch sen-
tence is ‘the man will an apple eat’). Section 3.5.1 deals with some additional
difficulties for semantic role projection.

3.4.2.2 Approaches for resource exploitation

Having discussed strategies for creating semantic resources, we now turn to ap-
proaches that exploit these resources in order to create a semantic role labeler.
These approaches typically build statistical models from annotated sentences.
Given new, unannotated sentences, a statistical labeler uses the models to pre-
dict which parts of the sentence are predicates and which parts of the sentence
are their roles. The prediction process usually consists of the following steps:

1. Predicate identification: identify the words in the sentence which act as
predicate;

2. Role identification: given a predicate, identify the parts of the sentence
which act as roles of the predicate;

3. Role labeling: given a sentence part identified as role, identify the poten-
tial role label(s), i.e. role type(s);

4. Reranking: take a global look at the roles of a given predicate (all potential
role labels), apply constraints, and find the most likely label for each role;

57See also the discussion of the use of pruning heuristics while training and applying a
semantic role labeler, see Section 3.4.2.2.
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5. Sense disambiguation: identify the sense of the predicate (e.g. in Prop-
Bank, verbs may have multiple rolesets).58

In order to perform the above steps, statistical labelers learn classifier mod-
els from annotated sentences. The learning procedure consists of extracting a
number of features from annotated sentences, and finding out how these fea-
tures relate to the semantic information that has to be predicted. For instance,
providing a statistical labeler with the syntactic parses59 of semantically anno-
tated sentences enables it to learn relations between syntactic features on the
one hand and semantic labels on the other; these relations are captured in clas-
sifier models. A core set of features for classifier models has been established in
semantic role labeling research (Palmer et al., 2010, p.33–42), containing fea-
tures such as constituent type (e.g. many roles are noun phrases), dependency
label (e.g. the subject of a clause is often the Proto-Agent) and parse tree path.
Figure 3.23 provides an example of two such paths: when “navigating” from a
predicate to its role in a phrase structure tree, we often observe the category
sequences marked using boxes in the figure.60

When the labeler applies the classifier models to a new, unannotated sen-
tence, it takes a syntactic parse of the sentence as input and enriches it with
semantic information using the models. Before applying the models, a labeler
may apply pruning heuristics. Given an identified predicate, this involves the
removal of nodes in the parse tree that cannot be roles of the predicate. Some
semantic role labelers do not take a syntactic parse as input: rather, they take
a sentence as input and simultaneously produce a syntactic parse and semantic
annotations.61

58This is performed as a last step because candidate roles have to be known first.
59These parses are handcrafted or produced by a parser. PropBank contains manual se-

mantic annotations for the manually created Penn Treebank parses. Statistical labelers for
FrameNet are based on automatically produced parses (Bauer et al., 2012).

60In case of a dependency parse, we have a sequence of dependency labels.
61Labelers of this type were the subject of the CoNLL 2008 Shared Task (Surdeanu et al.,

2008).
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Several semantic role labelers have been trained for English.62 Labelers
such as ASSERT63 (Pradhan et al., 2004) enrich phrase structure trees with
PropBank labels. The system described by Johansson and Nugues (2008) does
not start from syntactic parses, but simultaneously generates dependency trees
and PropBank/NomBank labels.64 Other labelers for English, such as the SE-
MAFOR system65 (Das et al., 2014), produce FrameNet labels. Examples of
labelers for other languages are the SoNaR Semantic Role Labeler (Schuurman
et al., 2010), which assigns PropBank labels (but no NomBank labels) to Dutch
sentences, and Shalmaneser (Erk and Padó, 2006),66 which assigns FrameNet
labels to German sentences.

Up till now, we looked at the inner workings of the typical semantic role
labeler, which involves multiple steps, multiple classifier models, and manual
establishment of a feature set, i.e. manual feature engineering. Methods based
on tree kernels tackle this need for manual feature engineering. They auto-
matically detect syntactic features by comparing trees based on fragments of
subtrees. Figure 3.24 (Moschitti, 2006, p. 114) shows a subtree67 consisting of a
predicate with its Arg1 (the part marked using boxes in the leftmost tree) and
some of the subtrees of that subtree. Tree kernel based methods can also be
applied to parse trees of which the nodes contain multiple attributes (such as
morphological attributes), as shown by Diab et al. (2008), who transform a node
with several attributes to a node with multiple children (one per attribute). As
for the other typical property of labelers, i.e. the presence of multiple steps
and models, some alternative labeling approaches reduce their amount. For in-
stance, Meza-Ruiz and Riedel (2009) jointly perform predicate identification,
sense disambiguation, role identification and role labeling, for all predicates in
the sentence. Yang and Zong (2014) take account of multiple predicates at the
same time. This addresses issues like shared arguments of predicates: in the
sentence the justices will be forced to reconsider the questions, the constituent
the justices is the Arg1 of forced and Arg0 of reconsider (ibid., p. 363).

As regards evaluation of the output of semantic role labelers, measurements
take place using F-score, similarly to the way tree aligner output is measured
(see Equations 3.3 to 3.2). Given a set of predicates as input, labelers identify
roles of the predicates, and label these roles. In Equations 3.9 and 3.10, R is
a set of tuples (p, s, l) produced by the system, where p is a predicate, s is a
span, and l is a role label. Rgold is the gold standard, i.e. the set of tuples which
should be produced. Hence, a role of a predicate is only considered correct if
the predicate in the gold standard has a role which covers the same span and

62These labelers use various machine learning algorithms, such as support vector machines,
linear logistic regression, memory-based learning, etc.

63http://cemantix.org/software/assert.html
64This system is now part of the Mate tools (http://www.ims.uni-stuttgart.de/

forschung/ressourcen/werkzeuge/matetools.en.html).
65http://www.cs.cmu.edu/~ark/SEMAFOR
66http://www.coli.uni-saarland.de/projects/salsa/shal
67The POS labels in the example are different from the Penn Treebank labels used in our

own examples.
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Figure 3.24: Tree kernel based methods: fragments of subtrees

has the same role label. Gold standards are for instance available through
the CoNLL-2005 Shared Task Semantic Role Labeling (Carreras and Màrquez,
2005).

Precision =
|R ∩Rgold|
|R|

(3.9)

Recall =
|R ∩Rgold|
|Rgold|

(3.10)

3.5 Multilingual semantics

This section describes semantic predicates and roles from a multilingual per-
spective. Section 3.5.1 looks at issues concerning crosslingual projection and the
alignment of semantically annotated nodes. Section 3.5.2 discusses strategies
for integrating semantic predicates and roles in data-driven MT approaches,
and compares these strategies to the approach through which we will integrate
the results of our semantic tree alignment with MT.

3.5.1 Aligning semantic labels

As noted in Section 2.1.3.2, semantic information may survive during transla-
tion when syntactic structures do not. For instance, a verbal predicate may be
translated by a nominal predicate. However, the semantic information does not
necessarily survive (completely), and the semantic mapping between groups of
predicates and their roles (frames/rolesets) across languages is not fully one-
to-one; languages may have predicates not present in other languages, or have
similar predicates which have different role labels. This has an impact on the
construction of semantic resources in different languages and on alignment. In
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Sections 3.4.2.1 and 3.4.2.2, we discussed strategies for building a semantic re-
source and a labeler for languages other than English (the language for which
semantic resources tend to be built first). Having a labeler for the source lan-
guage and one for the target language allows for annotating parallel text and
aligning the semantic role labels to find out how semantic labels map to one
another across languages. Because of the fact that the semantic mapping across
languages is not always one-to-one, building a new semantic resource from a
resource in another language is not trivial. Building a resource from scratch
is even more time-consuming. Crosslingual projection leads to suboptimal re-
sults because of non-trivial semantic relations between sentence pairs, but the
projections are useful for training a semantic role labeler.

Let us have a look at a number of issues with which crosslingual projection
is confronted. First, while a semantic role in a sentence may correspond to a
semantic role in its translation, the role type may be different; for instance,
Fung et al. (2007) note that the PropBank role A0 of grow corresponds to the
A1 role of the equivalent Chinese verb. The difference in semantic role type
need not necessarily depend on the predicate used in the target sentence (see
Section 3.4.1.2 on the association of predicates with specific rolesets), but may
also be the result of a choice by the translator. For instance, example (55)
shows a translation of an A0 role (agent) by an AM-LOC (location). A second
issue for crosslingual projection is related to the fact that there may be one-
to-many or many-to-many mappings between semantic roles across languages,
possibly involving predicates which are not fully translation-equivalent. For
instance, consider example (56), in which the A1 role (theme) of the English
sentence corresponds to two Dutch roles, A1 and AM-LOC (location). One-
to-many or many-to-many mappings of semantic roles may also be caused by
differences between parsers or by ambiguous structures. Consider the parse
pair in Figure 3.25, which illustrates the PP attachment problem: the source
sentence has a semantic role consisting of an NP with an embedded NP and PP,
while the NP and PP in the target sentence are sisters of the verb. This requires
annotating two nodes in the target language. A third issue with crosslingual
projection consists of the fact that a role may be added or deleted during
translation. Consider example (57), in which the translator chose to add the
temporal word nog.68

(55) a. therefore , [A0 the report] [pred allows ] them to . . .

b. NL
EN

daarom
therefore

wordt
is

het
it

hun
them

[AM−LOC in
in

het
the

verslag]
report

[pred

toegestaan]
allowed

om
to

. . .

. . .

(56) a. [A1 particular attention in this respect] should be [pred given] to . . .

68The examples are from the Europarl corpus, year 2000.
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Figure 3.25: Differences in PP attachment

b. NL
EN

[A1 bijzondere
particular

aandacht]
attention

moet
must

[AM−LOC daarbij]
with that

[pred gaan]
go

naar
to

. . .

. . .

(57) a. I should like to [pred address] [A1 one final point]

b. NL
EN

ik
I

zou
would

[AM−TMP nog]
still

[A1 een
a

laatste
final

punt]
point

willen
want

[pred

noemen]
mention

When semantic role labelers are available for both the source and the tar-
get language (for instance by applying crosslingual projection and training a
labeler), the annotations resulting from them can be aligned, thus providing a
semantic mapping between source and target sentences. Fung et al. (2007) start
from parse trees manually or automatically enriched with predicates and their
semantic roles, align the predicates using a bilingual dictionary, and align the
semantic roles of the aligned predicates using a bilingual dictionary.69 They
retain the mapping between roles which has the highest sum of similarities
(the mapping may link semantic roles with different types). This mapping al-
gorithm, called ARG-ALIGN, scores better with respect to a gold standard
than SYN-ALIGN, their algorithm for crosslingual projection. Wu and Palmer
(2011) use GIZA++ word alignment instead of a bilingual dictionary for align-
ing predicates and their arguments. They not only create one-to-one mappings
between roles, but also one-to-many and many-to-many mappings. It should

69They apply cosine similarity, which compares the similarity of source and target words
by looking at their cooccurrences with words in the dictionary.
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be noted that both in case of crosslingual projection and alignment,70 errors
produced by the tools involved, i.e. parsers, semantic role labeler(s) and word
aligner, have an impact on the quality of the resulting projections or node links.

The semantic alignment methods described above constitute a type of tree
alignment, as they link nodes between parse trees. In Chapters 4 and 5, we
present methods for crosslingual projection, for construction of a semantic role
labeler from projections, and for tree alignment based on semantic predicate
and role labels assigned by two semantic role labelers. The semantic tree align-
ment method we present is similar to Wu and Palmer (2011): it makes use of
word alignment, allows a role to be mapped to a role with a different type, and
performs one-to-one, one-to-many and many-to-many mappings between se-
mantic roles. In addition, it makes use of lexical probabilities for aligning roles,
creates mappings between one or more roles and null (i.e. addition or deletion
of roles), and is focused on the fact that semantically annotated trees may con-
tain errors due to the tools involved. An example of tree alignment based on
semantic roles is shown in Figure 3.26. The mappings resulting from semantic
tree alignment are used in the context of MT, as described in Chapter 6.

3.5.2 Applying semantic labels in MT

In the final section of this chapter, we have a look at strategies for integrating
semantic roles and predicates into the data-driven MT approaches we treated in
Section 3.2, and compare these strategies to our own approach, that we elab-
orate in Chapters 4 to 6. Integration of semantic information in data-driven
MT systems is relatively recent: “(...) surprisingly, the application of semantic
modeling to SMT has received little or no attention.” (Wu et al., 2011a, p.
237). Such integration involves, amongst others, word sense disambiguation,
named entity recognition, and use of semantic predicates and roles.71 As re-
gards word sense disambiguation, it is helpful for treating lexical divergences,
see Section 2.1.4). For instance, Carpuat and Wu (2007, p.68) observe that
knowledge about the context of source phrases helps phrase-based MT sys-
tems to select a longer phrase with a correct translation instead of smaller
phrases with frequent but incorrect translations. As for semantic knowledge in
the form of named entities, Baker et al. (2010) construct SCFG rules which
are constrained by information on entities like people and organisations. As
regards semantic predicates and roles, they are helpful for treating syntactic
divergences. Approaches which integrate predicate and role information with
data-driven MT typically proceed using one of the following strategies: they

70An alternative strategy, presented by Zhuang and Zong (2010), does not apply alignment
using two semantic role labelers, but learns a joint model from English-Chinese parallel,
semantically annotated sentences. Using the resulting model, English and Chinese sentences
can be labeled simultaneously. The model prefers consistent sets of roles for predicates across
languages.

71Neural machine translation systems, which recently appeared, also have a semantic as-
pect. This type of MT builds up a vector of real numbers based on word similarity, which
acts as a semantic representation of the source sentence.
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learn reordering rules based on semantic information, integrate semantic infor-
mation in translation rules, or check the validity of a translation hypothesis (i.e.
candidate translation) by comparing semantic role labels in the source sentence
and the hypothesis. They generally focus on the use of PropBank/NomBank as
semantic framework. At the end of this section, we will point to a few methods
which use alternative strategies, and briefly sketch our own approach, which
follows the second strategy.

Let us start by having a look at the first type of strategy referred to above,
i.e. reordering rules. Such rules may be handcrafted or learned from data. Ko-
machi et al. (2006) reorder the sentence to translate through handcrafted rules
so as to make sure the word order reflects the order of words in the target
language. This is a preordering approach (see Section 3.2.2). As for reordering
rules learned from data, Wu et al. (2011b) create rules using predicates and
arguments in HPSG72 trees (which are similar to semantic roles) and GIZA++
word alignments. After training sentences of the MT engine are preordered us-
ing these rules, a new word alignment is learnt. Reordering rules can also be ex-
ploited during translation, which involves separation of phrase translation and
semantic reordering. For instance, Xiong et al. (2012) employ a model for pred-
icate translation and a model for argument reordering, Zhai et al. (2012) use
a bilingual semantic role labeler to create bilingual semantic rules for English
and Chinese, Li et al. (2013) choose phrase translations that respect syntac-
tic boundaries and reorder predicates and their arguments, and Kazemi et al.
(2017) perform reordering using dependency trees.

The second strategy referred to above, integration of semantic information
in translation rules, involves simultaneous phrase translation and semantic re-
ordering. Aziz et al. (2011) and Gao and Vogel (2011) train an SCFG. The
former create rules the application of which leads to trees like the one in Fig-
ure 3.27, constrained on the source side by means of POS tags, syntactic chunk
labels and semantic roles. The latter create SCFG rules of which the target
part contains a non-terminal label for a predicate and a non-terminal label for
at least one of its roles. Special conversion rules ensure that all of a predicate’s
roles are generated during translation. In order to increase rule coverage, the
semantically oriented rules are added to a set of non-syntactic SCFG rules. A
similar approach to semantic annotation of target parts is applied by Bazraf-
shan and Gildea (2013). Singh and Bandyopadhyay (2010) integrate semantic
information in translation rules through factored phrase-based MT: they enrich
words with dependency labels assigned by the Stanford parser, like agent. Wu
et al. (2009) translate source strings into HPSG target trees, which are required
to contain a predicate and its arguments. In our own approach for integration
of semantic roles into MT, we proceed in a similar fashion as Aziz et al. (2011)
and Gao and Vogel (2011). Like the former, we create a tree-to-string model,
i.e. SCFG rules with syntactic and semantic information in the source language.
Like the latter, we add the rules to a set of non-syntactic SCFG rules in order

72Head-Driven Phrase Structure Grammar (Pollard and Sag, 1994)
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Figure 3.27: Chunks and semantic roles after rule application

to have sufficient coverage.

The third strategy for integrating semantic predicates and roles into data-
driven MT consists of checking the semantic validity of a translation hypothesis.
One way to adopt this strategy is illustrated by Wu and Fung (2009). They
detect semantic mismatches between source parses and parses of translation hy-
potheses and reorder constituents in the latter in order to improve the match
between parses. Liu and Gildea (2010) check whether a translation hypothesis
involves reordering of semantic roles, and determine the likelihood of the re-
ordering based on rules learned while training the MT engine. They penalize
the deletion of a semantic role. Feng et al. (2012) check whether target words
being added to a translation hypothesis are semantically coherent, e.g. whether
the translation of a role is added to a hypothesis containing the translation of
its predicate rather than the translation of another predicate. Validity checks
may not only be part of the translation process, but equally of the tuning and
evaluation process. Metrics based on semantic roles, such as MEANT (Lo and
Wu, 2011), have been developed as an alternative to metrics like BLEU. Se-
mantic metrics aim at measuring how well the meaning of the source sentence
is preserved in the translation.

Apart from the three above strategies, we would like to mention a few addi-
tional strategies for adopting semantic predicates and roles in data-driven MT.
One such strategy (Jones et al., 2012) consists of translating a sentence into
a meaning representation which consists of a graph with semantic roles and
syntactic labels, and generating the target sentence using these graphs.73 An-
other such strategy is semantic fuzzy matching: Vanallemeersch and Vandegh-
inste (2015) propose74 to pretranslate the input of an MT engine by matching

73This is reminiscent of the interlingua approach in RBMT, see Section 3.2.1.
74In the framework of the SCATE project (http://www.arts.kuleuven.be/ling/ccl/
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source sentences based on semantic roles and pretranslating the input using the
translation-equivalent target parts of the matching source parts. Other strate-
gies aim at improving word alignment through semantic roles: see for instance
the approach by Wu et al. (2011b), which was mentioned previously, and the
strategy of Choi et al. (2009), who focus on the alignment of verbs.

3.6 Conclusion

In this chapter, we provided a description of methods, tools and resources that
are relevant in the context of our research question. We provide background in-
formation on parsers, annotation through crosslingual projection, data-driven
MT, SCFG rules, word and tree alignment, semantic role frameworks, construc-
tion of semantic role labelers, and integration of semantic predicates and roles
with data-driven MT.

projects/scate/).





CHAPTER 4

SRL construction approach

Semantic role labelers (SRL systems) are scarce, as training a new semantic
role labeler is a complex task. Existing semantic role labelers are limited in
different aspects: they are only available for a restricted number of languages,
some of these languages have a resource for only one semantic framework (e.g.
only PropBank for Dutch), some semantic role labelers have a limited coverage
in terms of predicates or predicate categories (e.g. the Dutch labeler from the
SoNaR project only labels verbs, not nouns), and labelers are often restricted
to a specific type of parses.

This chapter describes a novel approach which we developed for training a
semantic role labeler from annotated data with a minimum of manual interven-
tion. The approach, called Sermano (Semantic role mapping using nodes), can
be trained on manually annotated data, but mainly focuses on parses anno-
tated through crosslingual projection of semantic labels that are produced by
a labeler in another language. Sermano performs a bootstrapping approach by
detecting patterns in partial annotations produced through crosslingual pro-
jection. This allows to produce a full semantic annotation of a parse. Sermano
can be applied in order to produce labels from a specific framework in case
no labeler for that framework is available for the target language, in order to
use it as an alternative for an existing labeler (e.g. if the latter has a lim-
ited coverage), or in order to supplement information from an existing labeler.
The approach reduces manual intervention, such as feature engineering, to a
minimum, and is not dependent on a specific type of target language parser,
semantic framework or language. In order to test the approach, we apply it to
the language pair English-Dutch, use the Stanford parser for English and the
Alpino parser for Dutch, and make use of two semantic frameworks (PropBank
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and FrameNet). The Sermano results will be used for semantic tree alignment
(Chapter 5) and, eventually, integration with data-driven MT (Chapter 6). We
perform an intrinsic evaluation of Sermano using English and Dutch parses
manually annotated with PropBank roles.

Training a new semantic labeler on annotated data (whether manually an-
notated or annotated through crosslingual projection) is a complex task, as
it typically requires manual feature engineering, hence in-depth knowledge of
the parser, of the semantic framework and of the language in question. Apart
from reducing manual feature engineering to a minimum, our approach creates
a single, human-readable model instead of the set of classifier models which are
typically trained by semantic role labelers (such as classifiers for role identifi-
cation and classifiers for role labeling, see Section 3.4.2.2). The model stores
syntactic-semantic patterns, which involve, on the one hand, parse subtrees
with varying sizes and with nodes that carry various syntactic attributes and,
on the other hand, semantic trees with labels of different granularities (predi-
cate, role without type, role with type, etc.).

Since we strive for the construction of a role labeler with a minimum of man-
ual intervention, it is desirable to strive for such minimization equally when we
generate annotations through crosslingual projection. Therefore, we developed
LENG (Lexically equivalent node grouping), a data-driven tree aligner which
acts as a more performant alternative for the language pair and parser inde-
pendent tool SubTree Aligner (see Section 3.3.3.2) and is less dependent on
tuning through gold standards than Lingua-Align.

This chapter is structured as follows. In Section 4.1, we provide a description
and intrinsic evaluation of LENG, and discuss our procedure for crosslingual
projection of semantic labels to target language parses through node links pro-
duced by LENG. In Section 4.2, we point out our approach for building a
semantic role labeler from annotated data. Section 4.3 details the procedure
for scoring the mappings in the model of the labeler. Section 4.4 discusses the
procedure we apply when running the semantic role labeler on new parses. Fi-
nally, an intrinsic evaluation of the approach using manually labeled trees is
discussed in Section 4.5.

4.1 Crosslingual projection

4.1.1 Tree alignment using LENG

4.1.1.1 Strategy

While SubTree Aligner is a language pair and parser independent aligner, its
performance in terms of F-score is clearly lower than that of Lingua-Align.
As mentioned in Section 3.3.3.2, the latter obtains an F-score of more than
80 on English-Swedish parses, while the former one obtains a score of around
60 (Tiedemann and Kotzé, 2009, pp. 37-38). Running our own tests confirmed
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this difference; see Section 4.1.1.5. Because of this large difference in perfor-
mance, we created an alternative to SubTree Aligner called LENG (“Lexically
Equivalent Node Grouping”), which is less dependent on tuning through gold
standards than Lingua Align.

LENG looks for pairs of isomorphic source and target subtrees in which
pairs of nodes show a strong lexical equivalence. The tree alignment consists
of linked subtree pairs that do not overlap with each other. The strategy of
LENG differs from that of Subtree Aligner in the following ways:

• it does not only make use of lexical probabilities, but also of the word
alignment in the sentence pair (similarly to Lingua-Align);

• it only imposes the first well-formedness constraint of SubTree Aligner
(one-to-one node mapping), but not the second one (if a source node
is linked with a target node, descendants of the source node can only be
linked to descendants of the target node, and ancestors of the source node
can only be linked to ancestors of the target node), in order to allow for
more possible alignments;

• nodes are only linked to each other if there is strong evidence for doing
so.

Although LENG requires manually aligned trees to determine the weight of
lexical probabilities with respect to word alignment, the process of determining
weights need not necessarily be redone for new language pairs, as opposed
to Lingua-Align, as LENG does not make use of parser-specific aspects like
linguistic labels. This will be further discussed in Section 4.1.1.5.

LENG performs three steps. Let us first provide a concise overview, before
giving more details in the subsequent sections and illustrating them with an
example.

1. LENG determines pairs of potentially equivalent nodes, i.e. pairs of nodes
which are very likely to be each other’s translation equivalent according
to lexical probabilities and word alignment (Section 4.1.1.2).

2. It groups node pairs based on adjacency of tokens, adjacency of nodes
and sisterhood of nodes (Section 4.1.1.3).

3. It performs a greedy search for a set of non-overlapping groups, giving
priority to larger groups (Section 4.1.1.4).

The final tree alignment consists of one-to-one links between nodes.

4.1.1.2 Potentially equivalent nodes

LENG considers a source node i and a target node j potentially equivalent if
j is among the target node(s) that are most similar to i and if i is among the
source nodes that are most similar to j. Similarity is defined by Equations 4.1
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and 4.2. The latter equation is a variant of Equation 3.4 of Subtree Aligner,
but uses Equation 3.7 from Lingua-Align (repeated here as Equation 4.3) to
calculate the similarity between token sequences. Equation 4.1 uses Lingua-
Align’s equation 3.8 for calculating word alignment similarity, repeated here as
Equation 4.4.

lexsim(si, tj) =

λlexlexprobsim(si, ti) + λwalnalign(si, tj)

where λlex + λwaln = 1

(4.1)

lexprobsim(s, t) =

αavgmax(sl|tl) · αavgmax(tl|sl) · αavgmax(s̄l|t̄l) · αavgmax(t̄l|s̄l)
(4.2)

αavgmax(x|y) =
1

x

|x|∑
i=1

maxjP (xi|yj) (4.3)

align(si, tj) =

∑
lxy
cons(lxy, si, tj)∑

lxy
relev(lxy, si, tj)

(4.4)

Some potential equivalences are considered redundant based on token cov-
erage, and filtered out: in the set of pairs of potentially equivalent nodes, LENG
determines subsets of pairs that cover the same source and target tokens. For
instance, such a subset may contain a pair with a unary node (node with a
single child) and a pair with the child of the unary node. In such a subset,
the pair with the highest tree levels is retained, as well as pairs at lower levels
which do not overlap with retained pairs at higher levels.

Figure 4.1 shows two pairs of potentially equivalent nodes by connecting
them with a full line, as well as a dashed link between nodes that are not
potentially equivalent and a dashed link which connects potentially equivalent
nodes but is redundant.1 The first dashed link connects the target node covering
dit verband and the English adverb; the Dutch node has the English node as
its most similar node (be it with a very low similarity), but not vice versa. The
second dashed link is redundant because it overlaps with the pair ADVP – adv.

4.1.1.3 Adjacency and sisterhood

LENG looks for groups of node pairs through the following steps:

1. detection of aligned isomorphic pairs of partial subtrees (each node pair
is also a subtree pair in itself); each such subtree pair constitutes a group
of one or more node pairs;

2. combination of subtree pairs, leading to a larger group of node pairs;

1The Dutch parse tree is non-projective, as shown by the position of zal : in the Dutch
sentence, this word precedes besluiten.
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Figure 4.1: Potentially equivalent nodes and non-equivalent nodes
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3. creation of groups consisting of a single node pair.

Let us consider the first step. Partial subtrees are subtrees from which zero
or more nodes (terminal or non-terminal nodes) are left out, and in which each
of the remaining nodes is connected to at least one of the other remaining
nodes. We align partial subtrees if they satisfy the following conditions:

• they are isomorphic;

• they consist of groups of potentially equivalent node pairs (based on their
definition in Section 4.1.1.2);

• a source node occupies the same position as the target node to which it
is equivalent (the source and target nodes have the same depth in their
tree, and have the same position among all nodes of that depth in their
tree).

By looking for pairs of aligned partial subtrees, additional evidence is gath-
ered for the potential equivalence of node pairs. The evidence consists of the fact
that nodes in pairs of partial subtrees are adjacent to other nodes in the sub-
tree, i.e. connected with other nodes, and that the connections have the same
hierarchical structure in source and target subtree. In Figure 4.2, two partial
subtrees are marked using dashed lines, and their roots (VP and smain) are
linked. The leftmost child of the source root (VB) is equivalent to the leftmost
child of the target root, the rightmost children are equivalent, etc.

In the second step, subtree pairs are combined with one another if they do
not contain overlapping nodes and if they satisfy one of the following conditions:

• token adjacency: the first subtree pair covers at least one source token
which precedes or follows a source token covered by the second subtree
pair, and the same goes for two target tokens in the subtree pairs;

• node sisterhood: the first subtree pair contains at least one source node
which is sister of a node in the second subtree pair, and the same goes
for two target nodes in the subtree pairs.

Figure 4.2 shows a combination of three subtree pairs, which together con-
stitute a group of node pairs:

• A pair of subtrees with five nodes, discussed above.

• A pair of subtrees with a single node (ADVP and adv). The pair of
subtrees fulfils the token adjacency criterion, as the source subtree covers
therefore, which is adjacent to the token respect covered by the pair of
subtrees with five nodes, and the target subtree covers derhalve, which is
adjacent to the token respecteren covered by the pair of subtrees with five
nodes. The two pairs of subtrees also happen to comply with the node
sisterhood criterion.
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• A pair of subtrees with a single node (covering the two periods) which
fulfil the sisterhood criterion: the source node covering the period is the
sister of the source root node VP, and the target node covering the period
is the sister of target root node smain. The two pairs of subtrees also
comply with the token adjacency criterion.

The first two steps lead to groups of multiple node pairs. In the third step,
each potentially equivalent node pair is turned into a group consisting of a
single node pair. Hence, we now have a set of groups, some of which overlap
with one another.

4.1.1.4 Greedy search

Groups of node pairs are filtered out from the set of groups resulting from the
previous step if they cover source tokens or target tokens that are also covered
by larger groups in the set, i.e. groups which contain more nodes. This filter,
for instance, rejects groups consisting of a single node pair which are part of a
subtree pair containing several node pairs. In case groups are equally large, the
sum of similarities of node pairs is used to select the group to be filtered out,
and in case similarities happen to be equal, positional similarity is checked,
based on the leftmost source and target token position covered by the group.

4.1.1.5 Evaluation

As LENG uses two weights for calculating lexical similarity (λlex and λwaln in
Equation 4.1), we need manually aligned parse trees in order to tune. As LENG
does not make use of parser-specific aspects like linguistic labels, as opposed
to Lingua-Align, weights need not necessarily be retuned for each language
pair. We use 90 tree pairs of the English-Dutch gold standard distributed with
Lingua-Align as tuning set.2 The Lingua-Align distribution contains lexical
probabilities from Europarl (Koehn, 2005), the corpus from which the gold
standard sentences were extracted, and the word alignment of the sentence
pairs in the gold standard. In the tuned system, λlex is 0.7 and λwaln 0.3.3

In order to be able to compare LENG to SubTree Aligner, no additional
work is necessary, as the latter tool does not require tuning. As for Lingua-
Align, we train the tool on the first 70 sentences in the gold standard in order to
calculate features and employ the next 20 sentences as development set in order
to set feature weights. We look at different sets of features and search strategies.
The best-scoring configuration we find applies a greedy search when combining
potential node links and requires the resulting tree alignment to obey the well-
formedness constraints. The features included in the configuration involve the
distance of nodes to the parse tree root, the relative sentence position of tokens

2The gold standard consists of 125 sentences in total. We use the last 35 sentences as
development test set, i.e. not as the final test set.

3We used the hill climber described by Vandeghinste et al. (2015, p. 222) with an interval
of 0.1 to determine these weights.
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aligner precision recall f1
Lingua-Align 88.64 92.44 90.50
LENG 89.89 92.94 91.39
SubTree Aligner 75.23 73.96 74.59

Table 4.1: Results on English-Dutch gold standard

dominated by nodes, syntactic category labels on nodes (for instance, English
VB nodes are often aligned with Dutch verb nodes) and labels on the children
and parents of the nodes. The features also involve token sequence similarity
(Equation 4.3) and word alignment similarity (Equation 4.4).

In order to compare the output of the quality of the three aligners (tuned
LENG system, SubTree Aligner, and best configuration of Lingua-Align), we
ran the aligners on a test set of 350 manually annotated tree pairs distributed
with the TBL system of Kotzé (2012). We use the evaluation metric employed
by the Lingua-Align toolkit, i.e. F-score based on the precision in Equation 4.6
and the recall in Equation 4.7. L stands for all links produced by a system and
Lpossible for all links in the gold standard, be it links that are easy to establish
(Lsure) or links that are more questionable (Lfuzzy) (Tiedemann, 2011, pp.
22-23).4

Lpossible = Lsure ∪ Lfuzzy (4.5)

Precision =
|L ∩ Lpossible|

|L|
(4.6)

Recall =
|L ∩ Lsure|
|Lsure|

(4.7)

Evaluation statistics are shown in Table 4.1. It shows that LENG clearly
performs better than SubTree Aligner on precision, recall and F-score, and
slightly better than Lingua-Align.

In order to get an idea about the potential need to retune LENG weights
for new language pairs, we used a French-Dutch gold standard of 158 sentences
(Kotzé, 2012). We took the first 100 tree pairs for tuning LENG. As for Lingua-
Align, we used the first 80 tree pairs for training and the last 20 pairs for
tuning. The last 58 tree pairs in the gold standard acted as test set. The results
are shown in Table 4.2. The table shows the LENG results produced with
the weights resulting from tuning on English-Dutch and the weights resulting
from tuning on French-Dutch. All aligners have a clearly lower performance
for the French-Dutch set than for the English-Dutch test set, which is due to
the strong difference between the French parses, which were produced by the
Berkeley parser (Petrov and Klein, 2007) and tend to be flat, and the Dutch

4Alternatively, alignment error rate (AER) can be used, which combines L, Lsure and
Lpossible in a different way (ibid.).



80 4.2. Training of SRL model

aligner precision recall f1
Lingua-Align 78.59 77.29 77.93
LENG (EN-NL weights) 82.40 75.15 78.61
LENG (FR-NL weights) 83.13 77.06 79.98
SubTree Aligner 41.73 42.84 42.28

Table 4.2: Results on French-Dutch gold standard

parses, which tend to be deeper. This difference affects SubTree Aligner most,
leading to very low scores. When LENG is run with the French-Dutch weights,
it produces better results in terms of precision and F1-score than Lingua-Align.
When reusing the English-Dutch weights, the difference is smaller, but still in
favor of LENG. Although we checked the need to retune on just one additional
language pair, the similarity of the relative differences points in the direction
of reusability of weights.

4.1.2 Projection through LENG

Given a roleset in a source parse, i.e. a group consisting of a predicate with its
roles,5 we check whether the node with the predicate is part of the LENG tree
alignment, and whether at least one of its roles is part of the tree alignment.
If so, we project the roleset, or part of it, to the target parse:

• we project the predicate label to the target node aligned with the source
predicate node;

• for each aligned source node that is labeled with a role of the predicate,
we project the label to the target node.

We also project non-semantic information to the target parse: if a node in
the source parse is neither a predicate nor a role in any roleset, and the node
is part of LENG tree alignment, we assign the aligned target node the label
nonsem. Figure 4.3 shows an example of the projection of a roleset and of a
non-semantic label. The information on a node may be projected twice: if a
role is shared by two rolesets, and there is an aligned node, the roles in both
rolesets are projected to the aligned node.

4.2 Training of SRL model

4.2.1 Feature trees

As explained in Section 3.4.2.2, semantic role labelers typically consist of multi-
ple classifiers which are trained on annotated parses. Given a semantic predicate

5We use the PropBank term roleset here as a general term, and hence also to refer to a
FrameNet frame.
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Figure 4.3: Projection of a roleset and a non-semantic label

(e.g. a verb), a classifier identifies the roles of the predicate (i.e. it identifies the
parse nodes which cover the tokens of a role), and another classifier (or set of
classifiers) determines the type of the role of the predicate. In order to deter-
mine whether a parse node is a role of a predicate, or a role with a specific type,
classifiers make use of certain features extracted from the parse node and its
environment in the parse tree. Examples of features are the syntactic category
of the node, the part-of-speech tag of the head, or the sequence of syntactic
category labels of the nodes that link the predicate node with the parse node
under scrutiny. The typical use of multiple classifiers in SRL systems also in-
volves a separate treatment of rolesets in a sentence, even though there may
be interactions between rolesets. As an example, a single constituent may be a
role of two predicates.

In this section, we propose a new approach for training a semantic role
labeler, Sermano. Given a treebank, it creates a model which is based on a type
of subtrees we call feature trees. Given a syntactic feature tree, our approach
finds out the semantic feature trees that the syntactic feature tree is associated
with. For each of these semantic feature trees, the model stores the probability
that it occurs given the syntactic feature tree. We refer to this probability as
p(s|f), where s stands for a semantic feature tree and f for a syntactic feature
tree. In other words, our model provides mappings between syntactic patterns
and semantic patterns. The trees in the mapping are isomorphic, i.e. they have
the same number of nodes and the nodes have the same dominance relations.

Before diving into the details of feature trees, let us explain the idea of
mappings with a few examples. Consider the parse tree in the left part of
Figure 4.4, which is a parse tree produced by the Stanford parser. This tree
contains a very frequent syntactic pattern, consisting of the nodes marked using
boxes. Given this pattern, it is highly likely that the nodes in the pattern should
receive the semantic labels (PropBank labels) shown in the rightmost part of
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the figure (non-semantic nodes receive the label no). Another example of a clear
mapping is given in Figure 4.5. It illustrates a reduced relative clause (the books
written recently is equivalent to the books that were written recently). However,
mapping a syntactic pattern to semantic labels is not always so straightforward.
Consider the syntactic pattern at the top of Figure 4.6. It is also very frequent,
but less specific than the two previous ones. Based on this pattern, it is difficult
to tell whether the semantic label of the NP should be A0 or A1. The label
depends on the type of verb. In case the verb is intransitive, for example laugh,
the role is A0. If the verb is unaccusative, for example widen, the role is A1.6

Therefore, the verb itself should be added to the syntactic pattern, as in the
bottom row of Figure 4.6. As we will see below, the part-of-speech of a word
and the word itself are treated as a single node in a feature tree.

Let us now turn to the details of feature trees. A feature tree specifies a
pattern using a number of attribute-value pairs, taken from the inventory of
attributes provided by the parser used. Consider the parse tree in Figure 4.4.
This tree contains the values of three attributes: part-of-speech label (for the
preterminal nodes), word, and syntactic category (for the other non-terminal
nodes). The feature tree corresponding to this parse tree is shown in Figure 4.7.
In feature trees, we do not distinguish preterminal nodes with part-of-speech

6Such a verb has a transitive variant, e.g. the man widens the gap.
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Figure 4.6: Semantic mapping for intransitive construction

labels from terminal nodes with words, but rather use a single, terminal node
for all the attributes relating to a word. While some parsers only specify the
part-of-speech of a word, others specify additional attributes, as we will see
below. Unlike the feature tree shown in Figure 4.7, feature trees typically convey
information relating to a part of the parse tree rather than the whole parse tree:
they are based on a complete or partial subtree of the parse tree, and they do not
necessarily contain all attributes present in that subtree. A complete subtree
contains all the nodes it dominates. A partial subtree results from leaving out
one or more nodes from a complete subtree, without breaking the immediate
dominance of the nodes: each node in a partial subtree keeps its original parent
node.

Figure 4.8 provides examples of feature trees based on complete or partial
subtrees. We will first discuss the leftmost trees in the figure, and discuss the re-
mainder of the figure later on. The leftmost trees are based on partial subtrees.
The topmost feature tree corresponds to the transitive construction shown in
Figure 4.4. It omits some nodes from the parse tree, such as the PRP node and
the ADJP node. Neither does it contain a word attribute for the verb node.
The second feature tree corresponds to the unaccusative construction shown in
Figure 4.6. In this feature tree, the attribute word is kept for the verb node.
The third feature tree is based on a partial subtree from a parse tree produced
by the Dutch Alpino parser. This parser labels its nodes with attributes like cat
and rel (syntactic relation). The feature tree shows a subset of these attributes
on each node. The fourth feature tree is the least interesting from a linguistic
point of view. However, feature trees like this one are equally important when
applying the SRL model to new parse trees, as they help to detect nodes which
are non-semantic. The fifth and last feature tree is based on a complete subtree
rather than a partial subtree, as it contains all nodes of the subtree.

The leftmost feature trees in Figure 4.8 specify syntactic patterns. They
are associated with one or more semantic patterns, which are also feature trees,
containing a single attribute, i.e. sem, and which are isomorphic to the syntactic
feature tree. Hence, a node in a semantic feature tree corresponds to the node
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Figure 4.7: Feature tree based on full parse tree

in the syntactic feature tree with the same position. In order to associate a
syntactic feature tree with semantic feature trees, we look at the occurrences
of the syntactic feature tree in a set of parses. For instance, the parse tree
in Figure 4.4 has a predicate and two roles. The topmost syntactic feature
tree in Figure 4.8 occurs in this parse tree. Therefore, we can associate the
syntactic feature tree with the semantic feature tree to its right in Figure 4.8
(we only show the value of the sem attribute and omit the name of the attribute
for the sake of clarity). We also associate the syntactic feature tree with less
specific semantic feature trees, like the top right feature tree in the figure, by
omitting the role type from one or more roles. This provides a fallback during
prediction of labels in new parses (see below). Semantic feature trees may also
contain predicate types, such as compromise.01 in PropBank (a sense of the
verb compromise). We will come back to such semantic feature trees below.
Like the first syntactic feature tree in Figure 4.8, the second and third one
are also associated with multiple semantic feature trees. The fourth and fifth
syntactic feature tree only contain non-semantic nodes; as these have no type,
the syntactic feature trees are associated with a single semantic feature tree.

As indicated above, we generalize semantic feature trees by omitting role
types. Such generalization provides a fallback in case a specific semantic fea-
ture tree is too infrequent or improbable according to the training data (i.e.
its probability p(s|f) is too low), and allows for combining different semantic
feature trees when predicting semantic labels for new parse trees. If a node in
a parse tree receives a general role label through the use of a semantic feature
tree during prediction, the general label can be updated by a more specific
one later on using another semantic feature tree (see Section 4.4). Generaliz-
ing semantic feature trees need not necessarily involve total omission of the
predicate or role type. For instance, predicting AM roles (argument modifiers)
from PropBank (such as AM-TMP, i.e. temporal modifier, and AM-LOC, i.e.
modifier specifying location) is a difficult task. Therefore, generalizing them
into a generic AM-SIMP role provides a fallback.

Having explained the simplest form of semantic feature tree, i.e. a feature
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tree that contains non-semantic nodes and/or one predicate with one or more of
its typed or untyped roles, let us have a look at more complex forms. One such
form contains a typed predicate, the type being a roleset name. As illustrated
by the first two semantic feature trees in Figure 4.9, typed predicates can
disambiguate verb senses.7 Another more complex form of semantic feature
tree contains unknown labels. Such a label is assigned to a node containing
a predicate all roles of which are absent from the syntactic feature tree. Vice
versa, it is assigned to a node containing a role the predicate of which is absent
from the syntactic feature tree. For instance, if the third syntactic feature tree in
Figure 4.9 is a role in a parse tree, the top node of the semantic feature tree has
an unknown label. When combining semantic feature trees during prediction,
unknown labels are compatible with any label (non-semantic, predicate or role).
A third complex form of semantic feature trees involves a role of multiple
predicates. This is exemplified by the fourth semantic feature tree in Figure 4.9:
the A0 role of the predicate wanted is also the A0 role of the predicate in the
infinitive clause. Therefore, the semantic label for the first NP node refers to
roles of two different predicates, and predicates and their roles are enriched
with a numerical index. The examples provided in Figure 4.8 and 4.9 illustrate
the uniform, holistic way in which our approach treats associations between
syntactic and semantic patterns. This approach is different from the typical
modular setup of semantic role labeling systems, and also facilitates human
interpretation of the syntactic-semantic pattern associations applied during
prediction, as shown in Section 4.4.

4.2.2 Calculation of probabilities

In order to calculate the probabilities p(s|f), we determine occurrences of syn-
tactic feature trees in the parses that make up the training data. We then
associate the occurrences of a syntactic feature tree f with one or more seman-
tic feature trees. The occurrence of a syntactic feature tree can be represented
as a tuple (N,L, S), where N is a sequence of node IDs in the training data, L
is a set of attribute-value pairs with node positions and S is a set of semantic
feature trees, i.e. sequences of semantic labels.8 Figure 4.10 shows three occur-
rences of a syntactic feature tree by marking its attributes and values in bold
in parse trees (produced by Alpino), showing the node IDs (parse ID plus node
ID within the parse), and specifying N , L and S to the right. Only some of the
semantic feature trees are shown (no typed predicates). For each semantic fea-
ture tree, the figure (bottom part) shows the probability of observing it given
the syntactic feature tree, using Equation 4.8. In the equation, R stands for
all tuples extracted from the training data (i.e. all occurrences of all syntactic

7The first sense of compromise in PropBank is ‘reach an agreement’, while the second one
is ‘lose security, concede, cause to weaken, endanger’.

8The N sequence and the sequences in S are constructed by traversing the tree in a
canonical order (pre-order traversal). This is necessary in order to know which semantic
label applies to which node. The node positions in L refer to the position of a node in N .
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feature trees), and SyntTree(r) for the syntactic feature tree in tuple r (which
depends on N and L). InSemTrees(r, s) returns true if the tuple contains
semantic feature tree s.

p(s|f) = |{r : r ∈ R,SyntTree(r) = f, InSemTrees(r, s) = true}|
|{r : r ∈ R,SyntTree(r) = f}| (4.8)

At this point, we should have a look at the procedure for calculating fre-
quencies in order to determine p(s|f). Directly counting all occurrences of syn-
tactic feature trees in the training data, though conceptually simple, would be
extremely time-consuming.9 Many different syntactic feature trees occur in a
single parse tree (both in terms of dominance relations between nodes and in
terms of attribute-value pairs on the nodes), some of them are very large (the
largest one contains all information present in a parse tree), and syntactic fea-
ture trees involve many semantic feature trees because of the generalizations
we apply.

In order to make the counting procedure feasible, we proceed in two steps:

1. We calculate the frequency of increasingly large syntactic feature trees
involving a limited set of attributes with a limited set of values.

2. Based on the sufficiently frequent syntactic feature trees from the first
step, we calculate the frequency of syntactic feature trees with additional
attributes.

The first step uses an iterative strategy which imposes a frequency thresh-
old and stores syntactic feature tree occurrences in set R. In iteration 1, we
memorize syntactic feature tree occurrences (tuples) of depth 0 (a single node).
At the end of iteration 1, a syntactic feature tree’s occurrences are added to
R if the tree is sufficiently frequent according to the threshold. In iteration 2,
an occurrence of depth 1 (parent node and one or more children) is memo-
rized if it has the potential to be frequent enough, i.e. if its embedded trees
(single nodes) are sufficiently frequent. At the end of iteration 2, occurrences
of depth 1 are added to R if their actual frequency is sufficient. In subsequent
iterations, we proceed in a similar way. For instance, if we were to encounter
the occurrences of the syntactic feature tree in Figure 4.10 in iteration 3, they
will only be memorized if R contains (a) occurrences of syntactic feature trees
rooted by a cat:smain node with three children, i.e. sisters labeled with cat:np,
pos:verb and cat:ppart, and (b) occurrences of syntactic feature trees rooted
by a cat:ppart node with a pos:verb child. The iterative procedure stops if no
more occurrences can be added to R or if the trees reach a predefined maximal
depth.

The syntactic feature trees counted in the first step merely involve attribute-
value pairs with the “core” attributes of a parser. Each node of a parse has

9In this respect, it may be helpful to investigate the possibility of using techniques from
the field of tree kernels.
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Figure 4.10: Occurrences of syntactic feature tree
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at least one of these attributes, and the attributes have a limited number of
values. In case of a phrase structure parse, they are the attributes specifying
the syntactic category of a non-terminal node and the part-of-speech of a word.
In case of a dependency tree, they are the attributes specifying the syntactic
relation of a node and the part-of-speech of a word. In case of Alpino parses
(see Figure 4.10), which combine constituency and dependency, we stick to syn-
tactic category and part-of-speech.10 The syntactic feature tree in Figure 4.10
has a certain predictive power: the probability that the semantic feature tree
(no, roleA1, no, no, pred) is observed given the syntactic feature tree is 2

3 . In
case the role is untyped, the probability is 1. Further details on the first step
are provided in Algorithm 1 in Appendix B.

The second step consists of finding out the frequency of syntactic feature
trees with both core and non-core attributes, and verifying whether the addition
of non-core attributes to a syntactic feature tree increases p(s|f), i.e. increases
its predictive power. Examples of such attributes are word (which can have
many values), lemma, or a type of morphological information. The second step
also uses an iterative strategy.

Let us have a look at the first iteration of the second step. It loops over all
nodes of all unique syntactic feature trees in R. In a syntactic feature tree f , it
finds out all possible extensions of one of the nodes with an attribute-value pair.
If an extended syntactic feature tree f ′ is sufficiently frequent according to the
threshold we used in the first step and if the probability p(s|f ′) of a semantic
feature tree s is sufficiently large compared to p(s|f) (according to another
threshold), the occurrences of f ′ are added to R. For instance, consider the
three parses in Figure 4.10, which share a syntactic feature tree. Based on these
parses, we can add different attribute-value pairs to the syntactic feature tree.
For instance, we can add rel:su to the leftmost child. As this extended syntactic
feature tree occurs three times, just like the original tree, p(s|f) is equal to
p(s|f ′) for both semantic feature trees (the one with the typed role and the one
with the untyped role). However, when we extend the syntactic feature tree
by adding sc:passive11 to its second child, the number of occurrences changes
from three to two, as the value of sc is aux psp hebben in the third parse tree.
Therefore, the probability p(s|f ′) is 1 if s is (no, roleA1, no, no, pred), as shown
in Figure 4.11, in which we mark the added attribute-value pair in bold. As
p(s|f) is 2

3 for this semantic feature tree, the power of predicting it is larger
for f ′ than for f . In case of semantic feature tree (no, role, no, no, pred), the
probabilities for f and f ′ are identical.

Having explained the first iteration of the second step, we now proceed to
the subsequent ones. In the second iteration, we loop over all unique syntactic
feature trees in R to which we added a non-core attribute in the first iteration,
and extend the syntactic feature trees with an additional non-core attribute.

10Although we can use dependency relations in addition, this reduces the generalizing
power of our model. Therefore, we postpone introduction of dependency relations to the
second step.

11sc stands for subcategorization.
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Figure 4.11: Occurrences of extended syntactic feature tree
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In subsequent iterations, we add yet other non-core attributes, until no more
extended syntactic feature trees are found which have a sufficient frequency
and a sufficiently large added semantic value. The details of the second step
are spelled out in Algorithm 2 in Appendix B.

We implemented the counting procedure as a Perl program (the Sermano
tool). We will not go into detail on the specific data structure used by the pro-
gram to store occurrences of syntactic feature trees, but it is worth mentioning
that we use some additional thresholds in the program to reduce computation
time. When an iteration finishes, we sort the unique syntactic feature trees
added to R by their semantic value, which is the maximal increase in p(s|f ′)
observed (maximal increase across all semantic feature trees associated with
f ′). The least interesting syntactic feature trees in the list (i.e. those with a
semantic value below a threshold) are removed from R before starting the next
iteration.

Even though we apply frequency checks in the first step of the counting
procedure, the number of syntactic feature trees resulting from that step may
still be very large. Therefore, applying the second step to all these syntactic
feature trees may be very time-consuming. However, the second step can be
parallellized by extending several trees simultaneously. In our tests, we used a
cluster, i.e. a network of computers which runs software for splitting up a large
job into smaller tasks, each of which are dealt with by one of the cores of a
computer.

4.3 Scoring syntactic-semantic mappings

In the previous section, we have shown how we derive a set of syntactic-semantic
mappings from training data. In this section, we will specify how to score these
mappings in order to predict semantic role labels in new parse trees. Prediction,
which will be discussed in more detail in Section 4.4, consists, on the one hand,
of determining the mappings of which the syntactic part is present in the parse
tree, and, on the other hand, of determining in which order these mappings
will be applied for enriching the parse tree with semantic information. This
order is important, as the semantic information added by a mapping may block
the application of other mappings with conflicting semantic information. One
way to determine this order is to use the semantic probability p(s|f) for each
mapping. However, this information is not sufficient. While we want to give
priority to highly likely mappings in the prediction process, we also want to
check the specificity of a mapping. For instance, a syntactic feature tree which
contains many nodes may be more interesting to use than a smaller tree, even
when the second one involves slightly higher probabilities. Therefore, we assign
a mapping a score that depends on a number of subscores of the syntactic
feature tree and the semantic feature tree, and on weights for each of these
subscores. These weights can be tuned using a gold standard with parse trees
manually annotated with semantic information.
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We give each tuple (f, s) in the model, containing a mapping between syn-
tactic feature tree f and semantic feature tree s, a weighted score which is de-
fined in Equation 4.9 and based on the six subscores in Equations 4.10 to 4.15.
These equations make use of the set R, which contains the occurrences of (pos-
sibly extended) syntactic feature trees in the training data.

Score(f, s) =

λNumNodesScoreNumNodes(f) + λAttV alNumScoreAttV alNum(f)+

λMinTermCovScoreMinTermCov(f) + λFreqScoreFreq(f)+

λSemProbScoreSemProb(f, s) + λSemLabScoreSemLab(s)

where

λNumNodes + λAttV alNum + λMinTermCov+

λFreq + λSemProb + λSemLab = 1

(4.9)

ScoreNumNodes(f) =

NumNodes(f)

maxr∈RNumNodes(SyntTree(r))

(4.10)

ScoreAttV alNum(f) =

AttV alNum(f)

maxr∈RAttV alNum(SyntTree(r))

(4.11)

ScoreMinTermCov(f) =

MinTermCov(f)

maxr∈RMinTermCov(SyntTree(r))

(4.12)

ScoreFreq(f) =

|{r : r ∈ R,SyntTree(r) = f}|
maxf ′∈{SyntTree(r):r∈R} |{r : r ∈ R,SyntTree(r) = f ′}|

(4.13)

ScoreSemProb(f, s) =

|{r : r ∈ R,SyntTree(r) = f, InSemTrees(r, s) = true}|
|{r : r ∈ R,SyntTree(r) = f}|

(4.14)

ScoreSemLab(s) =

λTpTp(s) + λSpSp(s) + λUtpUtp(s) + λNsmNsm(s) + λUnkUnk(s)

Tp(s) + Sp(s) + Utp(s) +Nsm(s) + Unk(s)

where

0 = λUnk < λUtp < λSp < λTp = 1

0 < λNsm < 1

(4.15)
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Let us explain the subscores in the equations:12

• 4.10: subscore based on number of nodes in f . The denominator (maximal
number of nodes in any syntactic feature tree in R) is used for normal-
ization.

• 4.11: subscore based on number of attribute-value pairs in f (total number
of pairs across all nodes of f).

• 4.12: subscore based on the minimal number of terminal nodes an occur-
rence of f covers (the actual number may be higher for some occurrences).
This score quantifies the degree of “lexicality” of the syntactic feature
tree: the score is low for syntactic feature trees with many internal nodes,
i.e. nodes with at least one child.13

• 4.13: subscore based on frequency of f . The denominator is the frequency
of the most frequent syntactic feature tree in the data.

• 4.14: semantic probability, i.e. p(s|f).

• 4.15: subscore based on semantic labels in s:14

– Tp(s): number of predicate and role labels with a type (e.g. Prop-
Bank predicate with sense break.01 or role with type AM-TMP or
AM-LOC in PropBank). These labels always have a weight of 1.

– Sp(s): number of simplified role labels (e.g. role AM-SIMP).

– Utp(s): predicate and role labels without type (i.e. we only know
the node in the syntactic feature tree is a predicate or a role, but
not its type).

– Nsm(s): number of non-semantic labels.

– Unk(s): number of unknown labels. They always have a weight of
0.15

12We do not further elaborate on the technical details of the functions Tp, Sp, Utp, Nsm
and Unk in the equations. Neither do we detail out the functions NumNodes, AttValNum
and MinTermCov in Equation 4.9.

13For instance, consider the following two trees:
S

VBZNP

NNDT

,PP

S

VP

NPVBZ

NP

NNDT

Both trees cover the same number of nodes, but the first one covers minimally five terminal
nodes (the actual number is higher, as PPs contain at least a preposition and a noun), which
is one more than the minimum of the second tree.

14Note that there may be more semantic labels than nodes in the syntactic feature tree,
as some nodes are roles in multiple rolesets.

15Hence, the minimum value of the subscore is 0.
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To illustrate the calculation of the score for a syntactic-semantic mapping,
let us go back to Figures 4.10 and 4.11. All five syntactic-semantic mappings in
the figures, i.e. all combinations of syntactic feature tree and semantic feature
tree (three combinations with typed roles, two with untyped roles), have the
same value for two of the subscores mentioned above: number of nodes (5) and
minimal terminal node coverage (3). As for the number of attribute-value pairs,
the two mappings involving the extended syntactic feature tree score higher. As
for frequency, they score lower.16 p(s|f) is higher for three mappings (value of 1)
than for the remaining two mappings ( 2

3 and 1
3 ). Finally, the subscore based on

semantic labels is lower for the mappings involving an untyped role than for the
other mappings. As the mapping between the extended syntactic feature tree
and the semantic feature tree with labels (no, role-A1, no, no, pred), capturing
the assignment of semantic role A1 to the subject of a passive construction, gets
the highest subscores, except for frequency, it is likely to get the best overall
score given Equation 4.9. However, the actual score depends on the weights set
by tuning on a gold standard.

4.4 Prediction through SRL model

Given an SRL model trained by the approach in Section 4.2 and tuned on the
basis of the scores determined by the approach in Section 4.3, we annotate
parse trees of new sentences using the following two steps:

1. We detect which mappings can be applied to the parse. These are the
mappings which have a syntactic feature tree that occurs at one or more
subtrees of the parse. In order to find out these mappings, we consider
each subtree of the parse, check all possible syntactic feature trees rooted
by the subtree,17 and look them up in the SRL model.

2. We iterate over the mappings detected in step 1, descendingly sorted
by score, and apply a greedy search to produce a semantic annotation.
We initialize the annotation using the first mapping. When the semantic
feature tree of subsequent mappings does not conflict with the current
semantic annotation of the parse tree, and is not yet fully included in
the existing annotation (i.e. provides new information), we update the
annotation with semantic labels.

We will illustrate the two steps using an example. Figure 4.12 shows a
parse which we give as input to the semantic role labeler. The parse is part of
the data18 provided by the CoNLL-2005 Shared Task Semantic Role Labeling

16By definition, the frequency of an extended syntactic feature tree is equal to or lower
than that of the tree before extension.

17From an implementational point of view (Perl program), this procedure is highly opti-
mized.

18We slightly simplified the parse in the figure for illustratory purposes: we replaced a
desktop computer by a computer and Huntz Hall ’s face by his face.
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S

VP

PP

NP

SBAR

S

VP

S

VP

PP

with microchips

NP

his face

VBG

covering

,VBZ

explodes

WHNP

WDT

which

,NP

a computer

IN

into

VBZ

backflips

NP

PRP

He

Figure 4.12: Parse from CoNLL 2005 data

(Carreras and Màrquez, 2005), containing phrase structure trees with manual
PropBank annotations. We create an SRL model based on a training set ex-
tracted from these data. Given the parse in the figure, which is part of the test
set, about 25,000 mappings from the model can be applied to one or more sub-
trees.19 We sort these mappings according to their scores, based on the weights
tuned on a development set extracted from the CoNLL data (see Section 4.5).
These (non-normalized) weights are shown in Table 4.3.

In the rightmost part of Figure 4.13, the best-scoring mapping for the parse
in Figure 4.12 is shown (for the sake of briefness, we do not show the two
feature trees separately, i.e. a syntactic and a semantic one, but combine them
into one), as well as the frequency of f , the semantic probability, the score, and
two example sentences from the training set in which the relevant words are
marked in italics. The subtree to which the mapping applies is marked using
dashed links, and its nodes, enriched with semantic labels, are shown in dashed
boxes.

Figure 4.14 shows the second best mapping. It is very specific in the sense
that it involves many nodes and contains information for two predicates (nu-
merical indices are used to distinguish rolesets in the mapping). One role has no
type; as we will see below, it will become typed by applying another mapping.
While the syntactic feature tree of the second best mapping has high values

19Before creating the SRL model, we simplified the POS tags in the CoNLL parse trees in
order to get more general syntactic-semantic mappings; see evaluation results in Section 4.5.
For the sake of clarity, however, Figure 4.12 contains the original POS tags.
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weight value
λNumNodes 0.004
λAttV alNum 0.091
λMinTermCov 0.033

λFreq 0.0004
λSemProb 0.377
λSemLab 0.494
λTp 1
λSp 0.79
λUtp 0.48
λNsm 0.28
λUnk 0

Table 4.3: Weights resulting from tuning on CoNLL development set
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VBG
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VBZ
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which

,
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NP

a computer

IN

into

VBZ

backflips

NP

PRP

He

cat:VP
sem:no

pos:NP
sem:A1

pos:VBG
word:covering
sem:cover.01

frequency of f : 23
p(s|f) : 0.74
Score(f, s) : 0.678

examples:

. . . major manufacturers
covering CD audio disks

. . . the current level of $ 2.6 billion ,
covering about 30 % of . . .

Figure 4.13: Best mapping
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cat:VP
sem:no

cat:PP
sem:role1

cat:NP
sem:no

cat:SBAR
sem:no

cat:S
sem:no

cat:VP
sem:no

pos:VBZ
sem:pred2
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frequency of f : 5
p(s|f): 1
Score(f, s): 0.677

examples:

. . . The Task Broker differs from
other programs that spread . . .

. . . But any chance for . . . lies in the
speculation that accompanies a . . .

Figure 4.14: Second best mapping, adding two rolesets

for most subscores (number of nodes, number of attribute-value pairs, minimal
terminal node coverage, semantic probability), its subscores for frequency and
semantic labels are lower than that of the best-scoring mapping (as 6 out of 11
nodes are non-semantic). As λSemLab, i.e. the weight given to the specificity of
the semantic feature tree, is high compared to the other weights (λFreq, on the
other hand, is very low), the second best mapping has a slightly lower value
for Score(f, s) than the mapping in Figure 4.13. As the two mappings have
syntactic feature trees that occur at non-overlapping positions in the parse
tree under scrutiny, the semantic labels already present in the parse tree are
joined by the semantic labels of the second mapping, as shown in Figure 4.14;
the latter labels are shown in dashed boxes. We use alphabetical indices for
rolesets in the parse tree rather than numerical indices, in order to make the
distinction with the indices in the semantic feature trees: after applying the
first and second mapping, the parse tree has three rolesets.

Figure 4.15 skips forward a dozen of mappings (we do not discuss these
mappings, and show the semantic labels added by them using dotted boxes)
and shows the application of a mapping which adds an A0 role to the already
annotated predicate backflips. This mapping captures the fact that the subject
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He succeeds C. Benjamin . . .

He added that . . .

Figure 4.15: Mapping which adds role to predicate

he is often the proto-agent of the verb,20 as evident not only from the high
frequency of the syntactic feature tree but also from the very high semantic
probability of the mapping. The semantic feature tree is compatible with the
semantic labels already present in the parse: the labels of the semantic feature
tree’s root node, of the root’s second child and of the child of the latter are
identical to the semantic labels of the corresponding nodes in the parse. The
other labels of the semantic feature tree are added to the parse, as shown by
the dashed boxes in the figure.

Mappings may not only add roles to already labeled predicates, but also
add a type to an untyped role. For instance, Figure 4.16 skips forward another
few mappings (adding a dotted box to the semantic label produced by one of
these mappings), and shows a mapping which involves a predicate with an A2
node.21 The semantic feature tree is compatible with the labels already present
in the VP subtree marked with dashed links in the parse: all semantic labels
are either present as such on the relevant node in the subtree, or compatible
with the label on the node. The role-A2 label in the semantic feature tree is
compatible with the untyped role label present in the parse tree in Figure 4.15,

20In case of some verbs, he is the A1, e.g. he fell.
21Details on the nodes in the embedded NP node are not shown in the parse for brevity’s

sake.
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bill that the . . . is to consider Monday

Figure 4.16: Mapping which adds type to role label

as it is a more specific form of the label; therefore, we can change the untyped
with the typed label in the parse tree.22 The unknown label is compatible
with any label; therefore, the relevant node in the parse keeps its semantic
label, which is an A0 role in the example. When training the SRL model, an
unknown label is used in the semantic feature tree if the node is a predicate no
role of which is present in the semantic feature tree, or if the node is a role the
predicate of which is not present in the semantic feature tree (see Section 4.2.1).
When an unknown label is added to an unannotated parse node when applying
a mapping, a subsequent mapping can overwrite it with a predicate, role or non-
semantic label. Vice versa, as in the figure at hand, a node already annotated
with a label different from unknown remains unchanged. If the mapping would
contain a no label instead of an unknown label, there would be a conflict
between the semantic feature tree and the labels present in the VP subtree.

Apart from checking compatibility of semantic labels, a check on role type
repetition is performed while applying mappings. For instance, a mapping is

22An AM-SIMP label in a mapping, i.e. a simplified AM-. . . role, is equally compatible
with an untyped label (in the example at hand, no such mapping is used). However, changing
a label with a more general label (e.g. a simplified label with an untyped label) is not allowed.
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not allowed to add an A0 label to a node in the parse tree if another node
is already labeled as A0 of the predicate in question. In addition, after all
mappings have been considered, the rolesets in the final semantic annotation
of the parse tree are checked for role dependencies. For instance, an R-A0 role
refers to an A0 role, as shown in Figures 4.14 to 4.16. If a roleset in the final
semantic annotation contains only the referring role and not the role referred
to, the referring role is removed from the roleset. The final annotation receives
a score which is the sum of all scores of semantic labels of parse tree nodes.
The score of a semantic label23 is equal to the score of the mapping which
introduced the label into the parse tree.

As shown by the figures in this section, the “holistic” type of structures in
our SRL model and the way we use them during prediction allow for easily
tracking the decisions which lead to the final semantic annotation of a parse
tree. This contrasts with the typical approach taken when constructing a se-
mantic role labeler, which involves multiple classifiers.

4.5 Evaluation of SRL output

We create three models using the Sermano approach detailed out in the previous
sections in order to perform intrinsic evaluation:

1. a model trained on the English CoNLL 2005 training set (manually an-
notated data);

2. a model trained on the Dutch training set used for creating the SoNaR
Semantic Role Labeler (Schuurman et al., 2010);

3. a model trained using crosslingual projections from English to Dutch
Europarl sentences.

The CoNLL training set contains 40,000 parses. We tuned the SRL model
using 200 parses from the CoNLL development set. Tuning involved the follow-
ing parameters:

• the maximal depth of a syntactic feature tree;

• the minimal frequency of a syntactic feature tree;

• the weights used when scoring syntactic-semantic mappings (see Sec-
tion 4.3);

• the type of POS tags: original Penn Treebank tags, or simplified tags, in
order to obtain more general syntactic-semantic mappings (for instance,
POS tags for verbs, like VBZ, were simplified to VB).

23Not to be confused with the semantic label subscore in Equation 4.15.
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In order to assess the output of the SRL model given a set of parameter
values during tuning, we used the evaluation script provided with the CoNLL
data. It applies the evaluation method described in Section 3.4.2.2, producing
an F1-score. For each predicate in the SRL output that is also present in the
gold standard annotations, the script checks which roles the output contains,
the sentence span they cover, and the type they have. We refer to an annotated
role of a predicate using a tuple (p, s, l), where p is a predicate, s is a span, and
l is a role label. Precision is calculated using Equation 4.16, and recall using
Equation 4.17, which are repetititons of Equations 3.9 and 3.10. R is a set of
tuples produced by an SRL system, Rgold is the gold standard set. Hence, a role
of a predicate is only considered correct if the predicate in the gold standard
has a role which covers the same span and has the same role label.

Precision =
|R ∩Rgold|
|R|

(4.16)

Recall =
|R ∩Rgold|
|Rgold|

(4.17)

Tuning leads to the following parameter values, providing the best F1-score
on the development set (precision 67.97, recall 59.13, F1-score 63.25):

• maximal depth: 7 (i.e. the highest maximum we tested during tuning);

• minimal frequency: 5 (i.e. the lowest minimum we tested during tuning);

• the weights in Table 4.3;

• type of POS tags: simplified.

We ran the tuned SRL model on 200 parses of the CoNLL test set. The
results are shown in Table 4.4. Apart from precision, recall and F1-score, the
table also shows the frequencies on which these numbers are based: the number
of correct tuples in the output (true positives), the total number of tuples in the
output (correct and incorrect ones), and the tuples present in the gold standard
but not the output (true negatives). Precision and recall are higher for A0 and
A1 roles than for roles with higher numbers, which can be explained by the fact
that roles with higher numbers tend to be more roleset-specific, while proto-
agents and proto-patients are more general. The training data may contain
little or no occurrences of certain predicates, which has a negative impact on
the quality of the role labels for these predicates. As for Argument modifiers,
i.e. the roles starting with the prefix AM, the quality of the output varies
strongly. For instance, the quality is very high for AM-MOD (modality), as it
is strongly lexically determined (e.g. verbs like should), while the quality for
AM-ADV (adverbial modifier), which is less clearly defined, is much lower.24

24The other AM codes involve cause (CAU), direction (DIR), discourse (DIS), location
(LOC), manner (MNR), negation (NEG), purpose (PNC), and time (TMP). AM-SIMP was
discussed earlier. R-AM-TMP is a label for roles which refer to a temporal indication, such
as when.
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role type |R ∩Rgold| |R| |Rgold \R| precision recall F1
all 639 929 445 68.78 58.95 63.49
A0 168 217 93 77.42 64.37 70.29
A1 254 320 126 79.38 66.84 72.57
A2 38 81 36 46.91 51.35 49.03
A3 6 9 4 66.67 60.00 63.16
A4 4 8 4 50.00 50.00 50.00
AM-ADV 15 31 36 48.39 29.41 36.59
AM-CAU 4 5 6 80.00 40.00 53.33
AM-DIR 1 6 5 16.67 16.67 16.67
AM-DIS 15 28 7 53.57 68.18 60.00
AM-LOC 12 16 20 75.00 37.50 50.00
AM-MNR 16 33 27 48.48 37.21 42.11
AM-MOD 35 38 1 92.11 97.22 94.59
AM-NEG 9 11 3 81.82 75.00 78.26
AM-PNC 4 6 8 66.67 33.33 44.44
AM-TMP 43 84 30 51.19 58.90 54.78
AM-SIMP 0 3 0 0.00 0.00 0.00
R-A0 12 17 18 70.59 40.00 51.06
R-A1 2 4 12 50.00 14.29 22.22
R-AM-TMP 1 2 3 50.00 25.00 33.33

Table 4.4: Results for CoNLL test set

As regards Table 4.4, it should also be pointed out that 9% of the predicates
in the gold standard are not present in the SRL output, as our SRL approach
does not start from a predefined list of predicates, but rather detects predicates
and their roles simultaneously.

While the F1-score of our SRL model is rather low compared to state-of-the-
art SRL approaches for English, which obtain F1-scores of more than 80, the
construction of an SRL model in our approach requires a minimal knowledge
of the parser at hand.

Let us now turn to the second test for evaluating Sermano output. It involves
23,500 Dutch manually annotated parses, which are used as training data for
building the SoNaR semantic role labeler. After training the Sermano model
from the SoNaR training set, we use 200 heldout sentences as material for
tuning weights. The model with the best results after tuning has an F1-score of
67.37 (precision 66.89, recall 67.86) on the heldout sentences. The results for the
test set are shown in Table 4.5. The results of the SoNaR Semantic Role Labeler
on the test set are shown in Table 4.6. While there is still a fair distance between
the F1-scores of the two labelers, there is a much smaller distance between the
F1-scores in case the role labels are ignored, i.e. the roles are untyped. This is
important for semantic tree alignment: the approach discussed in Section 5.4
allows for linking roles with different types (while imposing a penalty), hence
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role type |R ∩Rgold| |R| |Rgold \R| precision recall F1
all 717 1169 388 61.33 64.89 63.06
untyped 1057 1169 48 90.42 95.66 92.96
A0 186 263 42 70.72 81.58 75.76
A1 244 323 92 75.54 72.62 74.05
A2 36 49 64 73.47 36.00 48.32
A3 0 0 9 0.00 0.00 0.00
A4 0 0 6 0.00 0.00 0.00
AM-ADV 11 32 24 34.38 31.43 32.84
AM-CAU 10 20 18 50.00 35.71 41.67
AM-DIR 0 0 3 0.00 0.00 0.00
AM-DIS 41 54 16 75.93 71.93 73.87
AM-EXT 0 0 15 0.00 0.00 0.00
AM-LOC 30 97 12 30.93 71.43 43.17
AM-MNR 21 48 29 43.75 42.00 42.86
AM-NEG 19 23 11 82.61 63.33 71.70
AM-PNC 11 18 7 61.11 61.11 61.11
AM-PRD 3 8 4 37.50 42.86 40.00
AM-REC 28 35 0 80.00 100.00 88.89
AM-TMP 77 150 36 51.33 68.14 58.56

Table 4.5: Test set results of Sermano based on SoNaR training set

also roles that have been assigned an incorrect role by the labeler.

The third test involves evaluating the performance of Sermano trained on
crosslingually projected labels. We tune weights based on the 200 heldout sen-
tences mentioned previously. The results for the test set are shown in Table 4.7.
The third row of the table shows the number of roles which were explicitly
labeled as untyped roles. The F1-score is very low. However, looking into pre-
cision, untyped labels and A0 labels perform reasonably. A1 also performs
much better than average precision of typed labels. Even though the perfor-
mance of the model based on crosslingual projections is on the whole very
moderate compared to the model based on the SoNaR training set, we will
look beyond purely intrinsic evaluation and investigate how the former model
performs in the context of semantic tree alignment. Also, it should be noted
that this model allows for annotating nominal predicates, whereas the model
based on the SoNaR training set only annotates verbal predicates.

4.6 Conclusion

In this chapter, we have described Sermano, an approach for training a semantic
role labeler from annotated data using a minimum of manual intervention.
This approach is especially useful in the context of crosslingual projection, as



SRL construction approach 105

role type |R ∩Rgold| |R| |Rgold \R| precision recall F1
all 848 1085 257 78.16 76.74 77.44
untyped 1070 1085 35 98.62 96.83 97.72
A0 205 249 23 82.33 89.91 85.95
A1 268 318 68 84.28 79.76 81.96
A2 52 75 48 69.33 52.00 59.43
A3 2 5 7 40.00 22.22 28.57
A4 2 7 4 28.57 33.33 30.77
AM-ADV 23 47 12 48.94 65.71 56.10
AM-CAU 12 18 16 66.67 42.86 52.17
AM-DIR 1 5 2 20.00 33.33 25.00
AM-DIS 45 52 12 86.54 78.95 82.57
AM-EXT 9 9 6 100.00 60.00 75.00
AM-LOC 33 59 9 55.93 78.57 65.35
AM-MNR 32 48 18 66.67 64.00 65.31
AM-NEG 26 27 4 96.30 86.67 91.23
AM-PNC 13 18 5 72.22 72.22 72.22
AM-PRD 5 7 2 71.43 71.43 71.43
AM-REC 28 28 0 100.00 100.00 100.00
AM-TMP 92 113 21 81.42 81.42 81.42

Table 4.6: Test set results of SoNaR labeler

it allows to train a labeler for a language based on semantic labels in another
language. The latter labels may originate from different semantic frameworks
and be part of different types of parses. There is equally no restriction on the
type of parses in the language to which semantic labels are projected.

Crosslingual projection is performed through node links produced by a lan-
guage pair independent tree aligner, LENG, which is based solely on lexical
probabilities and word alignment, which groups equivalent nodes into pairs of
partial subtrees, and which does not take into account the syntactic labels of
the source and target parser used to generate the trees being aligned. We de-
veloped LENG as an alternative to SubTree Aligner. When tuned on a part of
the English-Dutch gold standard distributed with the supervised tree aligner
Lingua-Align, and tested on another gold standard, LENG obtains an F-score
of 91.39, which is much higher than the score of 74.59 obtained by Subtree
Aligner, and slightly higher than the Lingua-Align score. A test on another
language pair, French-Dutch, points in the direction of the possibility to reuse
weights resulting from tuning for treebanks in other language pairs. It should be
noted, however, that Lingua-Align offers a vast array of parameters for training
an aligner: while we tested a number of possible configurations, the possible
search space of configurations is very large, so finding out the optimal settings
is likely to be a very lengthy process.

Our approach for training a semantic role labeler from annotations based



106 4.6. Conclusion

role type |R ∩Rgold| |R| |Rgold \R| precision recall F1
all 98 270 466 36.30 17.38 23.50
untyped 196 270 368 72.59 34.75 47.00
? 0 69 0 0.00 0.00 0.00
A0 39 57 88 68.42 30.71 42.39
A1 42 82 110 51.22 27.63 35.90
A2 6 17 40 35.29 13.04 19.05
A3 0 0 5 0.00 0.00 0.00
A4 0 0 1 0.00 0.00 0.00
AM-ADV 0 0 13 0.00 0.00 0.00
AM-CAU 0 0 10 0.00 0.00 0.00
AM-DIR 0 0 2 0.00 0.00 0.00
AM-DIS 2 4 39 50.00 4.88 8.89
AM-EXT 0 0 6 0.00 0.00 0.00
AM-LOC 1 2 25 50.00 3.85 7.14
AM-MNR 1 4 27 25.00 3.57 6.25
AM-MOD 0 4 0 0.00 0.00 0.00
AM-NEG 1 3 13 33.33 7.14 11.76
AM-PNC 0 0 5 0.00 0.00 0.00
AM-PRD 0 0 5 0.00 0.00 0.00
AM-REC 0 0 15 0.00 0.00 0.00
AM-TMP 6 10 62 60.00 8.82 15.38
AM-SIMP 0 16 0 0.00 0.00 0.00
C-A1 0 1 0 0.00 0.00 0.00
R-A1 0 1 0 0.00 0.00 0.00

Table 4.7: Test set results of Sermano based on crosslingual projections
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on crosslingual projections or from manual annotations is based on the detec-
tion of syntactic-semantic tree mappings which link syntactic feature trees, i.e.
partial subtrees of parses with one or more syntactic attributes on the nodes, to
semantic feature trees, with labels that specify whether a node in the subtree
is a predicate, a role, a non-semantic node or a node with an unknown status.
Semantic labels come in different granularities; they may be untyped, typed,
or have a simplified type. A mapping has a semantic probability, i.e. the prob-
ability that the semantic feature tree occurs given the syntactic feature tree.
As parse trees contain a huge amount of syntactic feature trees, our approach
counts trees with increasingly large tree depths, ignores trees which do not em-
bed frequent subtrees, and starts with trees containing “core” attributes before
extending them with other attributes. The labeler construction approach can
be parallellized in order to train large models. Prediction of semantic labels
for new parse trees consists of a greedy search through scored mappings, the
syntactic feature trees of which occur at subtrees of the parses.

We evaluated our approach for creating an SRL model by training models
using an English set and a Dutch set of manually annotated trees. While the
Sermano results are not yet close to the results of state-of-the-art SRL sys-
tems, the latter typically require manual intervention and are restricted as to
parsers and semantic frameworks. Evaluating Sermano trained on crosslingual
projections against a gold standard showed a low performance, but reason-
able precision for untyped labels. Such labels are useful during semantic tree
alignment, as discussed in Chapter 5. A Sermano model based on crosslingual
projections is also useful to increase coverage in terms of syntactic categories
of predicates (verbs and nouns). We would also like to stress that improving
the quality of semantic role labeling is not the main objective of our research,
but rather improving the quality of tree alignment and MT output through
semantic role information.





CHAPTER 5

Semantic tree alignment

In Chapter 4, we described a method for crosslingual projection of semantic
labels produced by an existing semantic role labeler, and a method, called
Sermano, for learning a semantic role labeler from crosslingual projections. In
this chapter, we describe three approaches for semantic tree alignment, i.e. the
alignment of a source and target tree through semantic labels. These approaches
either lead to an alignment which only links semantically labeled nodes, or to
a full tree alignment.

Our first approach, described in Section 5.3, is crosslingual projection itself:
it leads to an alignment in which projected semantic labels in the target tree
are linked to semantic labels in the source tree. As it may not be possible
to project all semantic labels, the semantic tree alignment is partial. As this
approach makes use of LENG tree alignment, we call this approach crossling-
LENG. Our second strategy, outlined in Section 5.4, consists of aligning source
and target rolesets produced by a source language and target language labeler,
by comparing the nodes which carry the source predicate label or a source role
label to the nodes which carry the target predicate label or target role label.
We call this strategy Serlino (Semantic role linking using nodes). Our third
approach, described in Section 5.5, leads to a full tree alignment, as opposed to
the previous two approaches. It consists of using semantic predicate and role
labels produced by a source language and target language labeler as features
in an existing tree aligner, Lingua-Align. We adapted the latter tool in order
to be able to use these features. We call this adapted Lingua-Align version
Lingua-sem.

We perform tests for the language pair English-Dutch, for which some gold
standards with manually aligned trees are available. Before embarking upon
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the description of the three approaches, we provide information on these gold
standards and the evaluation procedure (Section 5.1) and on the semantic role
labelers we apply (Section 5.2). Evaluation results are shown for each approach
separately in Section 5.3 to 5.5, while Section 5.6 provides conclusions regarding
the tests.

5.1 Gold standards

We compare the aligners in the three approaches mentioned above to three
non-semantic tree aligners: the tools Lingua-Align and SubTree Aligner, and
LENG, the tree aligner that we developed for crosslingual projection of seman-
tic labels and that merely uses word alignment and lexical probabilities (see
Section 4.1.1.1). In order to train and tune Lingua-Align and Lingua-sem, we
use the manually annotated training set which is distributed with Lingua-Align.
We refer to it as the LA set. It contains 125 tree pairs, the first 90 of which we
use for training and for tuning weights, while we use the remaining 35 pairs as
development test set. The Lingua-Align configuration we use (i.e. the features
and the alignment strategy which appear to work best on the 90 sentences) is
described in Section 4.1.1.5. We also use the first 90 sentences to tune LENG
and Serlino. As for SubTree Aligner and crosslingual projection, they do not
require tuning.

The test set we use for evaluating aligners is the set of 350 manually aligned
tree pairs distributed with the TBL system of Kotzé (2012), which we refer to
as the TBL set. Both the LA set and TBL set contain sentences from Europarl.
During evaluation, we judge a link between nodes without taking into account
semantic labels on the nodes: while semantic labels on source and target nodes
are useful for aligners to base their linking decisions upon, we ignore these
labels during evaluation, in order to evaluate the output of all tree aligners in
the same way.

We use the evaluation metric employed by the Lingua-Align toolkit, i.e.
F-score based on the precision in Equation 5.2 and the recall in Equation 5.3
(these equations are repetitions of Equations 4.6 and 4.7). L stands for all links
produced by a system and Lpossible for all links in the gold standard, be it links
that are easy to establish (Lsure) or links that are more questionable (Lfuzzy)
(Tiedemann, 2011, pp. 22-23). While evaluating, we consider links that cover
the same source and target tokens identical. For instance, if the gold standard
contains a link between a source node with only one child (unary node) and
a target node, and the aligner produces a link between the child of the source
node and the target node, both links are considered equivalent.1

Lpossible = Lsure ∪ Lfuzzy (5.1)

1From a technical point of view, we expand the set of gold standard links with all links
that are equivalent to these links. For the set of output links, we proceed in the same way.
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Precision =
|L ∩ Lpossible|

|L|
(5.2)

Recall =
|L ∩ Lsure|
|Lsure|

(5.3)

5.2 Semantic role labelers

We use the following semantic role labelers in order to perform tests:

• English:

– The system described by Johansson and Nugues (2008), which as-
signs PropBank and NomBank labels and which we call the LTH
labeler, as it is developed by Lunds Tekniska Högskola (Lund Uni-
versity).2

– Semafor, a system which assigns FrameNet labels and is described
by Das et al. (2014).

• Dutch:

– The SoNaR Semantic Role Labeler (Schuurman et al., 2010), which
assigns PropBank labels (but no NomBank labels), and which we
call the SSRL system.

– Sermano-LTH, a system trained from crosslingual projections of
LTH labels to Dutch, using the approach described in Chapter 4.

– Sermano-Semafor, a system trained from crosslingual projections of
Semafor labels to Dutch, using the approach described in Chapter 4.

While the LA set and the TBL set contain Stanford parses for English
(phrase structure trees with dependency information), the LTH labeler creates
dependency parses (it performs simultaneous syntactic and semantic parsing).
Therefore, we need to project the semantic labels in the parses of the LTH
labeler to the English parses in the LA and TBL set. The semantic label on a
node in an LTH parse is projected if a node covering the same words, or almost
the same words, is found in the Stanford parse.3 As for Semafor, it first creates
dependency parses and then adds semantic labels. Hence, we also need to apply
the projection procedure here. Both for the LTH parse and the Semafor parses,
we lose about 10% of the labels during this transfer, as some nodes in one parse
do not have an equivalent in the other parse. In case of the Dutch labelers, we
do not need to transfer labels, as they all use Alpino parses.

2It was the best best system of CoNLL-2008.
3If a predicate can be projected but none of its roles can, the predicate is not projected

either. Similarly, if a role can be projected but its predicate cannot, the role is not projected.
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aligner precision recall F1
crossling-LENG, LTH 93.74 36.16 52.18
crossling-LENG, Semafor 95.51 33.31 49.39
Lingua-Align 88.64 92.44 90.50
LENG 89.89 92.94 91.39
SubTree Aligner 75.23 73.96 74.59

Table 5.1: Crosslingual projection results for TBL set

5.3 Alignment through crosslingual projection

We apply crosslingual projection using the method described in Section 4.1.
It consists of running a semantic role labeler on source parses and projecting
the resulting semantic labels to target parses using tree alignment links. More
specifically, we make use of links produced by the LENG method; therefore,
we call this projection approach crossling-LENG. Given a roleset in a source
parse, i.e. a group consisting of a predicate with its roles, we check whether the
node with the predicate is part of the tree alignment, and whether at least one
of its roles is also part of the tree alignment. If so, we project the roleset, or
part of it, to the target parse:

• we project the predicate label to the target node aligned with the source
predicate node;

• for each aligned source node that is labeled with a role of the predicate,
we project the label to the target node.

Crosslingual projection does not only lead to annotations in a target parse,
but also to a partial tree alignment, as the nodes with the projected labels are
linked to nodes in the source tree. It may not be possible to project all semantic
labels, and the role types being projected may not be applicable to the target
nodes (see Section 5.4.1), i.e. the target node may be a role of the predicate
but with a different type.

We ran the LTH system on the source sentences in the TBL set, projected
the semantic labels from the LTH parses to the source parses in the TBL set,
and applied crosslingual projection to the latter parses. Similarly, we projected
Semafor labels. The evaluation results for crosslingual projection, as well as
those for the non-semantic aligners, are shown in Table 5.1. From the results,
it is clear that alignment resulting from crosslingual projection has a much
lower F1-score than the other aligners. This comes as no surprise, since the
alignment resulting from projection only links semantically labeled nodes. By
consequence, the recall is very low. As for precision, it is higher than that of
the non-semantic aligners, especially in case of Semafor labels.

Whether a higher precision or a higher recall is valued more for tree align-
ment depends on the context in which tree alignment is used. In this respect,
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Figure 5.1: Crosslingual projection involving deverbal noun

we would like to cite Tiedemann (2011, p. 123), as we did previously in Chap-
ter 3.3.2: “Any bitext mapping is not useful in itself if it cannot be exploited
in any way”. When building an MT system fully based on aligned parse trees,
such as PaCo-MT (Vandeghinste et al., 2013), a high recall is important. On
the other hand, one may benefit more from a higher precision in case an existing
data-driven MT system is enriched with rules derived from tree alignment.

Figure 5.14 shows a parse pair in which a predicate and one of its roles
are projected (projection of label on verb to deverbal noun), leading to two
correct links, while the alignment by Lingua-Align in Figure 5.2 links the Dutch
predicate incorrectly, and does not link the English predicate.

4The dotted lines indicate associations between predicates and their roles.
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Figure 5.2: Alignment by Lingua-Align in sentence with deverbal noun
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5.4 Alignment using SRL labels for two lan-
guages

We developed a method, called Serlino, for aligning source and target rolesets
produced by a source language and target language labeler. It builds upon
the strategy of Wu and Palmer (2011) for aligning semantic predicates and
roles. This strategy makes use of GIZA++ word alignment to compare source
and target predicates and roles, and creates straightforward one-to-one links
between predicates and between roles with the same type, as well as non-trivial
links: a role may be mapped to a role with a different type, and semantic roles
may be mapped in a one-to-many or many-to-many fashion. Serlino adds some
new aspects to this strategy: it not only uses word alignment but also lexical
probabilities for aligning roles, and distinguishes additional types of non-trivial
links: mappings between one or more roles and null (i.e. addition or deletion
of roles), and mappings between one or more roles and tokens which are not
semantically labeled. It focuses on the fact that source and target sentences do
not always convey the exact same meaning in terms of predicates and roles,
e.g. because of paraphrasing, and on the fact that semantically annotated trees
may contain errors due to the semantic role labelers involved. In Section 5.4.1,
we elaborate on non-trivial equivalences. Section 5.4.2 discusses the alignment
procedure in Serlino, and Section 5.4.3 provides details on the evaluation.

5.4.1 Non-trivial equivalences

The alignment between a group of source rolesets and a group of target rolesets
may be non-trivial for a number of reasons:

• A role node, i.e. a node in a parse tree labeled as role (a predicate or a role
always corresponds to a single node), may be equivalent to multiple role
nodes in the other language, for instance because of node attachment
differences between parses. Consider the example in Figure 5.3, which
shows an equivalence of two role nodes in the source parse and one role
node in the target parse. The source parse is produced by the LTH labeler,
while the target parse is an Alpino parse to which the SSRL labeler is
applied. As the Alpino parse contains a single sister node for gehoord, the
semantic role labeler can only assign one label.

• Two equivalent nodes may have a different role label. This is due, for
instance, to differences in perspective, as shown in example (58). While
this Parliament is an agent, in dit parlement is a location.

(58) a. EN [Arg0 this Parliament] voted [ArgM−TMP ] yesterday]

b. NL
EN

er
there

werd
was

[ArgM−TMP gisteren]
yesterday

gestemd
voted

[ArgM−LOC
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Figure 5.3: One-to-many role equivalence
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in
in

dit
this

parlement]
parliament

• Given equivalent predicates in a source and target sentence, a role node
of one of the predicates may not have an equivalent role node in the other
sentence. Consider the sentence pair in example (59): the A0 role does
not have an equivalent in the Dutch sentence, i.e. the English sentence is
more specific than the Dutch one.

(59) a. EN . . . way in which [A0 we] could strengthen [A1 their position]
. . .

b. NL
EN

. . . middelen

. . . means
om
to

[A1 hun
their

positie]
position

te
to

versterken
strengthen

. . .

. . .

• A roleset may not have an equivalent in the other language. This may be
caused by a paraphrase. Consider for instance the sentence pair in exam-
ple (60). It contains an English sentence with two rolesets (predicates call
and change), and a Dutch sentence with two rolesets (predicates bereiken
and toepassen). None of the English rolesets corresponds to a Dutch one.

(60) a. EN this ambitious objective calls for a radical change in prac-
tice

b. NL
EN

men
one

moet
must

geheel
fully

andere
other

praktijken
practices

gaan
go

toepassen
apply

om
to

dit
this

ambitieuze
ambitious

doel
goal

te
to

bereiken
reach

• Due to syntactic parser errors or semantic role labeler errors, rolesets may
not be annotated in the parse, roles of predicates may not be annotated,
or erroneous semantic annotations may be produced.

5.4.2 Alignment procedure

Given a parallel sentence pair, we produce a pair of syntactic parses with se-
mantic labels. These labels refer to a specific roleset, as a sentence may contain
multiple rolesets. We will use the term roleset both in its original sense and
to refer to the set of nodes consisting of a predicate node and the related role
nodes.

We look for the optimal alignment between the group of rolesets in the
source sentence and the group of rolesets in the target sentence, taking account
of the possibility that non-trivial equivalences occur. The alignment procedure
consists of three steps. In the first step, we associate rolesets of the source sen-
tence to rolesets of the target sentence by comparing their predicates. In the
second step, we look at each linked pair of rolesets. Given a pair, we construct
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unit subsets for the source and target roleset, consisting for instance of a sub-
set of two role nodes, and calculate similarity between source and target unit
subsets. The third step aligns the unit subsets in a pair of rolesets based on
the similarities of the unit subsets. In the below sections, we provide a detailed
description of the steps.

5.4.2.1 Linking predicates

The first step of our alignment procedure consists of associating the rolesets
of the source and target sentence. Like Wu and Palmer (2011), we make use
of GIZA++ word alignments to determine whether predicates are equivalent
to each other. A roleset is ignored if its predicate is not word-aligned to the
predicate of a roleset in the other sentence, because this may indicate that
there is an error in the word alignment, that the word alignment is incomplete,
that the semantic information conveyed by the roleset is simply not present in
the other sentence, or that the annotated roleset is incorrect due to parsing or
semantic role labeling errors.

Instead of the rather straightforward approach for associating rolesets that
we sketched above, one may adopt an approach which bypasses errors or incom-
pleteness in the word alignment by not requiring predicates to be word-aligned
and by relying on the lexical similarity of role nodes (lexical similarity com-
bines word alignment with lexical probabilities, see Section 5.4.2.2). Role nodes
mostly contain multiple words, as opposed to predicates, which consist of a sin-
gle word, so it is likely that the equivalence of role nodes is detected more easily.
Such an approach without word alignment requirement for predicates involves
comparing all rolesets in the source sentence with all rolesets in the target
sentence, and finding out the highest scoring one-to-one alignment of rolesets
(using the Hungarian algorithm discussed in Section 5.4.2.2). However, when
testing this approach, we found out that it introduces too much noise: while
it finds some associations that cannot be detected in case of word alignment
requirement for predicates, it associates many rolesets that should not be as-
sociated at all because they have no equivalent or because there are parsing or
semantic role labeling errors. These wrongly associated rolesets not only lead
the links between predicates to be incorrect, but also those between roles of
the predicates.

5.4.2.2 Unit subset similarity

Given a pair of rolesets linked in the first step, we construct unit subsets for
each roleset, and calculate similarity between the source and target unit sub-
sets. Because of the possibility of non-trivial equivalences, we do not restrict
ourselves to linking role nodes in a one-to-one fashion. Rather, we determine
the set of units given a roleset, i.e. the set of elements that belong or do not be-
long to the roleset, and group the units into subsets of that set. We distinguish
the following types of units:
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pred reached

AM-DIS furthermore

A1 separate agreements

AM-LOC in . . . sectors

outside , have been

NULL

AM-DIS furthermore
A1 separate agreements

AM-DIS furthermore
AM-LOC in . . . sectors

AM-DIS furthermore
outside , have been

. . . . . .

Table 5.2: Source unit subsets

• the predicate node;

• a role node;

• outside: all words in the sentence minus the words covered by the predi-
cate node and its role nodes;

• NULL: a unit which does not cover any word.

Consider the source and target roleset in sentence pair (61). Based on the
source roleset, we can construct the unit subsets in Table 5.2. Table 5.3 shows
the unit subsets for the target roleset. A unit subset either contains a single
element, consists of multiple role nodes, or consists of one or more roles nodes
and outside. For obvious reasons, NULL cannot cooccur with another element
in a subset. In principle, a predicate node may cooccur with another element.
For instance, a predicate plus one of its roles may correspond to a predicate
in another language. For instance, the English verb feed may be translated by
the Dutch combination voedsel geven (“give food”). However, when performing
tests in which this cooccurrence is allowed, we noted that the results were very
noisy.

(61) a. EN furthermore , separate agreements have been reached in . . .
sectors

b. NL
EN

daarnaast
besides-that

zijn
are

ook
too

afzonderlijke
separate

akkoorden
agreements

bereikt
reached

in
in

de
the

sectoren
sectors

van
of

. . .

. . .

The similarity of a source unit subset with a target unit subset is calculated
using Equation 5.4. It combines lexical similarity, as defined by Equation 5.5
(which is also used by the LENG aligner, see Section 4.1.1.2), with semantic
similarity, which is defined below.
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pred bereikt

AM-DIS daarnaast

AM-DIS ook

A1 afzonderlijke akkoorden

AM-LOC in de sectoren van . . .

outside zijn

NULL

AM-DIS daarnaast
AM-DIS ook

AM-DIS daarnaast
A1 afzonderlijke akkoorden

. . . . . .

Table 5.3: Target unit subsets

unitsubsetsim(vi, wj) = lexsim(tokens(vi), tokens(wj)) semsim(vi, wj) (5.4)

lexsim(si, tj) = λlexlexprobsim(si, ti) + λwalnalign(si, tj) (5.5)

Our approach differs from that of Wu and Palmer (2011) in that the latter
only use word alignment and no lexical probabilities for calculating lexical
similarity, and do not determine semantic similarity. We calculate semantic
similarity as follows:

• If the source and target unit subset are both singletons with a predicate,5

semantic similarity is 1.

• If the source and target unit subset are both singletons with roles, se-
mantic similarity is a weighted sum calculated using Equation 5.6 (note
that the sum is 1 in case roles have identical types):

– samesim(i, j) is 1 if role types are equal for both languages, 0 oth-
erwise.

– simpsim(i, j) is 1 if simplified types are equal (e.g. A0 vs. A1, ArgM-
LOC vs. ArgM-TMP), 0 otherwise.

– The weight λuntypsim determines how much value is given to the
fact that we are linking two single roles, irrespective of their type
(implicitly, the weight is multiplied by 1).

• In all other cases, semantic similarity is a predefined constant. These
cases include similarity of a source unit subset containing a role and a

5We ignore the predicate type when calculating similarity: depending on the semantic role
labelers used, not all predicates may have a type, or labels may be language-dependent.
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target unit subset containing outside, similarity of a source unit subset
containing two roles and a target unit subset including a single role, etc.

rolesim(ri, qj) =

λsamesimsamesim(ri, qj) + λsimpsimsimpsim(ri, qj) + λuntypsim

where λsamesim + λsimpsim + λuntypsim = 1

(5.6)

The motivation for combining lexical and semantic similarity when compar-
ing unit subsets is that the lexical similarity between equivalent roles may be
too low because a role in the source sentence is rephrased during translation, or
because word alignment is absent or incorrect. For instance, a noun phrase may
be translated by a pronoun. In case NULL is compared to another unit subset,
word alignment similarity is 0, but the similarity based on lexical probabili-
ties need not be, as some probabilities also involve a NULL token, capturing
the likelihood that a word is not translated, or that a word is inserted during
translation (see Section 3.3.2).

Serlino applies some restrictions when comparing unit subsets:

• The unit subset containing the source predicate is only compared to a unit
subset containing the target predicate (the procedure in Section 5.4.2.3
for aligning two rolesets always aligns unit subsets with predicates).

• Thresholds/flags determined by tuning (see Section 5.4.3):

– Maximum size of unit subset.

– Is similarity calculation of two unit subsets with multiple units al-
lowed ?

– Is similarity calculation of NULL with a unit subset containing mul-
tiple units allowed ?

Assuming we allow a unit subset to contain maximally 2 units, and the two
above flags are set to 0, the comparisons shown in Table 5.4 take place for the
unit subsets in Table 5.2 and Table 5.3.

5.4.2.3 Alignment of roleset pair

Based on the similarities of two rolesets’ unit subsets determined in the second
step, we align the unit subsets. This takes place by establishing all possible par-
titions of the set of units of a roleset, and finding the highest-scoring alignment
of equally sized partitions. We will clarify this with an example. Given the unit
subsets in Table 5.2 and Table 5.3, and assuming the values for the threshold
and flags used for creating Table 5.4, we can establish partitions like the one
in Table 5.5. Partitions divide the set of units into a number of unit subsets.
A partition may also lack the NULL unit. The first or second partition in the
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source unit source tokens target unit target tokens
subset subset

pred reached pred bereikt

AM-DIS furthermore AM-DIS daarnaast

AM-DIS furthermore AM-DIS ook

AM-DIS furthermore A1 afzonderlijke akkoorden

AM-DIS furthermore AM-LOC in de sectoren van . . .

AM-DIS furthermore outside zijn

AM-DIS furthermore NULL

AM-DIS furthermore AM-DIS daarnaast
AM-DIS ook

. . .

NULL AM-DIS daarnaast

outside have been AM-DIS daarnaast

outside have been AM-DIS daarnaast
AM-DIS ook

AM-DIS furthermore AM-DIS daarnaast
A1 separate agreements

. . .

AM-DIS furthermore AM-DIS daarnaast
outside have been

. . .

Table 5.4: Comparison of unit subsets
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pred reached

AM-DIS furthermore

A1 separate agreements

AM-LOC in . . . sectors
outside , have been

NULL

pred reached

AM-DIS furthermore

A1 separate agreements

AM-LOC in . . . sectors

outside , have been

pred bereikt

AM-DIS daarnaast

AM-DIS ook

A1 afzonderlijke akkoorden
AM-LOC in de sectoren van . . .

outside zijn

pred bereikt

AM-DIS daarnaast
AM-DIS ook

A1 afzonderlijke akkoorden

AM-LOC in de sectoren van . . .

outside zijn

Table 5.5: Partitions of set of units

table (i.e. the topmost partitions) can be aligned with the third or fourth one,
as all partitions have the same size, i.e. contain the same number of subsets.
Given a pair of equally sized partitions, we look for the highest-scoring one-to-
one alignment of unit subsets. This takes place using the Hungarian algorithm
(Kuhn, 1955), which calculates the best assignment of “agents” to “tasks”,
based on the cost it takes to assign specific agents to specific tasks. In our case,
the cost required for linking a source unit subset (the “agent”) to a target unit
subset (the “task”) is one minus the unit subset similarity (Equation 5.4 results
in a maximum of 1). Given the total cost of the best assignment of a partition
pair (i.e. the assignment with the lowest total cost), we normalize it by dividing
it by the number of units in the source roleset (or the number of units in the
target roleset, if it is higher).

Considering all four partition pairs in the table, it is very likely that the
normalized cost of the best assignment for the second and fourth partition in
the table (i.e. the rightmost partitions) is lower than that of the other partition
pairs. This best assignment links the unit subsets in the order in which they
happen to be listed in the partitions.

Given the best assignment across all partition pairs, the final alignment
between two rolesets consists of all one-to-one links between predicates and
between roles in that assignment. In order to reduce noise, we remove one-to-
one links between roles in which the word alignment similarity is 0. If this leads
all roles to be removed, the pair of rolesets is ignored as a whole.

5.4.3 Evaluation

We ran the LTH labeler on the source sentences of the LA set and the TBL set
and ran the SSRL system on the target parses. We tuned Serlino on the first
90 sentences in the LA set by trying out different settings for the threshold
and flag values mentioned in Section 5.4.2.2 and applying F-score (see Sec-
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aligner precision recall F1
Serlino, SSRL 92.34 17.23 29.04
Serlino, Sermano-LTH 93.32 25.75 40.37
Serlino, Sermano-Semafor 96.87 21.59 35.31
crossling-LENG, LTH 93.74 36.16 52.18
crossling-LENG, Semafor 95.51 33.31 49.39
crossling-LENG + Serlino LTH (prio) 92.25 36.97 52.78
crossling-LENG + Serlino Semafor (prio) 94.77 33.79 49.82
Lingua-Align 88.64 92.44 90.50
LENG 89.89 92.94 91.39
SubTree Aligner 75.23 73.96 74.59

Table 5.6: Results for TBL set, based on two SRLs

tion 5.1) as a criterion. We applied the same procedure to create a Serlino
aligner with Sermano-LTH labels instead of SSRL labels in the target parses.
We also created a Serlino aligner with Semafor labels in the source parses and
Sermano-Semafor labels in the target parses.

The evaluation results for the TBL set, as well as previously shown evalu-
ation results for the non-semantic aligners and for crosslingual projection are
shown in Table 5.6. The precision scores for all three Serlino systems are higher
than those of the non-semantic tree aligners, similarly to the crosslingual pro-
jection results. The high precision can be explained by the fact that we associate
rolesets only if their predicates are word-aligned. The most precise system is
the one which is based on Semafor labels. The lowest scores of Serlino systems
are obtained by the aligner using SSRL labels (the other two systems label
both verbal and nominal predicates, while SSRL labels only verbal predicates).

The English and Dutch sentences in (62), which are part of the TBL set,
illustrate how alignment based on semantic labels in both languages is able to
capture an equivalence that was not detected by crosslingual projection. As
projection only takes lexical similarity into account, it is linked to het, while
the other alignment method takes both lexical and semantic similarity into
account, linking it to het land (“the land”).

(62) a. . . . [Arg0 who] led [Arg1 it] into . . .

b. projection: . . . [Arg0 die] [Arg1 het] land onomkeerbaar heeft geleid
naar de . . .

c. Serlino: . . . [Arg0 die] [Arg1 het land] onomkeerbaar heeft geleid naar
de . . .

In order to check whether link coverage can be extended by combining
crosslingual projection with alignment based on two SRLs, we expanded the
links from crosslingual projection with the links of the other alignment, ignor-
ing any links from the latter method which conflict with a link from the first
method, i.e. links which share their source node but not their target node with



Semantic tree alignment 125

PP
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VP

NP

. . .

VBG

managing

IN

about

pp

np

pp

. . .

noun

beheer

det

het

prep

over

PP

S

VP

NP
A1
. . .
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managing
pred

IN

about

pp

np

pp
A1

van . . .

noun

beheer
pred

det

het

prep

over

Figure 5.4: Lingua-Align vs. Serlino-LTH

a link produced by the former method, or links which share their target node
but not their source node. The expansion leads to a slightly higher F1-score
than in case of crosslingual projection alone, as shown in the sixth and seventh
row in Table 5.6.

As for the difference between Lingua-Align and Serlino, Figure 5.4 illus-
trates a tree pair in which the English verb managing is incorrectly linked by
the former alignment method, and correctly linked to the deverbal noun be-
heer (“management”) by the latter method. The A1 role of the English verbal
predicate is an NP, while that of the Dutch nominal predicate is a prepositional
phrase introduced by van (“of”). Figure 5.5 illustrates a tree pair in which two
constituents which are only partially equivalent from a lexical point of view
(the Irish presidency and Ierland, i.e. “Ireland”, are linked by Serlino because
of their being a role of a FrameNet predicate, while Lingua-Align links the
English constituent to the adjective Irish.
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Figure 5.5: Lingua-Align vs. Serlino-Semafor
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aligner precision recall F1
Lingua-sem, SSRL, orig. labels 88.86 92.58 90.68
Lingua-sem, SSRL, simp. role labels 88.78 92.64 90.67
Lingua-sem, SSRL, untyped roles 88.74 92.54 90.60
Lingua-sem, Sermano-LTH, orig. labels 88.73 92.61 90.63
Lingua-sem, Sermano-LTH, simp. role labels 88.67 92.58 90.58
Lingua-sem, Sermano-LTH, untyped roles 88.76 92.63 90.65
Lingua-sem, Sermano-Semafor, orig. labels 88.84 92.52 90.64
Lingua-sem, Sermano-Semafor, untyped roles 88.93 92.55 90.71
Lingua-Align 88.64 92.44 90.50

Table 5.7: Lingua-sem results for TBL set

5.5 Semantic features in Lingua-Align

In this section, we describe an approach leading to a full tree alignment, as
opposed to the ones created through crosslingual projection or through Serlino.
It consists of using semantic predicate and role labels produced by a source
language and target language labeler as features in an existing tree aligner,
Lingua-Align. As described in Section 3.3.3.2, the latter tool trains alignment
models from a set of manually aligned parses, by producing feature counts, such
as counts for combinations of syntactic category labels on linked node pairs,
and determining weights for features. We adapted the tool in order to be able
to use semantic labels as features. We call this adapted Lingua-Align version
Lingua-sem.6 When a node in a parse tree is a predicate node or a role node
in a roleset, we add an attribute sem to it, the value of which indicates that
the node is a predicate or a role of a specific type.

In order to evaluate the added value of semantic labels as features in Lingua-
Align, we added sem attributes to the LA set and TBL set with LTH or SSRL
labels as value, trained a Lingua-Align model from the first 70 sentences of the
LA set, used the next 20 sentences for tuning, and ran the tuned model on the
TBL set. We proceeded in a similar way for Sermano-LTH labels in the target
parses, and for Semafor labels. For the two first models, which use PropBank
labels, we also trained a variant in which role types are simplified: we replaced
proto-role labels and labels for other verb-specific roles (A0 to A5 ) by the label
A, and the labels for argument modifiers (AM-LOC, . . . ) by the label AM. For
all three models, we also trained a variant in which all roles are untyped, i.e.
in which all sem attributes on role nodes have the same value.

The results on the TBL set are shown in Table 5.7. It appears that all
Lingua-sem models have a higher F-score than Lingua-Align without seman-
tic features, but the differences are extremely small. It should be noted that

6We are grateful to Mathias Coeckelberghs for his contribution to this work during his
internship at the Centre for Computational Linguistics.
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the sem features are not aware of their semantic context, i.e. their values do
not contain information on the roleset they appear in. The question remains
whether simply using attributes on nodes is sufficient to integrate this informa-
tion into Lingua-Align, or a more in-depth change of Lingua-Align is necessary
to make optimal use of roleset information.

5.6 Conclusion

In this chapter, we have presented three approaches for semantic tree alignment,
i.e. the alignment of a source and target tree involving semantic labels, and per-
formed an intrinsic evaluation using a gold standard. We compared the results
to three non-semantic tree aligners. The crosslingual projection approach and
the approach in which rolesets are aligned (Serlino) lead to an alignment which
only links semantically labeled nodes, while the approach in which the Lingua-
Align tool is extended with semantic features (Lingua-sem) leads to a full tree
alignment. As expected, the recall of the first two approaches is much lower
than that of the non-semantic aligners producing full tree alignments, as the
gold standard we use contains full tree alignments. On the other hand, the
first two approaches produce more precise results than the non-semantic tree
aligners. As for Lingua-sem, the difference in F-score with Lingua-Align is tiny.
How to make optimal use of roleset information in a discriminative tree aligner
like Lingua-Align (instead of merely using individual semantic labels discon-
nected from a roleset) remains an open question. Moreover, it appears that
both Lingua-Align and LENG achieve very high scores as full tree aligners,
which may point to the fact that they already implicitly detect some seman-
tic information. It should also be noted that we may not have used Serlino
output to its full value. For instance, Serlino creates one-to-many alignments
between roles, but we ignored these during evaluation of alignment links, as
tree aligners generally only produce one-to-one links and are evaluated on this
basis. In order to assess the quality of semantic tree aligners more thoroughly,
it may be interesting to develop a large gold standard in which not only full
tree alignment but also semantic information are stored, preferably for multiple
language pairs.

As a final note, tree alignment can serve various aims. Whether it is more
important to aim towards precision than recall in tree alignment depends on
the way the tree alignment is used. In case an MT model is based on aligned
syntactic trees, recall is important. In case an existing data-driven MT system
is extended with SCFG rules, a precision-oriented approach may provide more
benefit.



CHAPTER 6

Integration with MT

This chapter proposes an approach which extracts MT rules from aligned trees
with syntactic and semantic information, and integrates them with a data-
driven MT system, allowing to perform an extrinsic evaluation of the tree
alignment results. As we have seen in Section 3.5.2, there are various methods to
integrate semantic knowledge with MT. Some of these involve adding linguistic
knowledge to the training data of an MT system. For instance, phrase-based
MT systems can be extended into hierarchical (i.e. tree-based) systems that
build rules with probabilities on top of word alignment. Such systems may
constrain the rules using linguistic knowledge. Other methods for integrating
semantic knowledge involve adapting the input of an MT system (preordering,
see Section 3.2.2). Yet others involve in-depth changes to an MT system. In
contrast, the methodology we present in this chapter avoids preordering, as this
puts strong a priori constraints on the translation process, and equally avoids
modifying a system’s training data and making in-depth changes to a system.
Rather, our methodology consists of enriching the translation model resulting
from training a phrase-based MT system with the results of discriminative tree
alignment. This way, we combine the focus of phrase-based systems (translation
of short word sequences) with the focus of linguistic rules that are extracted
from aligned trees and aim at tackling reordering problems for larger word
sequences. This strategy differs from approaches which use discriminative tree
alignment to enrich MT systems with new phrase pairs, hence solely focus on
short word sequences; see for instance the approach by Hearne et al. (2008).
We call our approach Linomat (’Linking nodes for machine translation’).

In order to evaluate our approach, we make use of two baseline systems,
i.e. a phrase-based MT system and a hierarchical MT system that is not based
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on explicit linguistic knowledge, and of hierarchical MT systems in which the
training data are enriched with linguistically motivated knowledge. We com-
pare these systems to two types of models created with Linomat, one with
syntactic knowledge only and one with a combination of syntactic and seman-
tic knowledge.

In Section 6.1, we provide details on the procedure to add linguistic knowl-
edge to the training data of a hierarchical MT system and to extract translation
rules from the enriched data. In Section 6.2, we describe a similar procedure
to enrich a phrase-based MT system with rules extracted from aligned trees
(Linomat) and we compare it to the procedure in the preceding section. In
Section 6.3, we describe experiments for evaluating our approach , and discuss
the results.

6.1 Linguistic annotation of MT training data

6.1.1 Hierarchical models

In phrase-based MT systems, more specifically Moses (Koehn et al., 2007),
linguistic knowledge can be introduced in various forms. While we already pro-
vided some general information about these forms in Section 3.2, we will go
into more detail here. One form consists of adding so-called factors (e.g. POS
tags) to words in the training data and to words in sentences to translate using
the trained model (which we will refer to henceforth as “input sentences”).
Factors are interesting in order to approach such challenges as the generation
of word forms that are unseen in the training data. Another such form con-
sists of extending a phrase-based system into a hierarchical one and optionally
adding syntactic labels to training data and input sentences. These labels are
interesting for problems such as reordering across larger distances.

Phrase-based MT systems are powerful at capturing local phenomena, i.e.
translating short word sequences, and at dealing with reordering of words
within these sequences. Figure 6.1 shows examples of consistently aligned phrase
pairs in two sentences (see Section 3.2.1). As the leftmost two phrase pairs of
each sentence are embedded by (i.e. occur inside) the long phrase pair to the
right, hierarchical rules like the one in Figure 6.2 can be created. These rules,
called synchronous context-free grammar (SCFG) rules in MT, consist of a
source tree and a target tree with depth 1, i.e. a parent node with its chil-
dren (we will come back later to STSG rules, which involve trees of which the
depth may be larger than 1). When such rules are applied to input sentence, a
source tree for the input is constructed, together with a target tree containing
its translation. The parent nodes and some of the children in the SCFG rule
are placeholders, as indicated by the label X. Some children are specific tokens.
The rules at the bottom of the figure only contain tokens. They are equivalent
to phrase pairs. The numeric indices next to the placeholders in the topmost
rules in the figure show the alignment between placeholders in the source and



Integration with MT 131

they will visit a city

ze zullen een stad bezoeken

they will visit a city

ze zullen een stad bezoeken

they will visit that shop

ze zullen die winkel bezoeken

they will visit that shop

ze zullen die winkel bezoeken

Figure 6.1: Consistently aligned phrase pairs

X3

X2X1willthey ←→

X3

X1X2zullenze

X2

X1visitwillthey ←→

X2

bezoekenX1zullenze

X1

will ←→

X1

zullen

X1

eat ←→

X1

eten

X1

an apple ←→

X1

een appel

Figure 6.2: Rules built from phrase pairs

target tree; the parent nodes are always aligned to each other. The first rule
involves a reordering (X2 precedes X1 in the target tree of the first rule). The
source and target tree need not be isomorphic, as shown in Figure 6.3, in which
a child consisting of a token is only present in the target tree (an example of
a phrase pair giving rise to this rule is product sales – verkoop van producten,
i.e. ‘sales of products’).

Figure 6.4 shows the result of applying hierarchical rules to the input sen-
tence they will eat an apple: the bottom right rules in Figure 6.2 are combined
with the first rule in order to create a tree with the words in the sentence, and
to create simultaneously a tree covering the words ze zullen een appel eten.

Apart from the rules extracted from training data, a hierarchical model
also contains a glue rule, which gathers two nodes below a “dummy” parent
node. This rule acts as a fallback: it is applied in case it is not possible to
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X3

X2X1 ←→

X3

X1vanX2

Figure 6.3: Non-isomorphic rule

X3

X2

an apple

X1

eat

willthey

=⇒

X3

X1

eten

X2

een appel

zullenze

Figure 6.4: Application of rules to input sentence

apply other rules or if the application of such rules is unlikely. The default glue
rule in Moses is shown in Figure 6.5. If the first rule in Figure 6.2 would not
exist in the model or be unlikely, the glue rule would be applied multiple times
(i.e. recursively). For instance, two applications of it would lead to the tree
in Figure 6.6.1 As the glue rule produces right-branching trees only, we have
created a variant for the glue rule in the context of Linomat (Figure 6.19 in
Section 6.2).

As for scoring, SCFG rules in a hierarchical model use the same four types
of scores as a phrase-based system (we use only the first two types of scores for
the linguistic rules in Linomat):

1. The probability of the target tree given the source tree, i.e. the number of
times the rule occurs, divided by the total number of times a rule occurs
which involves the source tree (similarly, phrase-based systems count the
number of times a phrase pair occurs and the number of times a phrase
pair involves a specific source phrase). For instance, the first source tree

1Another glue rule, not shown in the figure, ensures that the last word in the sentence is
processed and the tree does not contain a leaf node labeled S anymore. As for the numeric
indices in the tree which indicate the correspondence between the source and target tree
being constructed by the SCFG rules, we left them out from the figure for clarity, as the
indices differ for each rule application. For instance, the sister of will has index 1 in the rule
application which adds the word, while it has index 2 in the rule application which adds the
word eat.

X3

X2X1 ←→

S3

S2X1

Figure 6.5: Glue rule
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X

X

Xeat

will

=⇒

S

S

Seten

zullen

Figure 6.6: Application of glue rule to input sentence

in Figure 6.2 may also occur in a rule which translates the word will by
gaan (‘go’).

2. The probability of the source tree given the target tree.

3. A lexical weighting based on the lexical probabilities
P(trgword | srcword) of aligned source and target words in the rule; see
Koehn et al. (2003, p. 52) for more details. Not all words in the rule
may be aligned; for instance, the rule in Figure 6.3 has a word in the
target tree, but not in the source tree, i.e. the word is inserted during
translation.

4. A lexical weighting based on the lexical probabilities
P(srcword | trgword) of aligned source and target words in the rule.

6.1.2 Parse tree constraints

The extraction of hierarchical rules from training data, and the application of
rules to input sentences, may be constrained by information from parse trees.
This is motivated by the fact that some translation rules are only relevant in
certain contexts. For instance, the first SCFG rule in Figure 6.2 should not be
applied when X1 is a sentential complement: a word sequence like they will try
to eat an apple is translated as ze zullen proberen een appel te eten (‘they will
try an apple to eat’), which does not imply reordering. Rather, the rule should
be applied in case X1 is a verb and X2 is a noun phrase. When rule extraction
is constrained by parse trees, SCFG rules are constructed from word-aligned
sentence pairs by finding out consistently aligned phrase pairs, but only if each
placeholder in the resulting SCFG rule covers a constituent. A node with a
placeholder in the SCFG rule receives the syntactic label instead of the generic
label X. For instance, given the phrase pairs in Figure 6.1 and the parse trees
in Figure 6.7, we can extract rules like the one in Figure 6.8.

The topmost SCFG rule in Figure 6.8 illustrates that the children of the
trees in a rule need not be each other’s sisters in the parse trees. In the English
parse tree, they resides at the second level (distance from the root), and will,
VB and NP at the third level, will not being a sister of VB and NP. Hence,
the source tree in the SCFG rule corresponds to a flattened version of a subtree
of the source parse tree: a subtree of depth 1 which is obtained by removing
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Figure 6.7: Parse trees acting as constraints during training
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NP2VB1willthey ←→
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Figure 6.8: Rules with syntactic labels
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Figure 6.9: Application of rules to input tree
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Figure 6.10: Input tree

certain nodes from the subtree but which covers all words in it.2 The target
tree in the SCFG rule is also a flattened version, as only np and verb are each
other’s sister in the target parse tree. SCFG rules based on flattened versions of
trees are similar to STSG (synchronous tree substitution grammar) rules (see
Figure 3.14 on page 37), which may also have a depth larger than 1. While
STSG rules are more powerful because they reflect the internal structure of
the trees (in case of the example, the rule would contain the two VP nodes),
creating a translation model with such rules and applying them in an MT
system is less straightforward than in case of SCFG rules.

When applying SCFG rules constrained by parse trees to an input sentence,
the latter needs to be accompanied by its parse tree. Figure 6.9 shows how the
three SCFG rules in Figure 6.8 are applied to the input sentence they will eat
an apple, the parse tree of which is shown in Figure 6.10. For each of these rules,
the source tree corresponds to a subtree in the input parse tree: the source tree
of the last two rules occurs in the parse tree, while the source tree of the first
rule is equal to a flattened version of the subtree rooted by the S node (the
subtree happens to be the full parse tree in this example).

While the three SCFG rules in Figure 6.8 contain linguistic information
in both the source and the target tree (i.e. they are part of a tree-to-tree
MT system), rules extracted from the training data may also restrict linguistic

2An example of an invalid flattened version is a tree with children they, will and VB but
without an NP child. This tree does not cover the words the city.
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Figure 6.11: Tree-to-string rule

constraints to the source tree (in MT terminology, this is a tree-to-string model)
or to the target tree (string-to-tree model). In this context, string refers to the
absence of explicit linguistic knowledge, rather than to the fact that the source
or target part of the SCFG rule is an actual string. An example of a tree-to-
string rule is shown in Figure 6.11. While tree-to-string and tree-to-tree models
match linguistic labels in rules to linguistic labels of constituents in the input
parse tree, hierarchical models without linguistic knowledge also use labels
implicitly: each and every word sequence in the input sentence is automatically
labeled with X, which ensures that X labels in rules can be matched to word
sequences in the sentence. We will come back to this point in Section 6.2.

The hierarchical models which we discussed in this section are more apt
than phrase-based models at capturing reordering across larger distances. How-
ever, they face various types of challenges. First, just like phrase-based systems,
they are dependent on word alignment. As word alignment typically takes place
in a linguistically uninformed way, alignment errors may be produced due to
strongly different word order in source and target sentence, or alignment links
may be absent. This word alignment constraint may prevent an MT system
from capturing linguistic divergences between source and target language us-
ing hierarchical rules. Second, hierarchical models without linguistic knowledge
produce a very large amount of rules, making it harder to select a translation
alternative while translating new sentences. While hierarchical models with
linguistic knowledge produce less rules, the latter may be too constrained, es-
pecially in case of tree-to-tree systems, leading to an exceedingly small number
of translation alternatives. In order to cope with the latter problem, Moses has
been extended with rule relaxation strategies in order to increase the number
of rules; see for instance Zollmann and Venugopal (2006).

6.2 Linomat: linguistic rules from aligned trees

In this section, we describe Linomat, an alternative approach for integrating
linguistic knowledge into a phrase-based MT system. While being similar to
the approach described in the previous section, it only partially relies on word
alignment and enriches the high-coverage set of phrase pairs, based on word
alignment, with a more restricted set of linguistic rules extracted from aligned
trees. The first set, which we will refer to as word-based rules, focuses on the
translation of short word sequences, while the second set, referred to as lin-
guistic rules, contains SCFG tree-to-string rules and focuses on reordering of
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X1

the city ←→

X1

de stad

Figure 6.12: Conversion of phrase pair into hierarchical rule

longer word sequences. We opt for a tree-to-string rather than tree-to-tree ap-
proach in order to avoid being too restrictive. Our combination of linguistic
and word-based rules is similar to the approaches of Hoang and Koehn (2010)
and Huck et al. (2014).

We construct the word-based rule set by training a phrase-based system
and converting the phrase pairs into hierarchical rules with a single child in
the source and target language, i.e. the phrase itself. In this respect, it should
be noted that the trees created by SCFG rules during translation of an input
sentence differ from typical parse trees, as their leaf nodes may be word se-
quences consisting of multiple words; another difference lies in the fact that
SCFG rules are based on flattened subtrees of parse trees in the training data,
as discussed in section 6.1. An example of conversion is shown in Figure 6.12.
We perform conversion of phrase pairs to hierarchical rules as the linguistic
rules derived from aligned parse trees are also hierarchical. Combining two sets
of rules requires them to have an identical type. The scores of the phrase pairs
remain identical in the hierarchical rules.

We extract the linguistic rule set from aligned parse trees using a procedure
which resembles the one described in the previous section for extraction of
hierarchical rules from phrase pairs that overlap with linguistically labeled word
sequences in parse trees. Instead of starting with phrase pairs and checking word
sequences in parse trees, we directly look at linguistically annotated node pairs
(aligned nodes). We find out occurrences of rules as follows. For each subtree of
the source parse that is aligned to a subtree of the target parse, we create pairs
of flattenings. Figure 6.14 shows pairs of flattenings for the subtree pair rooted
by S and smain in Figure 6.13, and flattenings for the subtree pair rooted by
VP and inf. The source flattenings contain syntactic, semantic or combined
labels and the target flattenings X labels (as we are building tree-to-string
rules). The flattenings in Figure 6.14 qualify as an SCFG rule occurrence, but
the ones in Figure 6.15 do not.

Flattenings which qualify as an SCFG rule occurrence satisfy the following
conditions:3

• All placeholder children, i.e. child nodes which are not words in the source
flattening are aligned to a placeholder child in the target flattening. For

3We also check whether word sequences covered by nodes with placeholders are continuous.
In case of a non-projective parse, the order of nodes does not always reflect the order of words
in the sentence. For instance, we do not want to have a placeholder cover a sequence like te
een appel eten (‘to an apple eat’), as the te is positioned after een appel in the sentence. An
SCFG rule should not generate words with an incorrect order.
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instance, in the first flattening pair in Figure 6.14, the VB node is aligned
to the rightmost X node, while the VB node is not aligned in the first
flattening pair in Figure 6.15.

• Vice versa, all placeholder children in the target flattening are aligned to
a placeholder node in the source flattening.

• All words in the source flattening are either not aligned in the parse tree
pair or aligned to a word which is part of the target flattening. In the
second flattening pair in Figure 6.14, defend satisfies this condition. The
same goes for to in the third flattening pair in that figure. In the first
flattening pair in Figure 6.15, defend is not aligned.

• Vice versa, all words in the target flattening are either not aligned in the
parse tree pair or aligned to a word which is part of the source flattening.

• The rule is semantically consistent. When a flattening contains a place-
holder node that is a predicate, another placeholder node should be its
role. Vice versa, the presence of a role requires the presence of its predi-
cate. The third flattening pair in Figure 6.14 satisfies this condition, while
the third flattening pair in Figure 6.15 does not. If there are no semantic
labels in the rule, the condition on consistency is by definition satisfied.

We assign scores to SCFG rules. Two types of scores are assigned: the
probability of the target tree given the source tree, and the probability of the
source tree given the target tree. These are the first two scores described in
Section 6.1. However, we do not use raw frequencies: instead of dividing the
number of times the SCFG rule occurs by the total number of times an SCFG
rule involving the source (or target) tree occurs, we use weighted frequencies of
rules, i.e. instead of counting an SCFG rule as 1, we use the likelihood that the
root of the source tree is aligned to the root of the target tree. This likelihood
is equal to the alignment score assigned by the tree alignment procedure, and
is maximally 1. For instance, in case of the Lingua aligner, the alignment score
is determined by Equation 3.4 on page 47. As we make use of the alignment
score, we do not assign a lexical weighting (i.e. we do not use the third and
fourth score from Section 6.1).

When translating an input sentence using the linguistic rule set, we make use
of its parse tree, the non-terminal nodes of which are labeled with a syntactic
attribute and possibly a semantic attribute.4 Subtrees containing nodes with
multiple attributes may match several rules. For instance, the input tree in
Figure 6.16 matches not only the SCFG rule which consists of the first flattening
in Figure 6.14, but also the third rule in the figure. Using the word-based rules
to translate word sequences in the input sentence is possible thanks to the fact

4Rules may also contain other types of information, such as morphological attributes.
However, we did not include them in our experiments, in order to keep the number of rules
manageable.
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Figure 6.16: Input tree with multiple attributes
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Figure 6.17: Combination of word-based and linguistic rules

that each and every word sequence in the sentence is automatically labeled with
X by Moses. We touched upon this point earlier in the context of hierarchical
models. This implies that Moses can translate a word sequence using a word-
based rule and apply a linguistic rule in which one of the placeholder nodes
covers the word sequence. This mechanism is shown in Figure 6.17: the parent
node of the word-based rules has label X, both in the source and target tree,
while the placeholder nodes in the source tree of the linguistic rule have a
linguistic label. There is no conflict, as the word sequences they, eat and an
apple in the input sentence all carry the label X, and, through the information
in the parse tree, the linguistic label.

As the word-based and linguistic rule sets have different origins and different
numbers of scores attached to them (four vs. two), we cannot simply join both
sets into a single one in Moses. Rather, we make use of Moses’ functionality to
apply multiple rule tables during translation and to give their scores a weight.
This weight determines the relative importance of the linguistic scores com-
pared to the word-based scores. When Moses creates a translation alternative
for a word sequence using a word-based rule, its four scores and their weights
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Figure 6.18: Variant of glue rule
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Figure 6.19: Application of glue rule variant to input sentence

play a role in determining the cost of the translation alternative.5 When a
translation alternative is created using a linguistic rule, on the other hand, the
latter’s two scores and their weights come into play. We determine weights for
the scores by tuning the Moses model on a development set (see Section 6.3).

As discussed in Section 6.1, we have created a variant for the glue rule in
Figure 6.5. The variant is shown in Figure 6.18. It simply allows to combine two
elements in the source language, and to do the same (with the same order) in
the target language. The variant is more flexible and combines left-branching
with right-branching, as can be seen in the bottom right part of Figure 6.19, in
which the glue rule is applied three times. When translating an input sentence,
the glue rule leads to an increase in the number of translation alternatives
investigated with respect to the original glue rule. In the example application
of the glue rule, the most frequent translation of have is used, i.e. hebben; other
applications of the glue rule may lead to a better translation of have in this
context, i.e. moeten, ‘must’.

Appendix C provides implementational details on Linomat, more specifi-
cally on the mechanism to make rule extraction more efficient in order to keep
running time feasible.

5The cost is also determined by other components of the MT system, such as the language
model. When a translation alternative is added to the translation of a preceding word span,
this model checks the fluency of the resulting translation.
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6.3 Evaluation

In order to evaluate the Linomat approach, we compare it to five baseline ap-
proaches (which we call the Moses approaches): phrase-based MT, hierarchical
MT without explicit linguistic knowledge, and three approaches that make use
of explicit linguistic knowledge (syntactic information): a string-to-tree MT,
tree-to-string MT and a tree-to-tree MT. We test three different variants of the
Linomat approach:

• a variant in which all rules are purely syntactic and which we call Linomat-
synt ;

• a variant in which all rules contain semantic labels (these rules may also
consist of a combination of semantic and syntactic labels), which we call
Linomat-sem;

• a variant using both syntactic and semantic knowledge Linomat-syntsem.

In order to test the above eight approaches, we apply them to a parallel
corpus in order to build MT models. More specifically, we use the English-
Dutch part of Europarl version 7, which consists of about two million sentence
pairs. Before building the eight models mentioned above, we perform prepro-
cessing steps. Preprocessing consists of parsing the English sentences using the
Stanford parser and the Dutch sentences using Alpino. The parses and the cor-
responding tokenized sentences (i.e. the tokens as determined by the parser)
are used to build translation models and to perform tree alignment. We use
the parsers as a tokenizer rather than a general-purpose tokenizer6 in order
to ensure that all translation models, including the phrase-based model, are
built from the same sentences. In addition to parsing, we perform preprocess-
ing in the form of tree alignment for the Linomat models. For Linomat-synt,
we perform syntactic tree alignment on the English and Dutch parses using
Lingua-Align (see 3.3.3.2). For Linomat-syntsem and Linomat-sem, requiring
semantic tree alignment, we apply the LTH labeler (see 5.1) to the English sen-
tences in the parallel corpus. This results in English dependency parses with
PropBank and NomBank labels, which are projected to the Stanford parses. We
use the Sermano-LTH labeler to provide the Dutch parses with Propbank and
NomBank labels. The Stanford and Alpino parses are aligned using the Serlino
method, which aligns semantically labeled nodes. As this is only a partial tree
alignment, and it is important to have a full tree alignment for SCFG rules
to be created, we apply the LENG aligner to the pairs of parses, and enrich
the semantic tree alignment with LENG links if the latter do not conflict with
the semantic links (two links conflict when they share either the source node

6We also do not perform any casing. Often, the use of a general-purpose tokenizer in
Moses is followed by lowercasing or by truecasing. The latter consists of keeping word-initial
upper case letters in some situations, for instance for proper names, and changing them in
others.
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Figure 6.21: Rule with semantic and syntactic labels

or the target node, but not both). Hence, the links in the full tree alignment
involve nodes that are semantically (as well as syntactically) annotated, and
nodes that are only syntactically annotated.

After preprocessing, we build the eight models. The phrase-based model
and the hierarchical model without explicit linguistic knowledge (we refer to
the latter model as hiero)7 are built from the tokenized source sentences and
tokenized target sentences. About 100 million phrase pairs are extracted from
the parallel corpus. The hiero model contains about 130 million rules. The
string-to-tree model is built from tokenized source sentences and target parses,
while the tree-to-string model is built from source parses and tokenized tar-
get sentences. Each of these two models contains about 15 million rules. The
tree-to-tree model builds upon parses in both languages, and comprises 6 mil-
lion rules. In order to build the Linomat models, we make two rule sets, one
consisting of word-based rules that are obtained by converting phrase pairs
from the phrase-based model (see Figure 6.12), and one consisting of linguis-
tic rules extracted from tree alignment. In order to create the latter rule set,
we make use of a subset of the aligned parses in the parallel corpus rather
than the whole set of aligned parses, in order to keep the processing time
needed for rule extraction reasonable. The subset contains ten thousand sen-
tence pairs. Figure 6.20 shows examples of rules extracted for Linomat-synt
and Linomat-syntsem, while Figure 6.21 shows an example of a rule extracted
for Linomat-sem and Linomat-syntsem. We apply a frequency threshold dur-
ing extraction of SCFG rules (the rule should occur minimally three times in
order to be retained) and only extract rules which involve reordering, as this
is our main motivation for applying rules with explicit linguistic knowledge.
Each of the Linomat models contains a few hundred to a few thousand rules,
the Linomat-syntsem showing the highest number (1910 rules).

7This is the term used for the implementation of the first SMT system creating such
models (Chiang, 2007).
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model BLEU TER METEOR
phrase-based 23.10 0.643 0.418
hiero 22.16 0.651 0.414
string-to-tree 21.93 0.645 0.407
tree-to-string 21.74 0.646 0.407
tree-to-tree 20.76 0.648 0.399
Linomat-synt 21.78 0.654 0.408
Linomat-sem 21.75 0.655 0.408
Linomat-syntsem 21.82 0.654 0.408

Table 6.1: Tuning scores for MT models

We tune the eight models using a 500-sentence development set and eval-
uate them using another 500-sentence test set.8 Tuning consists of comparing
the output of the MT system produced with specific weights (such as weights
for the scores in the phrase table) with the desired output, i.e. the translations
available (these are called the reference translations). The weights are modified
during a number of iterations until the similarity between the MT output and
the reference translations does not increase anymore. Similarity is measured
in terms of BLEU (Papineni et al., 2002), which calculates overlap in n-grams
between the MT output sentences and their reference translation(s). Table 6.1
shows the BLEU scores obtained after tuning, as well as scores from two ad-
ditional similarity metrics: TER (Snover et al., 2006), which determines the
number of edits required to convert the MT output into a reference translation,
and METEOR (Banerjee and Lavie, 2005), which compares sentences through
operations like stemming and synonym lookup. BLEU and METEOR scores
range among 0 and 1, while TER scores have their optimal value at 0 (i.e. no
edits required) and have no upper bound (but rarely exceed 1). As can be noted
from the table, the scores are generally not very high. This can be explained by
the fact that Europarl translations are often quite free, which makes it difficult
for an MT system to match the reference translation of the input sentence.
Ideally, more than one reference translation is available for the input sentence;
metrics like BLEU allow matching with multiple references, which increases
the scores. However, multiple references are often not available. The table also
shows that the scores of the models are very close to one another. Only the
scores of the phrase-based model and the tree-to-tree model are clearly distin-
guished from the other scores. When we calculate whether differences between
scores are statistically significant, through bootstrap resampling (Koehn, 2004),
it appears that the phrase-based system is significantly better than all other
models, and all models are significantly better than the tree-to-tree model. In
all other cases, the difference in score is not statistically significant.

8Among researchers using Europarl, the convention is to use texts from the fourth quarter
of the year 2000 as development and test material. The development set and test set we are
using are also from this quarter.
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As the tuning scores are very close to each other, and the differences in scores
are often not significant, we undertake a manual evaluation of the sentences
in which Linomat rules with explicit linguistic knowledge are applied (Moses
contains elaborate functionalities for logging information, such as a listing of
the rules that are applied to an input sentence in a hierarchical model). We
compare the quality of the translation of these sentences to the quality of
the translation by the five Moses models. During evaluation, we focus on the
translation of the input sentence part that matches the rule from the Linomat
model, and check whether the reordering captured in the rule leads to a better
translation. We specifically look at sentences in which one or several Linomat
models perform better than all Moses models for the sentence part in question,
or in which the inverse happens, i.e. at least one Moses model performs better
than all Linomat models.

In 69 of the 500 sentences in the tuning set, a rule from one of the Linomat
models is used. It appears that in 6 out of these 69 sentences, at least one
of the Linomat models performs better than all Moses models, and that the
inverse happens in 6 other sentences. In the remaining sentences, all models
perform equally in their treatment of reordering (either all acceptable or all
inacceptable). Table 6.2 shows an example of a sentence where all Linomat
models perform correctly. The full sentence is shown in (63).

(63) We must not kill the spirit of Nice with boredom , and we therefore have
an essential priority in the remaining 50 days : to bring negotiations to
a political level .

The subtree of the parse tree corresponding to the sentence part kill the
spirit of Nice with boredom, shown in Figure 6.22, matches either a rule with
semantic labels or a rule with syntactic labels only, both of which are shown
in the figure. In three of the other sentences where Linomat performs correctly
(apart from the wrong translation moeten niet,9, which is also problematic for
the other models) there is equally a match with both a semantic and a fully
syntactic rule. In two sentences, there is a match with a semantic rule only.
One of these, the sentence in (64), is shown in Table 6.3: the translation of the
sentence part is delivered to the home in record time is better in Linomat-sem
and Linomat-syntsem than in the other models, except for the translation of
tot het huis, which should be aan huis. The subtree and translation rules of the
sentence part are shown in Figure 6.23.

(64) Information from all over the world and from every sphere of knowledge
is delivered to the home in record time and our children can communi-
cate all around the world on an everyday basis.

We applied the tuned Moses and Linomat models to the 500-sentence test
set mentioned previously. Table 6.4 shows similarity metric scores for the test.

9The fully correct translation is We mogen de geest van het Verdrag van Nice niet met
verveling doden.
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input We must not kill the spirit of Nice with boredom ,
. . .

phrase-based We moeten niet vervelen met de geest van het
Verdrag van Nice ,
‘we should not bore with the spirit of the Treaty
of Nice ,’

hiero We moeten de geest niet doden van Nice met
verveling een prioriteit ,
‘we must the spirit not kill of Nice with boredom
a priority ,’

string-to-tree We moeten niet de doodsteek voor de geest van
het Verdrag van Nice met verveling ,
‘We must not the death-stab for the spirit of the
Treaty of Nice with boredom ,’

tree-to-string We moeten niet vervelen met de geest van Nice
doodt ,
‘We must not bore with the spirit of Nice kills ,’

tree-to-tree We moeten niet de geest van het Verdrag van Nice
doden met vervelen
‘We must not the spirit of the Treaty of Nice kill
with bore’

Linomat-synt We moeten niet de geest van het Verdrag van
Nice met verveling doden
‘we must not the spirit of the Treaty of Nice
with boredom kill’

Linomat-sem id.

Linomat-syntsem id.

Table 6.2: Linomat reordering with positive effect (example 1)
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Figure 6.22: Matching part of input tree and SCFG rules (example 1)
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input Information from all over the world and from ev-
ery sphere of knowledge is delivered to the home
in record time . . .

phrase-based Informatie van over de hele wereld en uit alle ken-
nis ter beschikking is in recordtijd huis
‘information from over the whole world and out all
knowledge to disposition is in record-time home’

hiero Informatie van over de hele wereld en in een
recordtijd van elk gebied van kennis is verleend
aan het gezin
‘information from over the whole world and in a
record-time of all area of knowledge is given to the
family’

string-to-tree Informatie van overal in de wereld en op ieder vlak
van kennis is binnen het gezin in recordtijd
‘information from everywhere in the world and
on each area of knowledge is within the family
in record-time’

tree-to-string Informatie van over de hele wereld en uit alle ken-
nis is gegeven aan de binnenlandse in recordtijd
‘information from over the whole world and out all
knowledge is given to the interior in record-time’

tree-to-tree Informatie van over de hele wereld en uit alle ken-
nis is gegeven aan de binnenlandse in recordtijd
‘information from over the whole world and out all
knowledge is given to the interior in record-time’

Linomat-synt Informatie van over de hele wereld en uit alle ken-
nis is gegeven tot het huis in recordtijd
‘information from over the whole world and out all
knowledge is given to the house in record-time’

Linomat-sem Informatie van over de hele wereld en uit alle ken-
nis is in recordtijd tot het huis geleverd
‘information from over the whole world and out
all knowledge is in record-time to the house
delivered’

Linomat-syntsem id.

Table 6.3: Linomat reordering with positive effect (example 2)
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Figure 6.23: Matching part of input tree and SCFG rules (example 2)

model BLEU TER METEOR
phrase-based 23.38 0.655 0.417
hiero 22.71 0.668 0.414
string-to-tree 22.84 0.658 0.406
tree-to-string 22.24 0.666 0.404
tree-to-tree 21.11 0.664 0.393
Linomat-synt 22.77 0.663 0.413
Linomat-sem 22.70 0.664 0.412
Linomat-syntsem 22.77 0.663 0.413

Table 6.4: Testing scores for MT models

The ranking of the models in terms of BLEU score is similar to the ranking
for the tuning set. As for the significance of differences, it is also similar, the
phrase-based system being significantly better than all other models and all
models being better than tree-to-tree.

The test discussed in this section indicates that there is added value in
applying SCFG rules derived from tree alignment. While it seems to indicate
that the usage of both syntactically and semantically oriented rules performs
better than that of syntactically oriented rules alone, more testing is needed to
estimate the added value of the semantically oriented rules. Such testing may
require extensive manual evaluation, especially in case differences in metric
score are not significant. Moreover, it remains to be investigated what role
parameters such as minimal rule frequency play in a system’s performance,
and whether allowing rules that do not reorder is helpful.

Finally, we would like to point out that the Linomat output may be com-
bined with other MT models in different ways. As we can track the sentences
to which Linomat rules are applied, and the specific word sequences to which
they apply, we can combine the sentences in question with the translation of
other sentences by other models. Another possibility is to pre-translate word
sequences of an input sentence using Linomat before translating the input sen-
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tence with a Moses model.

6.4 Conclusion

In this chapter, we presented the Linomat method, which consists of the extrac-
tion of SCFG rules from aligned parse trees and the integration of these rules
in a phrase-based MT system as a second rule set. The method supplements
the high coverage rule set of the phrase-based MT system with more abstract,
linguistically motivated rules containing syntactic and semantic knowledge. A
limited comparison of Linomat with five types of Moses systems, some of which
make use of syntactic information, shows that Linomat does not perform sig-
nificantly better than other types of systems in terms of automatic metrics.
However, qualitative evaluation indicates that there is added value in the com-
bination of word-based and linguistic rules, and that Linomat outperforms all
Moses systems in a number of cases. In order to have a better view of the role
played by semantically motivated SCFG rules, as opposed to purely syntactic
rules, additional evaluations are required.
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Conclusions and future work

In this thesis, we have presented an approach for enriching a phrase-based
MT system with translation rules extracted from parse trees aligned using
semantic links. While we focused on the language pair English to Dutch, we
developed methods that are as data-driven as possible, by minimizing manual
intervention. We realized this by making use of existing tools for syntactic
parsing and semantic role labeling and by developing the following methods
and tools:

1. language-independent lexical tree alignment (LENG);

2. projection of semantic labels among parse pairs, via lexical tree alignment;

3. automatic construction of a semantic role labeler based on crosslingually
projected labels (Sermano);

4. alignment of parse pairs based on semantic labels (Serlino);

5. extraction of translation rules (SCFG rules) from aligned parse pairs
(Linomat);

6. integration of rules into a phrase-based MT system (Linomat).

The experiments we performed with the above methods allow us to give an
answer to our two research questions, stated in Chapter 2:

• Does an analysis in terms of semantic predicates and role facilitate tree
alignment ?
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• Can we improve the quality of the output of a statistical MT system using
tree alignment based on semantic predicates and roles ?

In order to answer the first question, we applied the first four methods
above. We discuss them in more detail below, and summarize our experiments
and the results.

We developed a lexical tree aligner, LENG, as an alternative to the language-
independent tool Subtree Aligner and the tool Lingua-Align, which is much
more performant but requires a development set (manually annotated tree
alignment links). While LENG equally requires such a development set for
tuning its weights, our tests indicate that the latter can be reused for another
language pair, and re-tuning for that language pair does not lead to much im-
provement. Evaluation of LENG for English-Dutch and French-Dutch shows
that it has a clearly better performance than Subtree Aligner, and performs
slightly better than Lingua-Align. However, it should be noted in this respect
that Lingua-Align offers a vast array of parameters for training an aligner:
while we tested a number of possible configurations, the possible search space
of configurations is very large, so finding out the optimal settings is likely to
be a very lengthy process.

The construction of a semantic role labeler from crosslingually projected
labels, implemented as the Sermano tool, is motivated by the fact that a (spe-
cific type of) semantic labeler is not always available for the target language.
After annotating English syntactic parses with output of an English labeler, we
applied crosslingual projection of the semantic labels via lexical tree alignment,
which is a relatively straightforward process. The projected labels in the target
parses are used by Sermano to detect a number of syntactic-semantic mappings.
Based on the Sermano model containing these mappings and their probabili-
ties, semantic role labeling can be applied to the target parses, leading to an
alternative set of semantic target labels compared to the set resulting from
projection. We tested Sermano on English-Dutch, using the Europarl corpus
and the semantic frameworks PropBank/NomBank and FrameNet.

In order to intrinsically evaluate the Sermano output, we trained the tool on
manually annotated English parses (CoNLL 2005) and Dutch parses (resource
from which the SoNaR labeler is trained, containing PropBank labels only, i.e.
only verbal but no nominal predicates). Evaluation on a heldout set show that
Sermano models obtain lower scores than state-of-the-art models. This can be
explained by the fact that the latter models contain in-depth knowledge of the
parser in question. The Sermano models show the potential of an approach for
labeler construction without manual feature engineering. While the Sermano
model trained on crosslingual projections scores much lower than the ones
trained on manually annotated data, the model is still useful because of its
greater coverage of syntactic categories, as it annotates both verbal and nominal
predicates. Training a Sermano model on projected FrameNet labels produced
by the English Semafor labeler is also useful, as no Dutch FrameNet labeler
exists yet.
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We used the output of different labelers (SoNaR labeler, Sermano model
trained on projected PropBank/NomBank labels, and Sermano model trained
on FrameNet labels) for semantic tree alignment. This process, which we imple-
mented in the Serlino tool, consists of aligning rolesets resulting from an English
labeler (LTH labeler or Semafor) and Sermano rolesets based on lexical equiv-
alence between predicates and roles, as well as on semantic similarity of role
labels. We evaluated the Serlino output using an English-Dutch gold standard
with manually aligned links. While the output produced for parse pairs with
Sermano labels on the target side tends to be very precise, its recall is quite low,
because an alignment of semantic predicates and roles inherently only involves
a subset of the nodes in a parse tree. Therefore, we checked whether Sermano
is able to produce correct links that are not produced by the syntactic tree
aligner Lingua-Align due to syntactic divergences. This indeed appeared to be
the case. As for Serlino output based on alignment of LTH labels and SoNaR
labels, it is also very precise, but contains clearly fewer links than Serlino given
Sermano labels on the target side. This can be explained by the fact that the
SoNaR labeler only annotates verbal predicates, which makes it impossible for
the system to discover some potential links between English rolesets and Dutch
rolesets.

Apart from semantic tree alignment produced by Serlino, we also evaluated
two other types of semantic tree alignment. The first one is a by-product of
crosslingual projection. This alignment is very precise. For the second type of
semantic tree alignment, we investigated whether the powerful functionalities
of Lingua-Align could be exploited for integrating semantic information. For
that purpose, we adapted the tool by having it use semantic predicate and role
labels as features during training. This led to an almost imperceptible increase
in scores.

At this point, we can answer our first research question. Judging the results
for the gold standard we have used, semantic predicates and roles facilitate
tree alignment to a limited extent. LENG and Lingua-Align perform quite well
as full tree aligners, which may point to the fact that such tools implicitly
capture some semantic knowledge. However, we may not have used Serlino
output to its full value. For instance, Serlino creates one-to-many alignments
between roles, but we ignored these during evaluation of alignment links, as
tree aligners generally only produce one-to-one links and are evaluated on this
basis. In order to have a clearer view on the usefulness of semantic information
for tree alignment, a much larger gold standard, not only with alignment links
but also with semantic information in the source and target language, is needed.
Ideally, such a gold standard should be available for several language pairs.

Let us now turn to our second research question: Can we improve the quality
of the output of a statistical MT system using tree alignment based on seman-
tic predicates and roles ? In order to answer this question, we applied the
fifth and sixth method mentioned at the beginning of this chapter, which are
implemented in the tool Linomat.
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The first step in Linomat consists of the extraction of translation rules
from aligned parse trees. In this step, aligned subtrees of such parse trees are
detected, and flattened in several ways, in order to create SCFG rules which
consist of tokens and placeholders. All source placeholders in the rule need to be
aligned to target placeholders. Several variants of the SCFG rules are created,
in which source placeholders are labeled with syntactic and/or semantic labels.
The target placeholders are not labeled with linguistic labels (rather, they are
dummy X labels). Such rules which contain explicit linguistic knowledge in the
source language and no explicit knowledge in the target language are useful
for reordering, especially in case larger constituents need to be reordered, as
reordering is a weak point in some statistical MT systems.

The second step of Linomat consists of integrating the SCFG rules in a
phrase-based system. The most frequently used statistical MT system, Moses,
not only allows for creating phrase-based systems with rules consisting of phrase
pairs, but also for creating hierarchical rules with placeholders, and constraining
the latter with linguistic knowledge. In order to benefit from a large coverage
MT system, we turn phrase pairs into a set of hierarchical rules and add a
second rule set to the resulting hierarchical model. This rule set consists of the
rules extracted from tree alignment. In this fashion, we combine a large amount
of lexical knowledge with specific linguistic patterns. When the Linomat model
is applied during translation, both rule sets are applied.

In order to evaluate the Linomat approach, we compared it to five baseline
models, i.e. several types of models that can be built using Moses: a phrase-
based system, a hierarchical system without explicit linguistic knowledge, a
string-to-tree system (in which only the target part of rules is linguistically
constrained), a tree-to-string system (in which only the source part of rules
is constrained), and a tree-to-tree system. We created three types of Linomat
models, one in which rules only contain syntactic labels, one in which all rules
contain semantic labels, and one in which rules contain syntactic and/or seman-
tic labels. After tuning the different models and evaluating them on a test set,
it appears that their automatic metric scores are quite close to another. There-
fore, we performed a manual evaluation of sentences in which Linomat rules
were applied. This (limited) evaluation indicates that there are cases where
rules created by Linomat produce results that are better than those created
by any of the baseline models. In some cases, the improvement is caused by
a semantic rule only, in other cases it can also be caused by a syntactic rule.
However, some sentences also happen to receive a better translation in a Moses
model than in a Linomat model. Further investigation is required to evaluate
the usefulness of the type of rule set combination as applied in Linomat.

Based on the above Linomat test, we can give a cautious answer to our
second research question. Rule set combination as applied in Linomat is indeed
useful to improve translation. However, more research is needed in order to find
out which specific role semantics can play in this improvement.
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Future research

As the methods and tools we developed are designed to be data-driven,
hence to be applicable for multiple language pairs, a natural extension to the
research presented in this thesis is to set up experiments for other language pairs
than English-to-Dutch. Such an extension allows to investigate how the tools
deal with the variety of syntactic divergences that can be observed between
languages, not only those belonging to the same family but also more distant
languages.

Another natural extension to our research is the replication of our exper-
iments on corpora other than Europarl. While this corpus is broadly used,
translations tend to be relatively free. Parallel corpora in which translations
are closer to the original, such as the corpus which is extracted from the transla-
tion memory of the Directorate-General for Translation of the European Com-
mission (Steinberger et al., 2013), may show more frequent bilingual linguistic
patterns, thus facilitating the extraction of translation rules.

While we developed tools in the context of machine translation, they also
hold potential in the field of translation studies and contrastive linguistics. We
have already incorporated tree alignment in one application which is relevant
to these fields, Polygretel (Augustinus et al., 2016). It allows for example-based
querying of bilingual corpora, either by formulating a monolingual query and
retrieving the translation of matching source sentences, or a bilingual query,
which implies that the user wants to find a linguistic construction in the source
language which is translated using a specific linguistic construction in the tar-
get language. Linomat supports further extension of the tool’s functionality:
when formulating a monolingual query, the user may be provided with a list of
linguistic patterns (the target trees in SCFG rules) that were found among the
translations of the matching source sentences and that are aligned to relevant
parts of these source sentences.

As a final note, the automatic construction of a semantic role labeler based
on crosslingual projections can be helpful for different applications other than
MT, such as question-answering systems and dialogue systems, specifically for
low-resource languages.





APPENDIX A

MT with handcrafted rules

In this appendix, we provide details on two variants of RBMT (rule-based MT)
systems, i.e. of MT systems based on handcrafted rules and dictionaries. The
transfer-based variant is described in Sections A.1 and A.2, while the interlingua
variant is discussed in Section A.3.

A.1 Transfer-based RBMT

Transfer-based systems include two monolingual steps (analysis and generation)
and a bilingual step (transfer). How the translation effort is divided across these
steps, varies across systems. As the level of abstraction increases1, the bilin-
gual step gets less prominent. Increasing the level of abstraction is especially
interesting if the RBMT system involves more than two languages. As shown in
Section A.3, the bilingual step even disappears completely in interlingua-based
RBMT. Before diving into the details of specific transfer-based RBMT systems
in Section A.2, we will first describe their steps in a general fashion.

During the analysis step, rules are applied to the source sentence, using a
monolingual dictionary whose entries contain information on the morphology
of words (such as inflections) and their syntactic valency (the set of syntactic
arguments they can carry). Figure A.1 shows the source sentence representation
resulting from analysis of sentence (65a), in the form of a syntactic tree. More
specifically, it is a phrase structure tree using the syntactic categories from
the Penn Treebank (Marcus et al., 1993). Using the monolingual dictionary,

1See Van Eynde (1993) for a discussion of four translation strategies in the context of
RBMT: anticipation, readjustment, normalisation and abstraction.
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Figure A.1: Analysis tree

the lemma of each word in the sentence and features such as the gender and
number of nouns are determined. If a word is absent from the monolingual
dictionary, the MT system attempts to decompose it, as it may be a complex
word with parts present in the dictionary; see example (66). This is especially
important in languages like Dutch and German, where the formation of complex
words from two or more nouns or words is highly productive. The entries in
a dictionary may include semantic information, such as the semantic role of
arguments of a verb. As an example of the latter, the syntactic object of the
verb sink has semantic role “patient” (they sank the ship), but in case there
is no syntactic object, the syntactic subject has the role “patient” (the ship
sank).

(65) a. tomorrow they will forget about the grey horse

b. NL
EN

morgen
tomorrow

zullen
will

ze
they

de
the

schimmel
grey-horse

vergeten
forget

(66) NL
EN

een
a

muziekgek
music-fool

‘a music fanatic’

During the transfer step, the representation of the source sentence resulting
from the analysis step is transferred into an equivalent structure in the target
language. This involves operations such as the replacement of lemmas using
the transfer dictionary and the removal of tree nodes for syntactic or lexical
reasons. For instance, today is replaced by its Dutch equivalent in the tree in
Figure A.2), the PP and about node are removed because this is dictated by
the dictionary entry for the translation of forget into vergeten, and the nodes
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Figure A.2: Transfer tree

for grey and horse are replaced by a single one based on the dictionary entry
which translates grey horse to schimmel.2

Lexical ambiguity is a major problem for transfer-based (and other types
of) RBMT. Several strategies are applied in the analysis and transfer steps.
For instance, the translation of the homonym game can be conditioned on the
verb.3 In case of word sequences like grey horse or lemon pie, or complex words
like (66), a simple strategy is to add the sequence or complex word to the trans-
fer dictionary. This allows for liberating the MT system from ambiguity and,
at the same time, for providing a correct translation. This is especially inter-
esting in case of domain-specific terms, which generally have only one possible
translation. From a general point of view, though, the number of possible word
combinations is infinite, and they may have multiple translations. Lexical am-
biguity can also be tackled by specifying the subject field of the text to be
translated; if a text is in the educational domain, the word game is likely to
translate to spel rather than prooi (‘animal taken in hunting’).

Syntactic ambiguity may be caused for instance by words which can have
multiple syntactic categories. Many English words can act both as verbs and
as nouns. A famous example of this is (67), the improbable interpretation of
which involves an insect called time fly. Syntactic ambiguity can also be caused
by prepositional phrases, which can have different functions and attachments.
In example (68), the with phrase indicates an instrument, i.e. it is attached to
the verb, whereas it indicates a property of wall in (69). This leads to different
translations in French. Having the monolingual source dictionary know that the
verb break may be accompanied by a prepositional phrase which is introduced

2As an alternative, an MT system may give grey horse a single node in the tree if it is
recognised as a lexical unit in the monolingual dictionary.

3Note that this is a coarse solution, given the multitude of verbs that could have game
as their object. Providing verbs and nouns with semantic classes could be useful here. For
instance, eat requires its object to be edible, which helps disambiguate the word game.
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by with and indicates an instrument, is a step forward, but as sentence (69)
shows, this knowledge is not necessarily sufficient; in this sentence, the preposi-
tion cannot be translated to French avec. The closer the source language to the
target language, the more ambiguity can be retained; in both Dutch transla-
tions, met can be used. A preposition may also be strongly linked to a verb, as
shown by (70). Adding such information to the monolingual dictionary avoids
ambiguity, and allows the transfer dictionary to map the preposition to the
correct target language equivalent; in the French translation of the example
sentence, with is mapped to avec, in the Dutch translation to met.

(67) time flies like an arrow

(68) a. EN he breaks the window with a stone

b. FR il casse la vitre avec une pierre

c. NL hij breekt het venster met een steen

(69) a. EN he breaks the window with graffiti

b. FR il casse la vitre aux graffitis

c. NL hij breekt het venster met graffiti

(70) a. EN he discusses the subject with them

b. FR il discute le sujet avec eux

c. NL hij bespreekt het onderwerp met hen

During the generation step, which is also called the synthesis step, the
target language structure resulting from the transfer step is converted into the
final translation (65b). Rules are applied which position words in their correct
place based on their syntactic function or lexical factors. For instance, the
position of the syntactic subject ze and the verb vergeten are inverted because
of the sentence-initial adverb tomorrow. The syntactic object is put between
the auxiliary verb zullen and the verb. Using the monolingual dictionary for the
target language, the correct inflections of the target words can be determined.
For instance, if the source analysis recognised a word as being a plural, the
plural form can now be applied to the translation of the source lemma. Another
example of inflections in the target language consists of the agreement in gender
between a noun and an adjective in French: after translating blue car to the
lemmas voiture bleu, the female form voiture bleue is generated.

The quality of transfer-based RBMT output not only depends on dictionar-
ies and rules, but also on manual intervention before, during and/or after the
translation:

• Before translation, the source text may be modified (pre-edited), for in-
stance through a user interface for controlled language checking, which
ensures that the text uses a restricted vocabulary and syntax. This re-
duces the lexical and syntactic ambiguity with which the MT system is
confronted. A controlled language requires the usage of specific terms for
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specific concepts (such as names of spare parts in technical manuals),
excludes homonyms, and disapproves of certain syntactic constructions
(such as the passive and clusters of nouns) and long sentences (which
confront the MT system with more syntactic ambiguity than short sen-
tences). The allowed terms and constructions depend on the text type and
the domain, as well as the preferences of the organisation which applies
the MT system (for instance, a company which purchased the system).
A controlled language checker may use the same linguistic knowledge as
the MT system which will process the controlled text, see Knops (1999).
The design of a controlled language requires much work, and gets more
interesting if several target languages are involved in the MT system.

• During translation, the MT system may interact with the user in order
to resolve ambiguities.

• After translation, the output of the MT system may be modified (post-
edited) in a user interface. The work required during post-editing depends
both on the quality of the output and the level of quality required. In some
user environments, the post-edited text merely needs to convey the gist
of the source text. In others, it needs to be publishable.

A.2 Examples of transfer-based systems

Many transfer-based RBMT systems have been built throughout the history of
MT. An example is the TAUM-METEO4 system (Chevalier et al., 1978; White-
lock and Kilby, 1995) for translating weather forecasts, which has been used for
many years on a daily basis by the Canadian Environment Department. An-
other example is the system of the company Systran (Toma, 1977; Whitelock
and Kilby, 1995), founded in 1968 and still in existence, which has been cus-
tomised for many large organisations, such as the European Community, and
sold in versions for individual users. The system, which has its roots in research
at Georgetown University, originally used a direct translation approach but has
evolved into a more transfer-based approach, and is currently being combined
with statistical techniques into a hybrid approach. The METAL5 system (Ben-
nett and Slocum, 1985) was initiated at the University of Texas, developed at
several universities, and adapted and marketed by different companies. In the
original design of the system, the analysis and transfer step were closely inter-
related, and the transfer and generation step not clearly separated. Later on, a
move towards a more interlingual approach was undertaken, which facilitated
the addition of new languages to the system.

Some transfer-based systems make use of multilevel representations which
are built on top of each other, such as constituency, syntactic functions and

4TAUM stands for Traduction Automatique de l’Université de Montréal, the group which
developed the system.

5Mechanical Translation and Analysis of Language
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deep syntax (stratificational approach), while others are monostratal. Examples
of the first type are Ariane (Vauquois, 1975), developed by the University
of Grenoble and targeted towards Russian, French and German, and Eurotra
(Durand et al., 1991), developed by a group of European universities and aiming
towards translation among all the languages of the European Community.6

Though neither Ariane nor Eurotra have led to an operational system, Ariane
was highly influential for MT research and Eurotra has stimulated research in
computational linguistics in the member states of the Community, which was
its second aim. Monostratal systems are based on unification-based grammars,
which incorporate syntactic and semantic constraints (such as the grammatical
functions of a verb’s arguments) into lexical entries, and simultaneously perform
a syntactic and semantic analysis of a sentence. Examples of such grammars
are Head-Driven Phrase Structure Grammar and Lexical-Functional Grammar.
The MT system LOGON (Flickinger et al., 2005) makes use of both of these
grammars. In the remainder of this section, we will provide some more details
on two stratificational systems, METAL and Eurotra.

The METAL system uses a monolingual dictionary for each language in
the system (to be used during analysis or generation), and transfer dictionaries
depend on the translation direction (i.e. they are non-reversible). The lemmas
in the monolingual dictionaries are associated with their grammatical category,
with their morphological variants (e.g. their plural), with syntactic information
(such as the constituent type and the syntactic function of a verb’s arguments),
and with semantic information (such as the type of noun, e.g. abstract). Using
the transfer dictionary, nodes in an analysis tree can be manipulated in dif-
ferent ways. Examples (71) to (73) (Alonso, 1990) provide a few illustrations.
Example (71) shows the translation of a German verb by a Spanish support
verb, and the addition of a prepositional object with a deverbal noun to the
Spanish verb. After the translation of the two NPs in the tree in Figure A.3
and the application of entry (71), we obtain the tree in Figure A.4. The entry
has added a PP node at the end of the path which leads from the S node to
the CLS node, as indicated in the Do part of the entry.7 Example (72) shows
the translation of a three-word lexical unit into a single word. This entry first
checks whether a PP node à laver is present, and, if so, removes it. Exam-
ple (73) maps the subject node in the English tree to the object node, and the
indirect object node to the subject node.

(71) betrachten V -> tomar V

Test: none.

Do: ADD S:CLS:PP([ROL POBJ] [PREP en] [HEAD consideración]).

Comment: ("etwas betrachten" = "tomar algo en consideración").

‘the man considers the theme’ ‘the man takes the theme into consider-
ation’

6At the time of development, i.e. 1982-1993, these were Danish, Dutch, English, French,
German, Greek, Italian, Portuguese and Spanish.

7As we had no access to the system described in Alonso (1990), we made up a potential
Spanish tree based on the trees contained in the article.
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(72) machine N -> lavadora N

Test: EXISTS S:CLS:NP:PP([PREP à] [HEAD laver])

Do: PRUNE S:CLS:NP:PP([PREP à] [HEAD laver])

Comment: ("machine à laver" = "lavadora").

‘washing machine’

(73) like V -> gustar V

Test: none.

Do: MAP S:CLS:NP([ROL SUBJ]) S:CLS:NP([ROL IOBJ])

MAP S:CLS:NP([ROL DOBJ]) S:CLS:NP([ROL SUBJ])

Comment: ("The boy likes the game" -> "El juego gusta al ni~no")

Eurotra is an MT system with levels for morphological structure, con-
stituent structure, surface grammatical relations and deep syntax argument-
hood. During translation, each of these levels is mapped to the next one. This
mapping aims at simplifying the transfer step between the source and target
language. For instance, in passive sentences, a subject at the level of surface
grammatical relations becomes an object at the level of deep syntax argument-
hood (the IS, “Interface Structure”). Another example are raising verbs such
as seem, where the verb’s subject or object at ERS becomes the subject of
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the embedded verb at IS. The Eurotra members preferred to use deep subject
and object at IS (and some other types of arguments, such as indirect object)
instead of semantic roles, as it would be difficult to have a consensus on the
roles to be used in a decentralised project with many members (while the levels
below IS were developed in a relatively independent way by language groups, IS
was more strictly defined). However, in case of some verbs, this decision made
transfer more complex. For instance, the deep subject (labelled with arg1 in
Eurotra) of the verb (labelled with gov, i.e. governor) in example (74a) corre-
sponds to the deep object (labelled with arg2 ) in example (74b). This requires
the transfer rule (74c) (Copeland et al., 1991, p. 107), which maps arg1 of the
verb manquer in the IS representation of the source language to the arg2 of the
verb miss in the IS representation of the target language. As for support verbs,
the strategy applied by Eurotra assumes two governors, one being a “dummy”
support verb and one the deverbal noun, as illustrated in sentence (75) and its
corresponding tree in Figure A.5 (Copeland et al., 1991, p. 108). After trans-
lation of the deverbal noun, the dummy verb can be realised in the target
language.

(74) a. FR Jean
arg1

nous
arg2

manque
gov

b. EN we
arg2

miss
gov

Jean
arg2

c. S:{cat=s} [GOV : {lu=manquer},

FIRST : {role=arg1},

SECOND : {role=arg2}

REST : *() ]

=> < GOV : {lu=miss},

SECOND : {role=arg1},

FIRST : {role=arg2},

REST >.

(75) John made an offer to Mary

As Eurotra requires a transfer step between the two IS representations, it
cannot be considered an interlingua-based system. However, certain phenom-
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ena, such as tense and aspect are treated in an interlingual way. Based on the
theory of Reichenbach (1947), on the presence of adverbial modifiers in a sen-
tence, and on the “Aktionsart” of the verb, semantic meanings like anteriority
and posteriority are determined, as well as semantic aspects like perfective,
durative and retrospective. Modality is also treated in an interlingual way, by
assigning values like epistemic to modal verbs (Copeland et al., 1991, p. 81).

A.3 Interlingua-based RBMT

Interlingua-based systems aim at providing a source sentence with a language-
independent representation of its meaning. After the analysis of the source
sentence, no transfer step takes place: the representation of the meaning forms
the input for the generation of the target sentence. The representation is con-
structed using the “interlingua”, i.e. an intermediate language. This language
may either consist of abstract elements or constitute an artificial language. We
will illustrate the first approach through the systems UNITRAN (Dorr, 1993)
and Rosetta (Rosetta, 1994), and the second one through the system DLT
(Schubert, 1988). Some transfer-based MT systems also treat some aspects of
translation in an interlingual way. This is for instance the case for tense and
aspect in Eurotra.

UNITRAN8 maps a surface syntactic representation to a representation
based on Lexical-Conceptual Structure (LCS) (Jackendoff, 1990). LCS aims at
a semantic decomposition of a sentence by specifying logical types like thing
or event, “primitives” like BE, GO or STAY, and fields (a type of selectional
restriction) like loc (location). Examples of LCS representations are shown
in (76) and (77).

(76) [Event GOLoc

([Thing JOHN],

[Path TOLoc

([Position ATLoc ([Thing JOHN], [Location HOUSE])])],

[Manner HABITUALLY])]

John usually goes home

(77) [Event CAUSE

([Thing I],

[Event GOPoss

([Thing KNIFE-WOUND],

[Path TOWARDPoss

([Position ATPoss

([Thing KNIFE-WOUND], [Thing John])])])])]

I stabbed John

8UNIversal TRANslator
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Rosetta9 is an MT system for three languages (Dutch, English and Spanish)
which is based on the principles of Montague grammar (Montague, 1974). It si-
multaneously produces a syntactic and a semantic analysis (both types of rule
work in tandem), the semantic analysis acting as an interlingua. Equivalent
parts of a source and a target sentence may be built up by different syntactic
rules, as illustrated by the italicised parts in example (78), but these rules result
in the same meaning: subgrammars in Rosetta are partially isomorphic, both
across languages and language-internally. Hence, in order to produce a trans-
lation from the interlingual representation, target language rules are applied
which may be different from the rules which applied to the source sentence, but
are semantically equivalent. Another illustration of the application of different
syntactic rules is given in example (79) (Rosetta, 1994, p. 256). The treatment
of this divergence is quite complex in Rosetta, involving a “switch point” in
each subgrammar and combining halves of subgrammars. Other divergences
dealt with by Rosetta rules involve tense and aspect, see Appelo (1993, p. 129-
193). The Rosetta approach aims towards the reversibility of grammars for one
language, i.e. their use for both analysis and generation. However, an impor-
tant disadvantage of the system is that grammars need to be “attuned” to each
other: while building the grammar for one language, the other languages sup-
ported by the system have to be kept in mind continuously, and adding new
languages requires revision of the existing grammars.

(78) a. NL
EN

ze
they

onderzoeken
examine

de
the

zieke
ill

man
man

b. EN they examine the man who is ill

(79) a. NL
EN

Mary
Mary

kwam
came

toevallig
accidentally

b. EN Mary happened to come

DLT 10 is an MT system developed by the company BSO11 which makes
use of an artificial language, a modified version of Esperanto. As Hutchins and
Somers (1992, p. 298) point out, the developers of DLT preferred Esperanto to
an abstract language because “an interlingua can be as explicit and expressive
as a human language only if it has the character of a ‘human language’ ”.
While Esperanto is a planned language, it has been in use for over a century
(it was developed at the end of the nineteenth century by a medical doctor,
L.L. Zamenhof), and has evolved towards a natural language. However, this has
also led to “some homographs, structural imprecisions and lexical ambiguities”
(Hutchins and Somers, 1992, p. 299). Translation in DLT starts with conversion
of the source sentence into one or more potential Esperanto sentences;12 there

9The development of the system was financed by the company Philips (Eindhoven, the
Netherlands).

10DLT stands for Distributed Language Translation. Translation is distributed in the sense
that processes of analysis and generation take place at different terminals.

11Buro voor Systeemontwikkeling, located in Utrecht.
12This process is called metataxis, see Schubert (1987).
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were

multinationals

SUBJC

allocated

grants

DOBJ

PART

Figure A.6: DLT tree

be

A allocated

B

→

asignajtas

al

A

B

Figure A.7: DLT structure mapping

may be ambiguity in the source sentence or in the mapping from source to
Esperanto sentence. For instance, a potential equivalent of sentence (80) in
Esperanto is (81), as a result of applying the structure mapping in Figure A.7
to the tree in Figure A.6.

(80) multinationals were allocated grants

(81) EO
NL

al
at-the

multnaciaj
multinational

entreprenoj
enterprises

asignajtis
were-allocated

subvencioj
grants

Potential Esperanto sentences are ranked based on the presence of Es-
peranto word combinations in the ‘Lexical Knowledge Bank’ (LKB). These
combinations are extracted from a corpus and may for instance involve an ad-
jective and noun. The ranking may also be established based on interaction
with the user. The best-ranking Esperanto translation, acting as an interlin-
gual representation, is converted into potential sentences in the target language,
and the alternatives are ranked according to information on Esperanto and the
target language in the LKB. In its final years of development, the DLT project
evolved towards a more example-based approach (Sadler, 1987), which omitted
the manual construction of dictionaries and involved the construction of large
databases and the use of structured corpora, parallel texts and frequencies.
Another system in which the interlingua is an artificial language was developed
by the ELAMP laboratory at Leningrad State University (Andreev, 1967), the
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language having its own morphology and syntax, and a number of features
common to different languages.

The systems described above show that building an interlingua-based MT
system is highly complex. Moreover, a major problem lies in the treatment
of lexical divergences. While interlingua-based systems “undo” structural and
semantic divergences at the interlingua level, the question is how to represent
lexical information in an interlingual way, i.e. to abstract away from language-
specific lexical units. Consider an MT system translating from English to Ger-
man. Translating the word leg to Bein would work in most contexts, while
translation to French requires a choice between jambe (leg of a human being),
patte (leg of an animal), and pied (leg of a table). The more languages an MT
system should cope with, the more finegrained the sense distinctions should
be. While UNITRAN makes use of primitives13 to abstract from lexical units
such as stab, DLT makes use of word combinations observed in a corpus writ-
ten in the interlingua in order to filter out improbable Esperanto sentences,
i.e. improbable interpretations of the source sentence. How Rosetta deals with
lexical units is less clear, as pointed out by Van Eynde (1998, p. 109): “it tacitly
assumes the possibility of defining a language independent set of interlingual
concepts to which the basic expressions of individual languages can be related”.

With respect to lexical divergences, another interlingua-based approach
worth mentioning is Meaning-Text Theory (MTT) (Mel’čuk, 1988). At the
level of deep syntax, it identifies a number of universal “lexical functions”.
For instance, the statement (82a) specifies that the sound made by a pig is ex-
pressed by the verb grunt.14 MT systems based on MTT were built for English-
Russian (ETAP) and French-Russian (FRAP); see for instance Apresjan et al.
(1992). Fontenelle (1997) transformed the Collins-Robert English-French dic-
tionary (Atkins et al., 1978) into a lexical-semantic database with crosslin-
gual equivalences such as those between statement (82a) and (82b). Other
interlingua-based approaches manage the lexical problem by making use of a
domain-specific lexicon, as is the case in the knowledge-based system KANT
(Goodman and Nirenburg, 1991), or by making use of concepts restricted by
constraints, as is the case in the Universal Networking Language, a standardised
intermediary language which aims at enabling computers to express knowledge
and contents like a natural language (Uchida and Zhu, 2001; Uchida et al.,
2005).

(82) a. EN Son (pig) = grunt

b. FR Son (porc) = grogner

13See Wierzbicka (1996) for an approach which defines conceptual primitives and semantic
universals through empirical findings from a wide range of languages.

14The functions are part of an Explanatory Combinatorial Dictionary (ECD).
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Counting procedure in Sermano

In this appendix, we provide details on the algorithms of the two steps that
make the counting procedure in Sermano feasible.

B.1 Basic feature trees

In the first step, we calculate the frequency of increasingly large syntactic fea-
ture trees involving a limited set of attributes with a limited set of values. This
step is performed by Algorithm 1.

B.2 Extension of trees

Based on the sufficiently frequent syntactic feature trees from the first step,
we calculate the frequency of syntactic feature trees with additional attributes.
This second step is performed by Algorithm 2.
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Algorithm 1 Get frequent syntactic feature trees

1: function GetFreqSyntTrees(U, T, a, h)
2: . U is a set of core attributes, T is a set of parse trees,
3: . a is minimal frequency, h is maximal tree depth
4:

5: . R is set of occurrences of syntactic feature trees present in T
6: . r ∈ R is tuple (N,L, S)
7: . N = (ni)1≤i≤w is a sequence of node IDs, pre-order traversal
8: . l ∈ L is tuple (i, a, v), 1 ≤ i ≤ w, a ∈ U and v is its value
9: . (w is number of nodes in syntactic feature tree)

10: . s ∈ S is sequence (bi)1≤i≤w
11: . bi ∈ {no, pred, role, . . . } is semantic label of node ni
12: R← ∅
13:

14: d← 0 . tree depth
15: repeat
16: D ← ∅ . occurrences of trees of depth d in T
17: for all t ∈ T do
18: . DptOccs: occurrences of trees with depth d
19: . and attributes from U in parse t
20: X ← X ∪ {r : r ∈ DptOccs(t, U, d), EmCheck(r,R) = true}
21: end for
22: . SyntTree: syntactic feature tree, determined based on N and L
23: D′ ← {r : r ∈ D,SyntFreq(SyntTree(r), D′) >= a}
24: R = R ∪D′
25: d← d+ 1
26: until d > h ∨ |D′| = 0
27: return R
28: end function
29:

30: . check frequency children tree in r and tree without lowest leaves
31: function EmCheck(r,R)
32: M ← . . . . embedded trees (details omitted for brevity)
33: return |{f : f ∈M,SyntFreq(f,R) = 0}| = 0
34: end function
35:

36: . frequency of f in R
37: function SyntFreq(f,R)
38: return |{r : r ∈ R,SyntTree(r) = f}|
39: end function
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Algorithm 2 Extend syntactic feature trees

1: function ExtendSyntTrees(U, T,R, a, o)
2: . U is set of non-core attributes, T set of parse trees, R result
3: . of Algorithm 1, a minimal frequency, o minimal added probability
4:

5: c← 0 . number of triples of node position, attribute and value
6: repeat
7: E ← ∅ . occurrences of trees extended with c triples
8: . SyntTree: see Algorithm 1
9: for all f ∈ {SyntTree(r) : r ∈ R, |r2| = c} do

10: R′ ← {r : r ∈ R,SyntTree(r) = f} . occurrences of f
11: for i← 1, w do . node positions in f
12: for all u ∈ U do
13: . AttV: if, given T , attribute u can be added to node i of
14: . tree in r, return value, otherwise empty string
15: V ← {AttV (T, r′, i, u) : r′ ∈ R′} \ empty string
16: for all v ∈ V do
17: . occurrences of trees to which (i, u, v) can be added
18: R′′ ← {r′ : r′ ∈ R′, AttV (T, r′, i, u) = v, (i, u, v) 6∈ r′2}
19: Z ← ∅ . all sem. feature trees in occurrences
20: for all r′′ ∈ R′′ do
21: Z ← Z ∪ r′′3
22: f ′ ← SyntTree(r′′) . always same value
23: end for
24: . if extension of f is sufficiently frequent and at least
25: . one semantic feature tree adds sufficient semantic
26: . probability, make extended variant of occurrence
27: . with (i, u, v) and relevant semantic feature trees
28: Z ← {z : z ∈ Z, SemPr(z, f ′) ≥ SemPr(z, f) + o}
29: if |R′′| ≥ a ∧ |Z| > 0 then
30: E ← E ∪ {(r′′1 , r′′2 ∪ {(i, u, v)}, Z) : r′′ ∈ R′′}
31: end if
32: end for
33: end for
34: end for
35: end for
36: R← R ∪ E
37: c← c+ 1
38: until |E| = 0
39: return R . the original occurrences plus the extended ones
40: end function
41:

42: . p(s|f)
43: function SemPr(f, s)

44: return |{r:r∈R,SyntTree(r)=f,s∈r3}|
{r:r∈R,SyntTree(r)=f}

45: end function





APPENDIX C

Counting procedure in Linomat

As a very large amount of SCFG rules can be extracted from aligned parse
trees, we only keep SCFG rules that are sufficiently frequent according to a
threshold. As directly counting SCFG rules in a set of aligned trees is highly
time-consuming, we make the extraction procedure feasible by parallellizing it
using the following stages:

1. We split the set of aligned parse trees in a number of subsets.

2. We use a core on a cluster for processing each subset. These cores perform
their work simultaneously. Each core determines frequencies of flattenings
in the source parse trees, i.e. we flatten all subtrees in the parse trees and
count the unique flattenings. We only count flattenings if their placeholder
nodes correspond to aligned parse tree nodes and cover a continuous
sequence of tokens.

3. We find out the total frequency of source flattenings by summing their
frequencies in the subsets.

4. We use cores to find out the frequencies of target flattenings in subsets.

5. We find out the total frequency of target flattenings.

6. We use cores to find out the frequencies of SCFG rules in a subset; only
SCFG rules for which the source and target flattening appeared to be
sufficiently frequent in previous stages are considered.

7. We find out the total frequency of the SCFG rules considered in the
previous stage, and determine the rules’ scores.
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Mel’čuk, I. A. (1988). Dependency Syntax: Theory and Practice. SUNY Series
in Linguistics. State University of New York Press, Albany.

Meyers, A., Reeves, R., Macleod, C., Szekely, R., Zielinska, V., Young, B., and
Grishman, R. (2004). Annotating Noun Argument Structure for NomBank.
In Proceedings of LREC-2004, pages 803–806.

Meza-Ruiz, I. and Riedel, S. (2009). Jointly Identifying Predicates, Arguments
and Senses using Markov Logic. In Proceedings of Human Language Tech-
nologies: The 2009 Annual Conference of the North American Chapter of
the Association for Computational Linguistics, NAACL ’09, pages 155–163,
Stroudsburg, PA, USA. Association for Computational Linguistics.

Miller, G. A. (1995). WordNet: A Lexical Database for English. Commun.
ACM, 38(11):39–41.

Monachesi, P., Stevens, G., and Trapman, J. (2007). Adding Semantic Role
Annotation to a Corpus of Written Dutch. In Proceedings of the Linguis-
tic Annotation Workshop, LAW ’07, pages 77–84, Stroudsburg, PA, USA.
Association for Computational Linguistics.

Montague, R. (1974). Universal Grammar. In Thomason, R. H., editor, For-
mal Philosophy: Selected Papers of Richard Montague, number 222–247. Yale
University Press, New Haven, London.

Moschitti, A. (2006). Making Tree Kernels Practical for Natural Language
Learning. In Proceedings of 11th Conference of the European Chapter of the
Association for Computational Linguistics, pages 113–120.

Nagao, M. (1984). A Framework of a Mechanical Translation between Japanese
and English by Analogy Principle. In Proc. of the international NATO sym-
posium on Artificial and human intelligence, pages 173–180, New York, NY,
USA. Elsevier North-Holland, Inc.

Neubig, G., Watanabe, T., Sumita, E., Mori, S., and Kawahara, T. (2012).
Joint Phrase Alignment and Extraction for Statistical Machine Translation.
Journal of Information Processing, 20(2):512–523.



186 Bibliography
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Samenvatting

In dit proefschrift onderzoeken we het verbeteren van systemen voor machine-
vertaling (automatische vertaling) met behulp van semantische informatie. Dit
soort informatie blijft meestal constant tijdens het vertalen, terwijl de syntac-
tische structuur van zinnen vaak verandert (als gevolg van taalkundige nood-
wendigheden of keuzes van een vertaler), zoals gëıllustreerd door de verande-
ring in woordvolgorde in voorbeelden (1) en (2). Door deze veranderingen is
het moeilijk om automatisch regels af te leiden op basis van een databank met
vertaalde zinnen, d.w.z. om regels af te leiden in een datagedreven context.

(1) that their neighbour sold the car → dat hun buur de auto verkocht

(2) they like that music → die muziek bevalt hen

Onze experimenten betreffen specifiek het uitbreiden van datagedreven sys-
temen die woorden aligneren (verbinden) met hun vertaling en die een phrase
table (lijst met woordgroepen en hun vertaling) aanmaken op basis van gea-
ligneerde woorden. Voorbeeld (3) illustreert woordalignering (correspondenties
worden aangegeven met getallen), in (4) wordt een ingang in de phrase ta-
ble weergegeven. We breiden zulke systemen uit met vertaalregels die afgeleid
worden uit gealigneerde syntactische bomen. Zo kunnen the car en de auto
gealigneerd worden omwille van het feit dat ze beide een nominale groep vor-
men. Zoals duidelijk wordt in (5), maken regels die afgeleid zijn uit gealigneerde
bomen herordening van constituenten mogelijk: de tweede nominale groep wordt
voor het werkwoord geplaatst.

(3) that1 their2 neighbour3 sold4 the5 car6 → dat1 hun2 buur3 de5 auto6
verkocht4

(4) their neighbour → hun buur

(5) that [noun phrase 1] [verb] [noun phrase 2]→ dat [noun phrase 1] [noun
phrase 2] [verb]
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Verschillen tussen syntactische structuren van zinnen kunnen het booma-
ligneringsproces bemoeilijken. Daarom bestuderen we twee onderzoeksvragen:

1. Vereenvoudigt het gebruik van semantische predikaten en rollen booma-
lignering ?

2. Leidt semantische boomalignering tot meer bruikbare vertaalregels ?

We experimenteren met een aanpak in vier stappen waarin we het proces
van boomalignering en van het afleiden van regels verrijken met semantische
informatie, met een minimum aan manuele interventie.

De eerste stap van onze aanpak (beschreven in Hoofdstuk 4) bestaat uit
het verrijken van bomen met semantische predikaten en rollen. Tools voor het
automatisch labelen van predikaten en rollen zijn slechts beschikbaar voor een
beperkt aantal talen. Deze tools maken gebruik van annotatieschema’s zoals
PropBank/NomBank, met labels als A0 (agent, de zaak of persoon die een
handeling onderneemt) en A1 (patient, die een handeling of gebeurtenis on-
dergaat). We ontwerpen een methode (gëımplementeerd als het programma
Sermano) die het creëren van een nieuw tool voor een taal ondersteunt op
basis van woordalignering en koppelingen tussen structuur en betekenis. Wan-
neer we bijvoorbeeld een bestaand tool laten lopen op de Engelse zin in (6),
helpen de labels en de woordalignering om een koppeling voor het Nederlands
tot stand te brengen: het onderwerp van het werkwoord groeit heeft het label
A1.

(6) they1 observe2 the growth3 of [A1 the4 market5] → ze1 zien2 dat [A1
de4 markt5] groeit3

De tweede stap (beschreven in Hoofdstuk 5 en gëımplementeerd als het pro-
gramma Serlino) bestaat uit het aligneren van bomen via semantische labels.
Wanneer bijvoorbeeld zowel their neighbour als hun buur gelabeld zijn als A0,
kunnen ze worden gealigneerd.

De derde stap (beschreven in Hoofdstuk 6 en gëımplementeerd als het
programma Linomat) bestaat uit het afleiden van vertaalregels op basis van
semantische alignering. In (7) wordt een regel met semantische informatie
weergegeven: het werkwoord sold vormt een handeling.

(7) that [A0] sold [A1] → dat [A0] [A1] verkocht

In de laatste stap (eveneens beschreven in Hoofdstuk 6 en gëımplementeerd
in Linomat) breiden we een machinevertaalsysteem met een phrase table uit
aan de hand van semantische vertaalregels.

Op basis van de evaluatie van de bovenstaande stappen kunnen we de twee
onderzoeksvragen beantwoorden. De resultaten van de tweede stap geven aan
dat hij tot preciezere resultaten leidt dan boomalignering zonder semantische
predikaten en rollen. Wat de derde en vierde stap betreft, wijzen onze tests erop
dat het integreren van semantische vertaalregels met een phrase table helpt om
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vertaalresultaten te verbeteren. We voerden tests uit op het taalpaar Engels
naar Nederlands, maar onze methodes en programma’s zijn voldoende generiek
voor het uitvoeren van tests op andere taalparen en in andere contexten dan
machinevertaling, zoals vertaalstudies. Ze kunnen bijvoorbeeld toegepast wor-
den in een tool als Poly-GRETEL, waarmee specifieke syntactische structuren
kunnen worden gevonden in een databank met gealigneerde bomen.
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