Space and Time in Our Hands

Published by
LOT

phone: +31 30 253 6006

Janskerkhof 13a

fax: +31 20 253 6406

3512 BL Utrecht

e-mail: lot@let.uu.nl

The Netherlands

http://www.lotschool.nl

Cover illustration: ‘Hilbert hands’, by Clizia Welker and Gianluca Giorgolo.

ISBN: 978-94-6093-041-6
NUR: 616

c
Copyright 2010
Gianluca Giorgolo. All rights reserved.

Space and Time in Our Hands
Ruimte en Tijd in Onze Handen
(met een samenvatting in het Nederlands)

Proefschrift
ter verkrijging van de graad van doctor aan de Universiteit Utrecht op gezag
van de rector magniﬁcus, prof.dr. J.C. Stoof, ingevolge het besluit
van het college voor promoties in het openbaar te verdedigen
op woensdag 15 september 2010 des middags te 12.45 uur

door
Gianluca Giorgolo
geboren op 11 juli 1980
te Modena, Italië
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1
Introduction
Human communication is not as
simple as many people think.
Anonymous on Greta gesturing
about planks, cookies, sculptures
and containers

ost writings about gestures begin with an introduction stating that gesM
tures are an integral part of the way humans of every culture communicate, and that gestures are in many ways linked to verbal language, the main
vehicle of communication. The authors of these works are quite right in stating
this, because the large body of data that scholars in the young ﬁeld of gesture
studies have collected so far turned what twenty years ago was a claim into a
fact. But rather than following this tradition and trying to defend this position
using my quite limited rhetorical skills, I will ask the reader to consider the
whole thesis as a long argumentation that makes this point.
Nevertheless this thesis has some more speciﬁc goals which will be explained
in this ﬁrst chapter. I will start by quickly stating what the thesis is about and
by quickly reviewing the main results of the thesis. In Section 1.2 I will give
a deﬁnition of the main concepts used throughout the thesis. In Section 1.3 I
will clarify the property of iconicity that characterizes the class of gestures we
will deal with in the thesis. Finally, I describe the structure of the book.

1.1

What is this thesis about?

Alignments. This thesis is about patterns of alignment between spoken words
and hand gestures. The thesis explores two types of alignment: on one side,
the temporal, rhythmical alignment between the acoustic contour of speech and
1
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the meaningful movements of the hands that accompany it, and, on the other
side, the more abstract form of parallelism that connects the meaning of what
is said to the things we see depicted by a gesture.
Both forms of alignment are well documented in the literature (McNeill,
1992), but there are many questions about their nature that have not being
addressed yet. With regard to temporal alignment, we know quite well the
pattern of interaction between speech and hand gestures from the point of view
of production (Loehr, 2007). We know that the most eﬀortful and dynamic part
of the execution of a gesture tends to be synchronized with the prosodic peak
of the co-occurring utterance. What we do not know is whether this form
of alignment is relevant for the success of the communication, and whether
listeners rely on it when they analyze the message, jointly conveyed by speech
and gesture. In the ﬁrst part of the book, I report on two experiments that
investigate precisely this question. My answer will be that listeners are sensitive
to this form of alignment and that temporal alignment is independent of (but
still inﬂuenced by) other types of alignment.
Similarly for the other type of alignment analyzed in this thesis, many
studies have conﬁrmed that gestures contribute to the informative content of
communication. Evidence in support of this observation comes from descriptive
studies (Kendon, 2004), behavioral experiments (Kita et al., 2007), and clinical
(Hadar et al., 1998a) and neurological data (Özyürek et al., 2007). However,
the questions regarding how gestures manage to convey a meaning and how this
meaning is integrated in the rest of the communication have not been addressed
thoroughly yet. In the second part of the thesis, I propose an analysis aimed at
answering these questions. Actually, diﬀerent gestures establish their meaning
in diﬀerent ways. In the space of a thesis, a full ﬂedged analysis for all kinds
of gestures seems unrealistic. For this reason I will concentrate on the class of
gestures that express their meaning by oﬀering a visual depiction of reality.
The analysis is based on two simple principles:
1. representation in gestures is the means by which they establish a reference; representation in gestures is not achieved by a perfect reproduction
of reality, but rather gestures represent by selecting a small set of relevant
physical properties which are then combined in a single simpliﬁed depiction; this form of representation is usually known as iconicity and I will
discuss it more thoroughly in Section 1.3; the process of representation
will be modelled in the analysis as an equivalence relation which I will
call iconic equivalence,
2. the reference obtained by representation corresponds to a ﬁlter that restricts the reference of the co-occurring spoken utterance; the speciﬁc
form of restriction that I will assume is intersectivity.
The second part of the thesis is also an experiment in bridging the gap between three disciplines: natural language formal semantics, cognitive sciences
and artiﬁcial intelligence. In fact, I characterize the way gestures express meaning by proposing a mathematical model based on set theory and a logical theory
2
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of space. But each formal aspect of the model is motivated on the base of empirical data primarily coming from cognitive studies. At the same time, the
model is designed in a way that takes into consideration its computational applicability. In Chapter 6 I present an implementation of the model which is
used in a set of experiments designed to test the core predictions of the model.
The experiments conﬁrm my hypotheses, but also they pose some new interesting questions as they clearly show that there are other forms of interaction
between speech and gestures beside those investigated in this thesis.
While neither the mathematical model nor the computational implementation are meant to be an exact reproduction of the cognitive reality of the
phenomena analyzed here, I think they provide a good approximation both
from a descriptive and predictive point of view.

1.2

A gesture primer

Some readers may be unfamiliar with the relatively young ﬁeld of gesture studies, and for this reason I present a short overview of the basic concepts developed so far in the literature. This section also serves the purpose of establishing
the meaning of some technical terms that will be employed much throughout
the book. The terminology I present here is based on the vocabulary developed by David McNeill and colleagues. The source of most of the terminology
and accompanying conceptualization are McNeill (1992), Kendon (2004) and
McNeill (2005).

1.2.1

What is a gesture?

I adopt the deﬁnition of gesture proposed in Kendon (2004). Kendon deﬁnes
a gesture as a visible action “used as an utterance or as a part of an utterance”(Kendon, 2004, p. 7). With utterance he means any combination of
actions treated by the participants in a communicative exchange as a contribution to the communication. Speech represents the most prototypical form
of utterance. Gesture is a speciﬁc form of utterance that involves the use of
the body in a visible way (in contrast to the mostly non-visible actions of the
vocal articulators involved in the production of speech) and that is regularly
perceived as being performed with the goal of communicating something.
According to Kendon, the actions that are commonly regarded as utterances
in a communication are universally identiﬁable by the way they are executed.
Features such as repetitivity or movement proﬁles that do not end with a
sustained change in postures are some of the features that are associated with
the perception of an action as a gesture, according to Kendon.
An aspect not included in Kendon’s deﬁnition of gestures, but that I consider relevant for the discussion at hand, is the fact that usually gestures present
a low level of systematic organization, and tend to represent isolated ‘utterances’ in the evolution of the communication. For this reason I will distinguish
between these type of actions and the signs of sign languages.
3
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The resulting deﬁnition of gesture covers a large class of diﬀerent body
movements. Distinctions between gestures can be based on physical properties,
such as the part of the body that is used to perform the gesture. In this thesis
we will focus our attention on hand gestures. However most scholars seem
to agree that the most relevant dimension of variation of gestures is the one
determined by the diﬀerent ways in which they relate to the communication
events they are part of (McNeill, 1992, 2005; Kendon, 2004). This variational
dimension is further decomposable along diﬀerent axes.
A ﬁrst axis is represented by the temporal correlation between gestures and
the other events that form the larger communication event. Some gestures cooccur with verbal language (as it is the case for the gestures analyzed in this
thesis), while others tend to be isolated events in the communication, and still
others can either accompany speech or be performed in isolation. For instance
many culture speciﬁc gestures, such as the thumb-up gesture or the Italian
mano a borsa (the so called purse hand ), can either be performed without any
accompanying vocalization and still be understandable, or they can be used
together with a compatible verbal expression.
Another dimension of variation connected to the relation that binds gestures
to a communicative event is represented by the way they convey their meaning,
and how the meaning connects to the informative contents of synchronized
communicative events. For instance, in the case of hand gestures, we can
distinguish between gestures that have a ﬁxed meaning, gestures that establish
a reference by similarity and those that establish it through deixis.
In the next section these two dimensions will be used to deﬁne a typology
of gestures.

1.2.2

Gestures typology

The ﬁrst level of variation we are interested in is the one represented by the
co-occurrence of gestures with verbal language. On the one hand, we have
co-speech gestures, the spontaneous movements of the hands that accompany
our speech, and, on the other hand, we have other types of gestures such as
emblems and pantomimes that do not necessitate the presence of speech. This
book focuses on co-speech gestures, but I will brieﬂy discuss the other two
classes in order to obtain a clearer image of what co-speech gestures are not.
Emblems are typically culture speciﬁc gestures, associated with a ﬁxed
meaning. Their execution follows precise conventions regarding form, rhythm
and timing. In many instances their meaning is not recoverable from their formal appearance. These gestures can appear in isolation without accompanying
a verbal expression, probably because the meaning they express corresponds
to a complete speech act. For instance, in the case of the already cited mano
a borsa, the speaker expresses with the gesture his belief that no reasonable
explanation is possible for the situation under discussion.
Pantomimes are a less common form of expression. Pantomimes are usually
sequences of movements that reproduce some kind of motor or physical activity,
4
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either by directly reenacting the described scene or by visualizing it through
some form of iconic mapping. The use of pantomimes in natural communication
is arguably quite limited, but they have been studied in controlled settings in
relation to the evolution of verbal and sign languages (Goldin-Meadow et al.,
2008). The main diﬀerence between pantomimes and other types of gestures
is that the former are usually composed of multiple gestures organized in a
structure that allows to reconstruct the overall meaning from the constituent
parts. Also other forms of gestures present an internal structure, as it is often
possible to relate speciﬁc chunks of a gesture execution to speciﬁc aspects of its
interpretation. However these chunks are not themselves gestures in a proper
sense, but ruther interpretational abstractions of a single action. In this sense,
pantomimes are diﬀerent as their component parts are complete gestures, each
one providing an independent contribution to the overall meaning, and often
corresponding to the grammatical roles of an equivalent verbal description.
Co-speech gestures can then be deﬁned by contrasting their features with
those of emblems and pantomimes. We can identify three main properties that
distinguish co-speech gestures from the other two classes of gestures:
Co-occurrence with speech. Co-speech gestures are always part of a larger
communicative event represented by a verbal expression. The exact
boundaries of the relation between gestures and verbal expressions is usually diﬃcult to determine, but what emerges is a connection expressed
at diﬀerent levels. Co-speech gestures show a connection with verbal
language that goes from the previously mentioned alignment with the
prosodic structure of an utterance, to parallels in the organization of gestures with the syntactic and semantic structures of speech, observable
also at the level of discourse structure. We will discuss more in detail
these three levels in Section 1.2.4. In contrast emblems can occur also
in isolation, and when they accompany speech they tend to be redundant with respect to an utterance that corresponds to their meaning.
Pantomimes lack by deﬁnition any accompanying speech.
Lack of arbitrariness. In contrast to emblems, the kinetic properties of cospeech gestures are not predetermined by convention. Instead co-speech
gestures seem to be created ‘on the spot’, in a natural and spontaneous
way. This lack of arbitrariness is reﬂected also in the interpretation of
this particular type of gestures: while in the case of emblems their interpretation is ﬁxed by convention, the meaning of co-speech gestures
can be reconstructed on the base of their appearance and of a wealth of
contextual information, including, but not limited to, the accompanying
speech fragment.
Lack of compositionality. Co-speech gestures do not combine together to
form gesture structures, but rather they are isolated actions attached
to structure of the accompanying verbal expression. As already stated
above, co-speech gestures have an internal structure, but the composing
5
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units of this type of gestures are not meaning bearing elements, and
consequently a compositional analysis of co-speech gestures meaning is
impossible, at least in the strictest sense of compositionality. In section
1.2.3 I will discuss more thoroughly the internal structure of gestures and
the second part of the book will be devoted to the proposal of a semantic
analysis of a class of co-speech gestures based on an alternative form of
‘compositionality’.
It is possible to further diﬀerentiate among co-speech gestures on the base
of the second variational principle discussed above, namely the kind of meaning
they express. Many typologies are deﬁnable on the basis of this criterion, the
one presented here has the main advantage of being used by many researchers
and thus allows an easier comparison between the work presented here and the
literature. However it is important to notice that the types presented here are
not mutually exclusive, and normally gestures fuse together properties typical
of diﬀerent types. Following McNeill (2005), we consider the elements of this
typology more as dimensions of meaning rather than classes. For the sake of
simplicity we characterize each gesture as belonging to a certain class, but it
would more correct to describe the gesture as expressing to a larger extent
the semantic and formal features typical of a certain type, while most likely
showing also features typical of other classes.
Beats
Beats are short and simple movements that pattern quite closely with the
prosodic peaks of the accompanying utterance. They are called ‘beats’ as they
resemble the movements that orchestra conductors use to signal, among other
information, the tempo of the musical piece. The function of a beat gesture is
similar to the function of the pitch and phrase accents they usually accompany.
These particular accents act as markers of the information structure associated
with the utterance (Pierrehumbert and Hirschberg, 1990), and, in a similar way,
beat gestures contribute to the signaling of relevant portion of the discourse.
In fact, beat gestures may just be the visible expression of prosodic accents.
Krahmer and Swerts (2007) showed that beat gestures are tightly connected to
prosodic stress both in production and in perception. Their study suggests a
common origin and a common processing system in perception for beat gesture
and prosodic stress. In this sense the meaning that beat gestures express is
the same one conveyed by prosodic accents.
Deictics
Deictic gestures are the classical pointing gestures used commonly together
with deictic elements such as demonstratives or locative adverbs. They are
used to identify entities or locations, either in the physical world in which the
communication takes place or in some virtual space previously created by other
gestures. Given the fact that their form is partially determined by conventions
6
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and that their meaning is in some way ﬁxed (they act as links between the ‘free
variable’ like linguistic object they accompany and the intended denotation for
it), deictic gestures are at the border between co-speech gestures and emblems.
Iconics
Iconic gestures are possibly the prototypical type of co-speech gestures. They
are commonly used to visually represent some form of spatial or in general
physical information connected to the accompanying verbal expression. The
way in which this information is expressed is by means of similarity between the
gestural action and the referent the gesture describes. The similarity is based
on visual and tactile perception of the entity/event depicted (McNeill, 1992;
LeBaron and Streeck, 2000), and in general is connected to the perceptual and
mental representation of space. Nevertheless, iconic gestures are not a perfect
reproduction of their spatial referent. Quite often, in fact, they depict only
certain aspects of the physical reality, and, without any accompanying verbal
expression, the interpretation of iconic gestures becomes extremely diﬃcult.
Metaphorics
The class of metaphoric gestures includes those gestures that spatially represent
abstract entities. This type of gestures visualizes entities that do not have any
spatial extension, through a process akin to the one that generates metaphors.
The variation inside this class is large, as the metaphoric extensions are not
limited, as it is the case for iconic gestures, by similarity. A classical example
of metaphoric use of space in gestures is represented by the conduit metaphor,
in which an abstract entity, such as an idea, is represented visually as bounded
region in space. Often conduit metaphors are combined in a single gesture
by physically placing two abstract concepts in two diﬀerent positions, giving
a visual representation of an opposition between the two concepts that the
speaker wants to express.
In the thesis I will concentrate on iconic gestures for various reasons:
• they are a very common and very prominent type of gesture,
• they can be elicited quite naturally by using visual stimuli such as movies
and animations, making the collection of data about them an easier task,
• and, most importantly, because I had the opportunity to access part of
the Speech and Gesture Alignment (SAGA) Corpus, developed at the
University of Bielefeld (Bergmann et al., ming), and which mainly contains iconic gestures (63% of the total number of gestures in the section
I surveyed).

1.2.3

The structure of gestures

Kendon (1980) and Kendon (2004) propose an analysis of gesture organization
based on the hierarchy shown in Figure 1.1. At the top of the hierarchy we
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Gesture-Unit
Gesture-Phrase

Preparation

Stroke

Hold

Hold

(pre-stroke)

(post-stroke)

Retraction

Figure 1.1: Organization of gestures

have Gesture-Units, corresponding to the period of time in which the limbs are
moved from the rest position until they return to such position. A Gesture-Unit
may span various Gesture-Phrases, which correspond to what we usually call
‘gestures’. Each Gesture-Phrase can then be subdivided in phases characterized
by speciﬁc kinetic features:
• the ﬁrst phase is the preparation phase in which the hands are moved
from any previous position, either a rest position or the ending position
of a previous gesture, to a visually prominent position, such as the area
in front of the speaker’s torso;
• the preparation phase is followed by one or more strokes, the most eﬀortful
phase of the gesture and typically the one that expresses the meaning
associated with the gesture;
• a Gesture-Phrase can be ended with a retraction phase, in which the
hands are brought back to a rest position.
Only the stroke phase is required in a Gesture-Phrase, as the preparation and
retraction phase are sometimes not clearly identiﬁable when more gestures are
performed in sequence. The stroke itself is sometimes made more evident by
short breaks in the movements, called holds, that are diﬀerent from a static rest
position because the hands are kept in the area in front of the speaker where
gestures are normally performed.

1.2.4

The gesture-speech relation

One of the central concepts of McNeill’s theory is the idea of synchronization
patterns (McNeill, 1992) between speech and gesture. McNeill identiﬁes three
8
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levels at which gestures seem to align with the verbal channel: at the level
of prosodic structure, at the level of meaning and at the level of pragmatic
functions.
Prosodic alignment: This pattern of alignment predicts that the stroke of
a gesture will precede or be synchronous with what McNeill calls the
“phonological peak syllable of speech” (McNeill, 1992, p. 26), and that
corresponds most likely to the nuclear stress of a sentence.
Semantic alignment: Semantic correspondence captures the fact that gesture and speech tend to express the same ‘idea’. Gestures augment
the content of speech by repeating or specifying the information already
present in verbal language.
Pragmatic alignment: The rule of pragmatic synchrony states that gesture
and speech “perform the same pragmatic functions” (McNeill, 1992, p.
29). Unfortunately it is not clear what McNeill means with ‘pragmatic
functions’, even though it seems he refers to the communicative goals of
the speaker.
The patterns are presented in McNeill (1992) as rules extrapolated from a
small number of direct observations, but in the recent years a good number of
experimental studies have been conducted that support the validity of McNeill’s
observations (see for example Loehr (2007) and Krahmer and Swerts (2007)
for prosodic synchrony and Özyürek et al. (2007) and Kelly et al. (2004) for
semantic synchrony). This thesis goes in the same direction and tries to provide
experimental evidence for (a speciﬁc interpretation) of the ﬁrst two rules.
In the next section I address the question of what representation is and how
it is expressed in iconic gestures.

1.3

Iconicity

The type of gestures that I will discuss in this book are called iconic because
they represent their referent in a way that allows listeners to relate the manual
movements to the referred entity, purely on the base of the physical properties
of the gesture. I will call this form of representation iconicity.
This particular form of ‘reference’, in particular in its expression in the
ﬁgurative arts, has stimulated a philosophical discussion on the nature of the
process of depiction. In this section I will brieﬂy sketch the main positions in
this debate and relate them to the speciﬁc interpretation of iconicity/depiction
employed in the present work. The main question addressed by the works
discussed is the one about the nature of representation, in particular what are
the condition that a (typically physical) object must satisfy to be considered a
representation of something else.
The simplest characterization of depiction is the one that equates representation with resemblance. An object depicts another object if the former
9
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resembles the latter. Resemblance in this case is usually interpreted as sharing
a number of characterizing properties, connected for example with the visual
perception of the object depicted.
However, this deﬁnition fails to satisfactorily constraint the notion of depiction. One of the most common criticisms to this approach (see for example
Goodman, 1976) is that the relation of resemblance is reﬂexive and symmetric.1
If we assume that representation is resemblance, it follows that every entity depicts itself and that a representation represents its subject and symmetrically
its subject represents the representation.
The reduction of representation to resemblance is also criticized for the lack
of constraints imposed on the notion of resemblance. The problem is connected
to the fact that most representations are more similar to each other than they
are to the depicted subjects, as they have in common more properties than each
one has with the object represented. Goodman (1976) goes as far as saying that
any entity resembles another entity in some respect, and thus concluding that
a theory of representation based on resemblance would imply that anything
represents anything else.
However, the major criticisms to the theory of representation as resemblance
have focused on the fact that the theory does not take into consideration the
role of the process of creation of a representation, nor the role played by the
audience of the representation in interpreting it. Abell (2005) and Blumson
(2009) discuss a reﬁnement of the resemblance based theory of representation
that tries to address this last criticism. Their approach can be summarized as
follows:
• the representation is created with the intention of representing another
entity,
• there is a relation of resemblance between the depiction and the entity
depicted,
• the intended audience of the depiction recognizes the resemblance and
the intentions or the goals that directed the creation of the depiction.
According to Abell and Blumson, only if all these three conditions are satisﬁed
the representation is successful.
A similar position is shared by the proponents of theories of representation
that assign a less predominant role or no role at all to resemblance. The
aforementioned Goodman (1976) proposes an interpretation of representation
in which resemblance is completely absent. The theory of Goodman is based on
the idea that representations are symbols that denote a certain thing in reality.
1 van Fraassen (2008) argues that in most cases the form of resemblance that is intuitively
associated with depictions is not reﬂexive and symmetric, at least with respect to relevant
properties of the entity depicted and the depiction. However the same author points out
that in principle it would always be possible to restrict the relevant property in a way that
would reduce the relation between depiction and subject of the depiction to a reﬂexive and
symmetric one.
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In this sense, they are completely equivalent to natural language words or other
forms of communicative signs: their function is that of referring or labelling
reality and their use is governed by cultural convention, what he calls a system
of symbols determining their syntax and semantics. Consequently the fact that
certain forms of representation display a resemblance with their referents, in
Goodman’s terms, is not a necessary condition for their being representations,
but rather it is a speciﬁc convention that characterizes them as speciﬁc forms
of representation. Moreover, according to Goodman, the speciﬁc shape that
resemblance takes in depictions is not an objective or universally recognizable
relation, but it is itself mediated by cultural convention.
A similar analysis is proposed by van Fraassen (2008). Van Fraassen, rather
than characterizing directly what a representation is, tries to identify the conditions that allow a representation to ‘represent’ successfully what it is meant
to represent. In particular, he does not exclude a priori the role of resemblance
as an objective relation in determining the success of some forms of representation. However, resemblance must be, as he says, selective: the properties
that are translated from the subject of the depiction to the depiction must
be in some way highlighted. Resemblance is not a necessary condition for representation, but, even in cases of representation not guided by resemblance,
the features that are used to characterize the artifact as a representation must
be highlighted. Regarding the way in which these features are highlighted,
van Fraassen seems to agree with Goodman (1976) in assuming that there are
systematic modes of transposing reality into a representation.
The presence of highlighted features that allow a (trained) observer to recognize the reference implied by the representation is not suﬃcient, in van
Fraassen’s analysis, to characterize a successful representation. According to
him, a successful representation must be embedded in a process that includes
a creator using or making the representation to represent something. This
representation must be additionally taken to refer to its subject.
In a sense, van Fraassen fuses the two previously introduced perspectives.
The resemblance based theories are reconciled with Goodman’s theory by making resemblance an optional (although often present) mean to communicate
the fact that an artifact represents something in the world. Resemblance is restricted by a selective process that identiﬁes some speciﬁc features and makes
them prominent in the artifact. The fact that resemblance is recognized by
the audience is due to the recognition of the intentions of the creator and the
knowledge about the way the resembling features are realized in the representation.
The concepts developed in the discussion about the nature of depictions
have been applied to the case of iconic gestures by Streeck (2008). Streeck’s
fundamental assumption is that iconic gestures are not diﬀerent from other
forms of representation and thus can be analyzed using the same conceptual
tools discussed above. In particular, Streeck’s analysis of representation in
gestures is based on Goodman’s theory. Therefore he rejects the assumption
that iconic gestures represent their referents by ‘looking like’ it. In his words:
11
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“The gesture is not like its referent, but rather shows what the referent is like”
((emphasis in the original) Streeck, 2008, p. 286). According to Streeck the
shape of a gesture is based on an active analysis of the object represented. The
analysis produces a representation that is capable of evoking in the observer
of a gesture the referred entity. According to Streeck, this eﬀect is obtained
by the fact that both the creator and the observer of a gesture are ‘tuned’ to
respectively produce and interpret gestures using a certain number of predeﬁned practices. These practices are comparable to the various techniques used
to obtain a similar eﬀect in the case of an artistic or scientiﬁc representation.
The inventory that Streeck proposes for the practices used in iconic gestures is
heterogeneous, with practices that present a more symbolic and probably culturally deﬁned character, such as the practices used to draw or model things
with hands, and other that are more connected to the shared embodied experience of reality, such as all the practices involving some form of enactment
of an action. Nevertheless, all practices share the property of selecting speciﬁc aspects of the referent that are reproduced in the gesture using predeﬁned
‘techniques’.
The notion of iconic representation, or iconicity, used in this book is similar
to the one employed by Streeck. The main diﬀerence between the two perspectives is one of emphasis, making the two analyses complementary: while
Streeck concentrates on describing the way in which certain properties are realized manually in the gestures, I will focus on the nature of the properties that
are commonly maintained in the gestural representation. In particular I try
to relate these properties to the referential content of the co-occurring verbal
segment.
The analysis of the referential meaning of gestures presented in the second
part of the book can be better framed in the context of van Fraassen’s approach to representation. Using van Fraassen’s terminology, I concentrate on
identifying the highlighted features that are reproduced in the gesture, without
focusing on the precise technique used to reproduce the property, but rather
concentrating on the ‘resemblance’ relation that it determines. In my analysis, resemblance will take an informational form: the gestural representation
determines a set of possible referents, together with the co-occurring verbal
segment, that restricts the class of available interpretations for the ongoing
communication. The informativity of the gesture is measured with respect to
the restriction it determines on the interpretation, with gestures identifying
a single referent being most informative/resembling more their referent, while
those identifying the entire domain of discourse, or equivalently no referent
at all, being almost uninformative or non-similar to their referent. Most importantly, informativity/resemblance is deﬁned completely on the basis of the
highlighted properties that are reproduced in the gestures.
In the second part of the book, I concentrate on those iconic gestures that
are used to describe spatial features of reality, and therefore the highlighted
properties will be spatial concepts. However, this approach to iconicity can be
extended also to other domains (as I will brieﬂy discuss in Chapter 7), using the
12
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same form of reasoning, but changing the nature of the properties reproduced
in the gestural representation.

1.4

Structure of the thesis

The thesis is structured as follows:
Chapter 2: in the second chapter I present two experiments investigating
the correlation between prosodic contour and gestures and its relevance in
the perception and interpretation of multimodal utterances. The results
clearly show that people possess a natural sensitivity to the alignment
of gestures with respect to the prosodic contour and that this sensitivity
is independent of other forms of alignment, such as semantic alignment.
This chapter already appeared in a similar form as Giorgolo and Verstraten (2008).
Chapter 3: this chapter is a short technical introduction to the main spatial
concepts employed in the rest of the thesis to characterize the meaning of
gestures. I will present three diﬀerent languages developed to represent
diﬀerent aspects of space and I will show how these languages provide us
the basic elements to represent space as iconic gestures do.
Chapter 4: this chapter describes the semantics for gestures proposed in
the thesis. The chapter concentrates on iconic gestures that depict reality
from an external perspective, focusing on the spatial properties of objects
and events. The semantics is introduced as an extension of Montague
semantics that couples the traditional entity-based frame of reference
with a spatial one. The chapter also includes the introduction of a logical
language created to describe spatial structures in a way that approximates
the form of iconicity observed in gestures.
Chapter 5: the ﬁfth chapter presents some additional considerations on the
interaction between verbal language semantics and gesture semantics by
analyzing at length two examples extracted from the SAGA Corpus. In
Chapter 5 I also compare my analysis with the few similar works present
in the literature.
Chapter 6: in this chapter I ﬁrst describe the implementation of the model
introduced in Chapter 4 in a prototype system capable of automatically
generating simple descriptions of spatial structures using both verbal language and gestures. I then describe two experiments that used the prototype to test a number of predictions based on the model of Chapter
4. The results suggest that the model captures the essence of gesture
meaning formation.
Chapter 7: the seventh chapter extends the semantic perspective taken in
the rest of the thesis to other forms of gesturing. In particular, I propose
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a number of tentative analyses of gestures that range from non-spatial
iconic gestures, to deictics and metaphorics, all based on some modiﬁcation of the full ﬂedged framework of Chapter 4. In this chapter, I
also discuss the possible relation between iconicity, as rigorously deﬁned
in Chapter 4, and the case of gestures accompanying coreferring expressions.
Chapter 8: the last chapter concludes the thesis by discussing possible continuations of the work presented and an hypothesis about the neural
reality of iconic spatial gestures.
Appendix A: Appendix A includes the graphs plotting the pattern of synchronization for the stimuli used in the experiments described in Chapter
2.
Appendix B: Appendix B presents the stimuli used for the ﬁrst experiment
presented in Chapter 6.

14

Part I

Temporal Alignment
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2

The perception of prosodic
synchronization
2.1

Introduction

ynchronization is an important concept in human communication. It has
S
deep eﬀects on the way we perceive a message. For instance, our perception
of speech is inﬂuenced by a properly synchronized visual stimulus, as Mcgurk
and Macdonald (1976) showed more than thirty years ago. Apparently we start
to rely on synchronization to interpret reality from the very early stages of our
life: Rosenblum et al. (1997) observed a ‘McGurk-like eﬀect’ in 5-month-olds.
Similarly, Hollich et al. (2005) showed that 7.5-month-olds use synchronized
audio-visual cues when ﬁltering target words in noisy environments. The intuition that temporal alignment plays an important role in human communication has been exploited also in gestural studies. The rule of prosodic alignment
clearly falls in the category of audio-visual synchronized behaviors.
However, the eﬀect of the prosodic alignment between speech and gesture
on the perception of multimodal utterances has not been precisely measured
yet. In fact, while the literature on the semantic alignment between speech and
gesture includes both descriptive studies of gesture production and psychological experiments about the comprehension of gestures, in the case of the relation
between prosody and manual activity the few published works are restricted to
the analysis of small corpora. The experiments described in this chapter try to
ﬁll the gap, and provide additional evidence for the hypothesis that gestures
are aligned with the prosodic structure of the accompanying speech and that
this alignment is relevant in the interpretation of a multimodal message.
To reach our goal, we designed two behavioral experiments based on a
‘violation’ paradigm. The idea is to exploit those parameters which we assume
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are used by the subjects during the cognitive task. By changing the values of
these parameters from a maximally acceptable value to highly deviant ones, we
expect a corresponding change in the response of the subjects. In our case the
parameter under investigation is the temporal alignment between gesture and
speech, so the stimuli will comprise a hierarchy of diﬀerently aligned audiovisual clips. The responses of the subjects should change accordingly.
We can schematically summarize the rationale behind the experiments with
the following (abductive) reasoning:
• we know that addressees are sensitive to synchronization/temporal alignment of audio and visual stimuli (Mcgurk and Macdonald (1976); Krahmer and Swerts (2007)),
• we know that addressees are continuously exposed to multimodal input
and use the two channels for their communicative goals (both producing
multimodal utterances and perceiving them),
• we know that prosody patterns quite regularly with gestures (at least at
the level of pitch accents and strokes, and, to a less extent, at level of
gesture phrases and intermediate phrases, see Loehr (2004)),
• assuming that one of the parameters for well-formedness in the case of
multimodal utterances is the temporal alignment between prosodic ‘movement’ and manual activity,
• then, we can expect that addressees will be sensitive to not properly
prosodically aligned multimodal utterances and will rate them as illformed.
In other words, our hypothesis is that speech and gesture integration relies on
prosodic and kinematic cues, similarly to the cross-modal temporal integration
described in the literature.
The chapter is structured as follows: Section 2.2 describes the experiments
in detail, justifying some choices made to adapt the general violation paradigm
to the speciﬁc case under discussion, Section 2.3 summarizes the results and
the statistical analyses performed on them and ﬁnally in Section 2.4 we propose
our interpretation of the results.

2.2

Experiments

We describe two experiments that address the question regarding the role of
prosody in the perception and integration of speech and gesture.
The ﬁrst experiment was designed to test a precondition for the second experiment. As previously said, addressees should be sensitive to the temporal
alignment of the audio and visual channels. This is a known fact only as far as
facial stimuli are concerned, while in the case of gestures no data is available.
Our experiments are aimed at ﬁnding evidence for the fact that the same type
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Figure 2.1: Sample frame from the original recordings. The pixelization is used
here to protect the subject‘s identity.

of sensitivity applies also for the case of manual gesture. The ﬁrst experiment
tests the assumption that temporal alignment matters also for speech and gesture stimuli. Participants were presented with audio-visual stimuli displaying
diﬀerent alignments between the audio and the video channels and were asked
to judge the naturalness of the alignment.
The second experiment is aimed at answering the main question: is prosody
relevant for speech and gesture integration? We isolated the contribution of
prosody from any other parameter that may take part in the integration process
(mainly semantic cues), and asked our subjects to give a judgement in a setting
similar to the ﬁrst experiment.

2.2.1

Materials

Data collection
The stimuli used in both experiments were extracted from audio-visual recordings of dyadic conversations. The content of the conversation was elicited by
showing one of the two participants (the ‘narrator’) a short cartoon and the task
was to narrate it to the other participant (the ‘listener’). All the participants
were native Dutch speakers and each pair was formed by people well acquainted
with each other. Only the ‘narrator’ was video recorded, using an almost frontal
perspective (see Figure 2.1). The audio was digitally recorded with a general
purpose microphone in a sound proof environment. The equipment used for the
video recording was a consumer miniDV camcorder (25 frames per second). In
total 7 pairs (2 female and 5 male ‘narrators’, average age 31.14) were recorded
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Figure 2.2: Sample frame from the clipped videos.

for a total of 37 minutes of conversation.
Data preparation
27 utterances were manually selected from the recordings. 21 utterances were
selected as containing gestures (target clips), while 6 were selected as control
clips for the absence of hands movements (control clips). The following criteria
were used for the selection:
• each selected clip is a complete linguistic utterance formed by one or more
sentences,
• target clips were selected for the presence of one, maximum two iconic
gestures, surrounded by conversation fragments during which the hands
of the speaker were more or less static. Similarly, control clips were
selected for the absence of manual movements before, during, and after
the utterance. See Appendix A for an overview of the correlation between
manual activity and a single predictor of phrasal stress (amplitude) in the
selected clips.
The resulting clips had diﬀerent lengths, ranging from 1625ms to 10025ms, with
an average length of ∼ 5 seconds, for a total of 140 seconds. Each stimulus
was then clipped so that only the torso of the ‘narrator’ was visible (see Figure
2.2).
Finally, 9 diﬀerent stimuli clips were generated from each clip by applying
a delay to the video channel (243 stimuli in total):
• 9 diﬀerent delays were employed: -1000ms, -750ms, -500ms, -250ms, 0ms,
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250ms, 500ms, 750ms, 1000ms1 . The choice of a delay step of 250ms was
primarily dictated by the average word length in our data (259ms), a
parameter that can be used for a rough but simple sentence segmentation
strategy. Notice that in the target clips the gesture was still visible in all
delayed versions.
• The audio of the original 27 clips was kept constant while the video was
temporally shifted ‘to the left’ for negative delays (i.e. video presented
before the original time position) or ‘to the right’ for positive delays (i.e.
video presented after the original time position).
The clips were further modiﬁed on for the second experiment by replacing
the original audio with a synthesized version. The synthesized version was
meant to isolate the prosodic components of the recorded utterance. This was
achieved by automatically extracting the pitch and the amplitude contour.2
The results were then manually checked and corrected. The contours obtained
with this procedure were used to synthesize a ‘humming’ version of the utterance. This was done to obtain a copy of the original stimulus, from which all
the linguistic information (with the exclusion of suprasegmental features) had
been ﬁltered out.

2.2.2

Experiment A: design

The setting of the experiment was straightforward: each subject was presented
with each one of the 243 clips and was asked to judge if the clip was synchronized
or not. All 243 clips were rated this way. The participants were told that the
alignment of the audio and the video channel had been randomly changed and
their task was to determine whether a clip appeared synchronized. They were
naive as to the purpose of the experiment and there was no reference to the
notion of gesture in the instructions. The sequence of stimuli was randomized
to avoid order eﬀects. Each subject completed the experiment in ∼ 1 hour with
a possible break after about 30 minutes.
We tested 19 participants (2 males, 17 females, mean age 22.26) for experiment A. The participants were recruited among bachelor students and were
paid e 7 for participating. We collected in total 4617 judgments.

2.2.3

Experiment B: design

In the second experiment, the participants were asked to compare two clips
obtained from the same original conversation fragment and to determine which
1 We will use the word delay to indicate any measurement of alignment between two
channels, using positive values for what is usually meant with delay and negative ones in the
opposite case.
2 We used the tool Praat (Boersma and Weenik (2008)) for the phonetic manipulations.
For the pitch contour only the fragments with glottal pulses were considered, defaulting the
value of the extracted contour to 0 in the remaining fragments. This was done in order to
maintain the rhythm of the original utterance.
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one of the two looked more natural. Again, the participants were naive as to
the goal of the experiment, and the notion of gesture was not introduced in
the experiment instructions. The participants were presented with an initial
random pair of clips taken from the same fragment. The clip selected by the
subject was retained and later presented together with a clip randomly chosen
among the remaining ones. The clips from diﬀerent fragments were randomly
interleaved to avoid artiﬁcial eﬀects resulting from a speciﬁc sequence. In total,
216 pairs were presented, for a total of 432 clips.
We tested 48 participants (7 males, 41 females, mean age 21.27). Again, the
participants were recruited among bachelor students and were paid e 7. We
collected a total of 1296 judgments (each participant expressed 27 judgements,
corresponding to the preferred alignments for each original clip).

2.3
2.3.1

Results
Experiment A

The results of the ﬁrst experiment are plotted in ﬁgure 2.3. The nine delays are
plotted on the horizontal axis, while the vertical axis represents the distribution
of the average number of accepted clips for each delay, where accepted means
that the subject judged the clip synchronized. The scale on the vertical axis
goes from 0 (no clip accepted) to 21 (all clips accepted). The shape of the graph
clearly shows that there is a signiﬁcant eﬀect of the speciﬁc delay on the number
of clips considered as synchronized. A one way analysis of variance (ANOVA in
the remainder) performed by taking the delay level as the independent variable
and an acceptance score, corresponding to the number of accepted clips, as the
dependent variable conﬁrms this result [F (8, 162) = 23.02; M SE = 15.01; p <
2.2e − 16].3 Figure 2.4 shows the rate of acceptance for the control clips. In
this case we did not ﬁnd a signiﬁcant eﬀect of delay on preference ([F (8, 162) =
1.06; M SE = 2.40; p = 0.3984]).
We also performed a Tukey HSD pairwise comparison among the diﬀerent
delays (a short summary of the results is presented in table 1). This analysis
shows a symmetric pattern in the response: preferences for inverse delays (e.g.
−250ms and 250ms) are not signiﬁcantly diﬀerent. At the same time we can see
that a diﬀerence between of 250 milliseconds is not signiﬁcant for the response
recorded. On the other hand, diﬀerences ≥ 500ms are highly signiﬁcant.

2.3.2

Experiment B

Figure 2.5 shows the results for the second experiment. As it was the case for
Experiment A, the preferences peak is centered around the null delay. However,
in this case the pattern of preference is much more concentrated around the
3 In this and the following analyses we consider a signiﬁcance level of 0.001. Such a low
signiﬁcance level is justiﬁed by the high number of observations and it is further supported
by a pairwise comparison among the delays, which shows no signiﬁcant diﬀerence.
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Figure 2.3: Mean acceptance over the diﬀerent delays for target clips in Experiment A. The dotted line represents the level of a random response.

    








     

























Figure 2.4: Mean acceptance over delays for control clips in Experiment A.
The dotted line represents the shape of a completely random response.
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Compared delays

p-value

-1000ms : -750ms

0.4812351

-1000ms : -500ms

0.0001147

-1000ms : -250ms

∼0

-1000ms : 0ms

∼0

-750ms : -500ms

0.1484447

-750ms : -250ms

0.0000001
∼0

-750ms : 0ms
-500ms : -250ms

0.0161005

-500ms : 0ms

0.0009160

-250ms : 0ms

0.9968620

Table 2.1: Results of a Tukey HSD test comparing the diﬀerent delays in
the ﬁrst experiment. We present only the comparisons for negative delays as
the positive ones present a specular pattern of signiﬁcance, i.e. comparisons
between opposite delays (e.g. -250ms and 250ms) are non-signiﬁcant and the
remaining ones can be extracted from the table by dropping the minus sign.

center, while all the other delays present a similar degree of acceptance below
the chance level. Performing an ANOVA to test the eﬀect of the delay on the
preference shows again a highly signiﬁcant eﬀect ([F (8, 423) = 18.21; M SE =
2.16; p < 2.2e − 16]). However, the result of a Tukey pairwise comparison
between the delays is more interesting: the only signiﬁcant diﬀerence can be
observed between the null delay and other delays (p-value =∼ 0).
As was the case in Experiment A, the results for control clips support
the hypothesis that the participants correlated prosodic cues with hand movements: the result of an ANOVA analysis ([F (8, 423) = 2.59, M SE = 0.645; p =
0.009133]) shows no signiﬁcant eﬀect of the delay on preferences (see Figure
2.6).
The design of the second experiment allowed us to check also for the presence of a learning eﬀect during the test. We considered the number of correct
judgments for each trial. A judgment was considered ‘correct’ if the absolute
value of the selected delay was smaller or equal to the absolute value of the
discarded delay. It is clear from the graph (see Figure 2.7) that there was no
learning eﬀect during the experiment.
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Figure 2.5: Mean preference over delays for target clips in Experiment B. The
dotted line represents the shape of a completely random response.

  

  







     





 



















Figure 2.6: Mean preference over delays for control clips in Experiment B. The
dotted line represents the shape of a random response.
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Figure 2.7: Eﬀect of time on performance in Experiment B. The series of stimuli
is represented on the x-axis, while the level of correct answers per stimulus is
represented on the y-axis.

2.4

Discussion

While it is widely accepted that speakers tend to produce speech and manual
gestures following some pattern of synchronization, the observable parameters
determining this intuition are still unexplored. This is a direct consequence
of the diﬃculty of studying large amounts of multimodal data directly, given
the lack of automatic techniques for annotating it and the extreme slowness of
manual annotation. In this study, we tried to shed some light on this topic by
taking a diﬀerent perspective. Listeners/viewers are sensitive to synchronization/temporal integration and are continuously exposed to multimodal input
in everyday life. Therefore, it seems reasonable to hypothesize that they are
sensitive to ill-formed multimodal input if the ill-formedness is caused by asynchrony. With the two experiments described here, we attempted to show that
listeners/viewers are sensitive to temporal integration in the case of manual
gestures and that a parameter they may rely on is, among others, the prosodic
contour of verbal utterances.
Experiment A was designed to actually test the ability of listeners/viewers
to temporally integrate manual gestures and verbal utterances. We found that
variations in the alignment between the verbal and the gestural channel produce
26
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a noticeable change in the judgments of acceptability of our participants. The
fact that this eﬀect is not present in the control clips assures us that participants
used manual gestures as a parameter to form their judgments. This result is not
surprising, and can be well explained as an appropriate perception of patterns
that are present in the surface expression of multimodal utterances (Kendon
(1972); McNeill (1992); Loehr (2004)). Not surprisingly, the delays that present
a preference above the chance level are concentrated around the 0ms delay and
span in total 500ms. In general, we observed a signiﬁcant change in the level
of preferences only when the diﬀerence between two alignments is ≥ 500ms.
This result is particularly interesting if we compare it with the picture that
emerges from Experiment B. First of all, the distributions of preferences in
the two experiments have a rather diﬀerent shape. Even if the mean values
and the standard deviations are quite similar (mean=5.65ms, standard deviation=533.815ms in the distribution represented in Figure 2.3, mean=44.39ms,
standard deviation=589.612ms in the case of the distribution of Figure 2.5),
the results of Experiment B present a much more accentuated peak, and as we
saw, only the null delay reaches a level above the chance level.
One possible reason for the diﬀerence between the responses in the two experiments can be identiﬁed with the diﬀerent design of the two experiments.
Participants of the ﬁrst experiment could accept more than one delay for each
utterance, while in the second experiment they were forced to select only one
delay for each original fragment. The fact that yes/no tasks, such as the ﬁrst
experiment, produce a lower performance with respect to two alternative forced
choice experiments is well known in psychophysics and detection theory (Chapter 7 Macmillan and Douglas Creelman, 2005). However, it is diﬃcult to explain
the results presented here as it is normally done in detection theory, mainly
because the second experiment does not ﬁt completely the template of an alternative forced choice design.
More tentatively, we could interpret this particular diﬀerence between the
results as suggesting the existence of a sort of ranking among the parameters
that determines the felicitousness of a multimodal utterance. If we accept that
the synchronization patterns described in the literature (McNeill (1992)) are
in some way reﬂected in the perceptual process, then we could explain the
diﬀerence between the two responses as a higher ranking of semantic alignment
with respect to prosodic/kinematic alignment. In other words, the ‘larger’ peak
we observe in the case of Experiment A could be caused by a semantically based
judgement overriding a prosodically based one: the target gesture is in the
vicinity of its semantic correlate (the 500ms time window spans over only two
words) and thus, even if the gesture is not perfectly aligned from the prosodic
point of view, the combination is accepted.
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2.5

Summary

The chapter presented two experiments aimed at investigating the perception
of the synchrony between verbal language and manual gestures. In particular,
we investigated the formation of a judgement of ‘well-formedness’ in relation
to a multimodal utterance with respect to the prosodic contour of the verbal
component of the utterance and the kinetic pattern of the hands. Our results
suggest that such a judgement is based on a natural processing faculty possibly akin to the one at play in the synchronization of more tightly connected
audio-visual phenomena (e.g. the relation between speech and visible articulators). This suggests an underlying process that treats gesture and speech as a
uniﬁed phenomenon. Moreover, the results suggest that the judgement about
synchronization is not limited to the level of prosodic and kinetic structure, but
it incorporates also information connected to more ‘high-level’ processes such
as the interpretation of the multimodal utterance.
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Hands and Space
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In this second part of the book I will analyze the alignment between the
information conveyed by speech and the information conveyed by gestures.
The assumption here is that gestures have a meaning. This has been the
foundational hypothesis of much work in gesture studies, both in the descriptive (McNeill, 1992; Kendon, 1994; Haviland, 1998; McNeill, 2005) and formal
(Sowa, 2006; Kopp et al., 2008; Lascarides and Stone, 2009a) traditions, and it
has been supported by evidence in a number of cognitive and neuro-cognitive
studies (Hadar et al., 1998b,a; Hadar and Krauss, 1999; Beattie and Shovelton, 1999; Kita and Özyürek, 2003; Kelly et al., 2004; Wu and Coulson, 2005;
Willems et al., 2006; Cocks et al., 2007; Özyürek et al., 2007; Holle and Gunter,
2007; Wu and Coulson, 2007).
The central topic of this part of the book is the deﬁnition of a precise
and adequate semantics for iconic gestures. I will argue that the way iconic
gestures express a meaning can be understood as a process that goes through
the following steps:
• the gesture is mapped to an abstract spatial conﬁguration, which corresponds to what a listener sees in the movements of the hands,
• the abstract spatial conﬁguration is used to construct a class of possible referents for the gesture, which corresponds to the class of all spatial
structures that are iconically equivalent to the abstract spatial conﬁguration,
• the resulting reference is then intersected with the spatial projection of
the meaning associated with the co-occurring verbal expression.
The central concept of this process is the relation of iconic equivalence. Chapter 3 and a great part of Chapter 4 are devoted to a rigorous deﬁnition of this
relation, but intuitively this form of equivalence can be understood as a relation similar to the one that connects the London Underground to its famous
map. As the map of the network of rails and stations sacriﬁces geographical
accuracy for a simpler but clearer representation, that in any case satisﬁes the
needs of the traveller, in the same way we will see that gestures oﬀer a simpliﬁed representation of reality that reproduces only a small number of relevant
properties.
Chapter 4 is also devoted to the analysis of the compositional process that
allow gestures to become part of the meaning associated with the verbal expressions they accompany. The analysis is expanded in Chapter 5, where we
consider realistic examples of iconic gestures that highlight the deep connection
between the semantics of verbal language and the semantics of gestures.
In Chapter 6, the theory is tested by means of a number of cognitive experiments that, beside validating the core hypotheses of the theory, allow us to
show its suitability for a software implementation.
Finally, Chapter 7 broadens the horizon of the analysis by considering other
forms of gestures.
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3
Spatial preliminaries

3.1

Introduction

e start by presenting an intuitive analysis of a typical iconic gesture. From
W
the analysis we extrapolate a list of spatial properties that are preserved
in the representation of reality that gestures oﬀer. We then introduce three
well known languages that provide us with the expressive means to characterize
some of these properties. The remaining properties will be addressed in the
next chapter.
After introducing the example that guides the discussion, we brieﬂy discuss
topology. With topology we will introduce the idea that it is possible to analyze
space by concentrating on speciﬁc properties while disregarding others. In the
case of topology the only relevant property will be continuity. In Section 3.4
we present the language of mereotopology. This second language will extend
the expressive power of topology allowing us to talk about parthood and to
reﬁne the notion of continuity. Finally, in Section 3.5, we present a group of
languages that, rather than representing an increase in expressivity with respect
to mereotopology, focus on the precise deﬁnition of similarity between spaces.
While in the rest of the thesis we will not use exactly the same deﬁnition of
similarity, we will borrow much of the concepts presented there when deﬁning
our own notion of spatial equivalence.

3.2

Spatial properties emerging from gesture

It is a common assumption in the literature on gestures to think of iconic
gestures as a visualization of the mental imagery the speaker has of the situation
described in a particular communication (McNeill, 1992). The mental imagery
is usually intended as being richer than the resulting representation (some
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Figure 3.1: A gesture depicting the wings of a town hall. [V5 — 00:02:30.308
– 00:02:33.468] (The SAGA corpus clips will be identiﬁed in the thesis by an
ID referring to the original video ﬁle and by the initial and ﬁnal time indices
of the video sequence.).

physical properties, such as colors, are not conveyable with the use of the
hands). Nevertheless, the resulting representation is considered as reproducing
to a certain degree the physical reality. However, as it is evident from a brief
observation of gestural depictions, the reproduction is far from being perfect. In
particular, if we consider the amount of properties we can attribute to a spatial
entity, it becomes clear that the reproduction of reality oﬀered by gestures is
usually a simpliﬁcation that preserves only speciﬁc properties of the referent of
each gesture.
In this section, I will analyze an iconic gesture and try to isolate the properties that emerge as relevant in the representation that the gesture gives of
reality.
The example is extracted from the SAGA corpus. The speaker is describing
the U-shaped town hall of a virtual city and, in the fragment under discussion,
he is focusing on the lateral wings of the building. The gesture, shown in
Figure 3.1, provides a wealth of information about the spatial conﬁguration of
the wings: the wings are visualized as two parallel parallelepipeds, roughly of
the same size, placed on the horizontal plane, separated by some space and
positioned in a such a way that each one is the symmetrical image of the other
with respect to an axis running in the middle of the separating space, parallel
to the two regions.
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The gesture conveys information regarding shape, orientation, relative position of objects, contact relations (or absence thereof) and other similar form of
spatial qualities. If we want to formally reproduce the richness of the intuitive
interpretation of similar gestures, we need a language capable of expressing
all these properties in a uniform way. However, we also need to calibrate the
expressive power of the language we are designing. Iconic gestures are not a
perfect reproduction of reality. For instance, the precise distance between two
objects, or the exact position of an entity with respect to another one are all
types of information that are only approximated in gestures. For these reasons
a language such as the one of analytic geometry would be a poor choice for
our purposes: while analytic geometry is expressive enough to represent all the
properties inferable from the informal interpretation of the town hall gesture,
it also ‘imposes’ precise measurements on the regions modelled by the hands.
This would make it diﬃcult to relate the gesture to its referent in terms of
preservation of spatial properties. First of all we would have to consider a scale
invariant version of geometry (i.e. projective geometry), given that the exact
dimensions of the building are obviously not reproduced in the gesture. Even so
the gesture would fail to be spatially equivalent to the referred building in this
weaker theory, as the ratio between the length of the wings and their distance
would not be correctly reproduced in the gesture.
Beside the issue of obtaining an expressive power similar to the one observed
in gestures, there seems to be a pre-theoretical opposition between space as
shaped by gestures and space as represented in many mathematical theories.
In fact, theories like geometry employ points as units of representation of space,
while in the case of gestures, possibly due to our concrete perception of space,
the atomic unit of space denotation is the extended region. Consequently, I will
focus in the discussion on theories that consider regions as the minimal unit of
analysis.
In what follows, I will independently introduce some formal languages to
talk about space and try to assess their expressiveness with respect to the properties listed above. While none of the languages presented here will represent
a suﬃciently expressive language, they introduce relevant concepts that will
form the base of a better suited language presented in the next chapter.

3.3

Elementary Topology

The ﬁrst language discussed will provide us with a very restricted form of
expressiveness. We will just be able to represent the fact that two regions are
connected or disconnected. However, the shift in focus that topology introduces
with respect to more traditional perspective on space justiﬁes its discussion.
The central concept of topology is continuity. This means that the only
relevant diﬀerences from a topological point of view are discontinuities (or
holes) in space. All the other properties (such as shape, position, orientation)
are not taken into account by topology. This section introduces just a minimal
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Figure 3.2: Königsberg seven bridges (taken from Euler, 1741, p. 128)

number of topological concepts and it does so in a very simpliﬁed fashion. The
presentation is based on Wall (1972).
We start our brief overview of topology with the famous Königsberg bridge
problem or the Seven Bridges of Königsberg. This problem is an early example
of a restricted sub-ﬁeld of topology (the topology of graphs). Its discussion is
relevant in this context because it clearly shows what we mean when we say
that topology concentrates only on continuity and abstracts away from other
spatial properties.
The Seven Bridges problem was solved by the Swiss mathematician Leonhard Euler in 1741 (Euler, 1741). The problem is quite simple: the city of
Königsberg is set on the river Preger and includes two islands, and in Euler’s
time the river was crossed by seven bridges connecting the banks and the islands in the way show in Figure 3.2 (the islands are the two land masses labelled
A and D). The problem consists in ﬁnding a route that starting on one of the
banks or on one of the islands crosses all the bridges only once and ends at the
starting position. Euler showed that there is no such route. Euler understood
that the only relevant information for the analysis of the problem is represented
by the connections between the diﬀerent land masses. The bridges represent
the points of continuity (or contact) between the land masses, here considered
as abstract spatial regions. Euler reduced the problem to ﬁnding a circular
path in the graph1 shown in Figure 3.3 such that each node is visited only
once. Euler’s analysis of the problem introduced the idea that core properties
of Euclidean geometry, like distance and relative position, or of a vector space,
like absolute position, are not relevant when we are interested in the network of
connections between a group of regions. In the case of the Seven Bridges only
the origin and destination of the connections and the number of connections
between two places contribute to the description of the relevant spatial conﬁguration. What Euler did was decoupling spatial analysis from geometrical or
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A

D

B
Figure 3.3: Graph representation of the seven bridges of Königsberg

analytical analysis.
In the same way, topology starts with the familiar concept of continuity
(as deﬁned in calculus in terms of measurable intervals) and then shows how
this same concept can be expressed starting from more abstract and ‘qualitative’ primitives. I will follow this line of reasoning in my presentation by ﬁrst
introducing continuity and related concepts in the context of metric spaces,
and then by showing how these deﬁnitions can be decoupled from the metrical
component.
We deﬁne a metric space as a set S of points together with a function
δ : S × S → R called a metric and satisfying the following conditions:
1. δ(x, y) ≥ 0 and δ(x, y) = 0 if and only if x = y, for all x, y ∈ S,
2. δ(x, y) = δ(y, x), for all x, y ∈ S,
3. δ(x, y) + δ(y, z) ≥ δ(x, z).
An example of a metric space the reader will be familiar with is Rn equipped
with the standard Euclidean distance between points x = (x1 . . . xn ) and y =
(y1 . . . yn ) deﬁned as:

 n

 (xi − yi )2 .
i=1

Another example of a metric on R is the so called Chebyshev distance, deﬁnable
on the base of the Euclidean distance for n = 1:
δ((x1 , . . . , xn ), (y1 , . . . , yn )) = max(|x1 − y1 |, . . . , |xn − yn |) .
1 The

network represented in Figure 3.3 is what is normally known as a general graph, as
it contains parallel edges.
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Figure 3.4: Open balls for diﬀerent metrics in R2

Another metric similar to the Chebyshev distance is the Manhattan or city
block distance, which can be deﬁned for R as:
d((x1 , . . . , xn ), (y1 , . . . , yn )) =

n


|xi − yi | .

i=1

We then introduce the concept of an open ball of radius r centered at point
x as the set of all points whose distance from x is smaller than (but not equal
to) r, or formally:
B(x, r) = {y ∈ S|d(x, y) < r} .
For example, in R2 the open balls for the standard Euclidean distance, the
Chebyshev distance and the Manhattan distance result in the shaded regions
represented respectively in Figures 3.4a, 3.4b and 3.4c.
We say that a set X ⊆ S is a neighborhood of a point x if for some r we
have that B(x, r) ⊆ X. A set X is called open if it is a neighborhood of each
of its points. It follows that for every space S the sets ∅ and S are open, the
intersection of two open sets is open and the union of arbitrarily many open
sets is open. We now connect the concept of open set to the idea of continuity.
In analysis a function f from space X to space Y is said to be continuous at
point x ∈ X if, given a real number α > 0, there is some real number β > 0
such that if x ∈ X and δ(x, x ) < β then δ(f (x), f (x )) < α. A function
f : X → Y is said to be continuous if it is continuous at each point of X. It
is possible to show that f : X → Y is continuous if and only if for any set O
open in Y , f −1 (O) is open in X.
We can now deﬁne the notion of homeomorphism:
Deﬁnition 1. A continuous bijection f from a space S to a space R such that
also f −1 is continuous is called a homeomorphism, and S and R are said to be
homeomorphic.
Homeomorphic spaces are topologically indistinguishable. For example con-
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Figure 3.5: Unit circles for diﬀerent metrics in R2

sider the unit ‘circles’ centered at point x2 shown in Figure 3.5: from a topological point of view they are “equal” because they are homeomorphic. It is not
diﬃcult to show it using analysis. Consider them as embedded in R2 equipped
with the Euclidean metric centered at the origin and assume r = 1. Then we
can deﬁne two mappings f from the open ball in 3.5a to the open ball in Figure
3.5c and g from the open set in 3.5c to the open set in 3.5b as follows:


x
y
,
f (x, y) =
|x| + |y| |x| + |y|


2(x cos( π4 ) − y sin( π4 )) 2(x sin( π4 ) + y cos( π4 ))
√
√
,
g(x, y) =
2
2
The maps are continuous, and so are their inverse and their compositions, and
we can therefore say that the spaces are homeomorphic. The three regions, that
are the ‘same’ in a metric space only because they are instances of the concept of
a unit circle, but that are still diﬀerentiated by the underlying metric, become
eﬀectively indistinguishable from a topological perspective because they can be
transformed into each other via a continuous map.
It is possible to deﬁne a homeomorphism by completely ‘forgetting’ the
metric δ. The alternative is to work directly with open sets. In this way we
move from metric spaces to topological spaces. A topology is then deﬁned as
a set of points X and a family T of subsets of X, called the open sets of X,
satisfying the following conditions:
1. ∅ ∈ T and X ∈ T ,
2. T is closed under arbitrary union,
3. T is closed under ﬁnite intersection.
We can now check that if we take X = Rn and T to be the set of open sets
according to a metric δ, we obtain a topology, the so called metric topology.
unit circle centered at a point x is deﬁned as the set of points whose distance from x
is 1 in the metric under consideration.
2A
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However, this is not the only topology we can deﬁne starting with Rn . For
instance, for any set X we can construct the discrete topology over X by taking
T = P(X).
Open sets are suﬃcient to deﬁne continuity in a general way, such that the
new deﬁnition is equivalent to the familiar one.
Deﬁnition 2. Let X, T and Y, U be topological spaces, then a mapping
f from X to Y is said to be continuous if and only if f −1 (O) ∈ T for every
O ∈ U.
It is not diﬃcult to see that this deﬁnition corresponds to the classical idea of
continuity in the case of a metric topology. The deﬁnition of a homeomorphism
remains the same.
There are other topological concepts we will refer to in what follows. The
concept of open sets has as a natural symmetric analog, the concept of closed
set. A subset C of a space X is closed if and only if there is an open set
O ⊆ X such that C = X − O. Notice that some set like X and ∅ are both open
and closed at the same time. With the concept of open and closed set we can
identify some speciﬁc ‘parts’ of a set. Given a set A ⊆ X, we call the interior
of A the set Int(A), formed by the union of all the open sets contained in A.
The set of points that are not the interior of A nor of X − A are called the
frontier of A. The set formed by the intersection of all closed sets containing
A is called the closure of A and written Cl(A). The closure of a set A is equal
to the union of the interior and the frontier of A. We call a set A such that
A = Int(Cl(A)) regular open and similarly a set A such that A = Cl(Int(A))
regular closed. Intuitively, open regions are regions that do not contain their
frontier. They contain all the points that are inﬁnitely close to the frontier but
not those on it. Closed regions instead include also their frontier.
We can try to apply the vocabulary of topology to the space described by
the town hall gesture. The preservation of spatial information is expressed
in topology in terms of homeomorphic mappings between spaces, which in
turn means that the gesture can be considered to refer to all the spaces that
are homeomorphic to it. Without entering in the technical details of such an
analysis, the gesture would be characterized as referring to all those building
whose wings are separated by an ‘empty’ space, while those whose wings are
essentially a single unit would not be part of the set of possible referents for the
gesture. However, topology cannot distinguish between buildings with cubic
rather than cylindrical wings, nor between buildings whose wings form an angle
rather than being parallel.
Nevertheless, describing a space with the language of topology, with its
mixture of set theory and topological concepts, becomes soon impractical, especially if we want to work with these representations in a computational setting. In particular, we are interested in determining if a particular description
of a space also applies to another one (in this way we can decide if the two
spaces are indistinguishable). In other words we would need to deﬁne a precise
formal semantics that tell us if a particular sentence expressed in the language
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of topology is true for a speciﬁc space. This brings us in the realm of formal
and logical languages. In the next section we discuss a language based on ﬁrst
order logic that satisﬁes our needs.

3.4

Mereotopology and connection logics

As Whitehead (1929), Clarke (1981) and Asher and Vieu (1995) among others
notice, the problem with topology and other point based geometries is that
mathematical points do not seem to have any cognitive correlate in the mental
representations of space. Extended three dimensional spatial regions are more
likely candidates as primitives for a theory that aims at providing a formal
characterization of space as it is represented in the mind. Such a theory would
be deﬁned in terms of relations among regions, and would allow us to reproduce more naturally the segmentation of space in distinguished regions that we
observe in natural language and gestures. Mereotopology goes in this direction
and combines a ‘quasi-set theory’, mereology, or the theory of parts, with the
topological concepts explored in the previous section.
The classical mereotopological language is a ﬁrst order language whose domain is the set of open or closed regions of a space (typically the regular
open/closed sets and usually excluding the empty region). The language is
equipped with a single binary predicate C, interpreted as the relation holding
between two connected (or in contact) regions. The interpretation of the C
relation is far from being trivial. The cognitive and philosophical implications
of a deﬁnition of C are far reaching (for a discussion of the philosophical implications of diﬀerent deﬁnition of C see Varzi, 2007). In what follows, I assume
some purely mathematical deﬁnitions of C that are plausibly compatible with
our cognitive representation of contact, and that correspond to the notion of
continuity discussed in the previous section.
If we choose the set of regular open regions as the domain of the language,
then we can deﬁne C as follows:
C(x, y) if and only if Cl(x) ∩ Cl(y) = ∅ .

(3.1)

In words, two regions are connected either if they overlap of if they are so ‘close’
that the set of points close to both is not empty. Consequently, if we choose
the set of regular closed sets as domain, the C is deﬁned as follows:
C(x, y) if and only if x ∩ y = ∅ ,

(3.2)

given that for any regular closed set x we have that x = Cl(x). The relation
C is required to satisfy the following axioms:
∀x.C(x, x)
∀xy.C(x, y) → C(y, x)
∀xy.(∀z.C(z, x) ↔ C(z, y)) → x = y
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(3.4)
(3.5)
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The ﬁrst two axioms state that C is reﬂexive and symmetric, while Axiom 3.5
states that if two regions are in contact with exactly the same regions they
are the same region. What this roughly means is that two diﬀerent regions
cannot occupy the same space, or equivalently we cannot give two names to
the same region. Notice that this last axiom is not a deﬁnition of logical equality. It is possible to strengthen this last axiom changing the implication in an
equivalence. In this alternative theory two entities are the same if and only
they occupy the same space. We will follow this second option in the design of
our language in the next chapter, as it seems in line with our intuitive understanding of spatial reality, but here we follow the standard characterization of
mereotopology.
The predicate C is suﬃcient to deﬁne a large number of additional predicates that express various mereological and topological properties. In particular, it is possible to express the concept of being a part of in terms of C:
x ⊆ y ≡def ∀z.C(z, x) → C(z, y) .

(3.6)

The stronger relation of being a proper part of is deﬁned between two regions
if the ﬁrst one is part of the second but not vice versa:
P P (x, y) ≡def x ⊆ y ∧ ¬y ⊆ x .

(3.7)

From a topological point of view, the predicate ⊆ allows a reﬁnement of the
notion of contact. The ﬁrst new topological relation we introduce is the one of
overlap, represented by the binary predicate O, and deﬁned as follows:
O(x, y) ≡def ∃z.z ⊆ x ∧ z ⊆ y .

(3.8)

The other topological relations we cover are those deﬁned by the Region Connection Calculus, introduced by Randell et al. (1992) and now a standard in
the literature about spatial reasoning. The relations cover all the possible conﬁgurations obtainable with two regions with respect to the notions of parthood
and contact. The classical eight relations (graphically presented in Figure 3.6)
can be deﬁned as follows:
• the relation DC, that holds between two regions that are not connected,
is just the negation of C:
DC(x, y) ≡def ¬C(x, y) ,

(3.9)

• the relation of external contact EC holds between two regions if they are
in contact but they do not overlap3 , and is expressed formally as follows:
EC(x, y) ≡def C(x, y) ∧ ¬O(x, y) ,

(3.10)

3 This relation is never satisﬁed by two closed regions in a continuous space, for this reason
it is customary to work with regular open sets.
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Figure 3.6: The eight relations of the Region Connection Calculus (Randell
et al., 1992).

• P O, partial overlap, is a reﬁnement of the notion of overlap; it corresponds to the case of two regions that intersect only partially:
P O(x, y) ≡def O(x, y) ∧ ¬x ⊆ y ∧ ¬y ⊆ x ,

(3.11)

• with EQ we express that two regions occupy the same space (regardless
of the fact we decide to consider them the same object or not):
EQ(x, y) ≡def x ⊆ y ∧ y ⊆ x ,

(3.12)

• the relations T P P and N T P P are the two possible expression of the
more general idea of proper parthood: the ﬁrst one is deﬁned as the
relation holding between two regions x and y, such that x is inside y and
it ‘touches’ the border of y ‘from the inside’, while in the case of N T P P
the ﬁrst region is inside the second one but it does not ‘touch’ the border
of the outer region:
T P P (x, y) ≡def P P (x, y) ∧ ∃z.EC(z, x) ∧ EC(z, y)
N T P P (x, y) ≡def P P (x, y) ∧ ¬∃z.EC(z, x) ∧ EC(z, y) ,

(3.13)
(3.14)

• ﬁnally T P P −1 and N T P P −1 are the inverse of the two previous relations:
T P P −1 (x, y) ≡def T P P (y, x)
NTPP

−1

(x, y) ≡def N T P P (y, x) .

(3.15)
(3.16)

This language is particularly interesting as it combines topology with the
idea of analyzing parts of a bigger object. The ability to analyze entities as
composed of parts is fundamental for a language that models the way gestures
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represent space. As an example, consider the case of the ‘wings’ gesture. The
gesture is preceded by another gesture accompanying the introduction in the
discourse of the town-hall referent. This second gesture depicts the town hall
as a single U-shaped region. The speaker then gestures about the wings of the
building by depicting them as tangential proper parts of the whole building. To
properly capture the combined meaning of the two gestures, we need a language
capable of expressing this type of restriction.
Mereotopology represents an improvement over topology in representing
space as it is modelled by gestures. Nevertheless, many of the spatial properties
listed in Section 3.2 are beyond the expressive power of mereotopology. We will
reach the required level of expressivity only with the language presented in the
next chapter.
In the next section we investigate how the expressive tools we have allow
us to measure the similarity between two spaces.

3.5

Space and modal logic

This section focuses on a precise deﬁnition of the notion of spatial equivalence. This is a central topic in the characterization of iconicity proposed here
and the works discussed here are fundamental for the interpretation of spatial
equivalence adopted in the rest of the book.
Aiello and van Benthem (2002), and more recently van Benthem and Bezhanishvili (2007), present a group of modal languages designed to talk about space.
Their perspective is particularly interesting because they investigate thoroughly
the notion of spatial similarity. Their concept of similarity is based on the
modal correlate of isomorphism, bisimulation, but they propose an even ﬁner
grained (i.e. not binary) measure of similarity based on the Ehrenfeucht-Fraı̈ssé
games. Aiello (2002b) provides an algorithm to compute the similarity measure
for any space composed of polygonal regions. This is particularly interesting
given that the formal theory of space we are looking for should be computationally tractable, and modal languages in general are a computationally ‘friendly’
framework, both from a model checking perspective and a proof theoretic one.
I will start introducing the simplest logical language presented in van Benthem and Bezhanishvili (2007) and then extend it in order to reach the same
expressivity of mereotopological theories.
The simplest logical language is a standard propositional modal language
that includes a set P of atomic propositions, the connectives ¬, ∧, ∨ and the
two unary modal operators , ♦. The language is interpreted with respect to
a topological model M = X, T, ν where X, T is a topology as deﬁned above
and ν : P → P(X) is a valuation function. The satisfaction relation is deﬁned
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as follows:
M, x |= p
M, x |= ¬ϕ
M, x |= ϕ ∧ ψ
M, x |= ϕ ∨ ψ
M, x |= ϕ

iﬀ
iﬀ
iﬀ
iﬀ
iﬀ

x ∈ ν(p)
not M, x |= ϕ
M, x |= ϕ and M, x |= ψ
M, x |= ϕ or M, x |= ψ
∃t ∈ T.x ∈ t ∧ ∀y ∈ t.M, y |= ϕ

M, x |= ♦ϕ

iﬀ ∀t ∈ T.x ∈
/ t ∨ ∃y ∈ t.M, y |= ϕ

It is possible to give a spatial interpretation to the semantics of the language.
The world x, with respect to which the formula is evaluated, represents a point
in the space X, so we can take the statement M, x |= ϕ to correspond to the
sentence “the point x is contained in the region called ϕ”. The statements
in the deﬁnition of the satisfaction relation can be interpreted assuming the
following ‘meanings’ for the formulae:
• atomic propositions represent speciﬁc regions of the space,
• the connectives ¬, ∧ and ∨ correspond respectively to the set theoretic
operations of complement (with respect to the space X), intersection and
union,
• the formulae ϕ and ♦ϕ correspond respectively to the interior and the
closure of the region ϕ.
For example, we can represent the regions depicted in Figure 3.7 going from left
to right with the formulae p, p, ♦p∧♦¬p, ♦p, p∧¬♦p, ♦p∧♦(p∧¬♦p),
assuming that p is a closed region.
The semantics is then coupled with a concept of equivalence between models, which in the case of the modal logic under discussion takes the form of a
topological bisimulation.
Deﬁnition 3. A topological bisimulation between two topological models M =
X, T, ν and M  = X  , T  , ν  is a relation R ⊆ X × X  such that if R(x, x )
then:
1. x ∈ ν(p) if and only if x ∈ ν  (p) for each p ∈ P ,
2. (forth condition): if x ∈ O ∈ T then ∃O ∈ T  .x ∈ O and ∀y  ∈ O ∃y ∈
O.R(y, y  ),
3. (back condition): if x ∈ O ∈ T  then ∃O ∈ T.x ∈ O and ∀y ∈ O∃y  ∈
O .R(y, y  ).
A topological bisimulation establishes an equivalence relation that groups
together spatial conﬁgurations that are similar. The expressive power of the
language is measured on the base of this similarity. For instance, the two regions
in Figure 3.8 are not distinguishable with the language we just presented. In
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1.

2.

3.

4.

5.

6.

Figure 3.7: Regions and their expression as modal formulae (picture taken from
Aiello (2002a, p. 8)). The region in 1. is represented by the atomic proposition
p; the interior of the region (the shaded area) in 2. corresponds to the formula
p; in 3. ♦p ∧ ♦¬p is the boundary of the region; the formula ♦p represents
the closure of the interior of p which does not include the lower dimensional
line that sticks out of the ellipse; the lower dimensional line, depicted in 5.,
is the intersection of the region p with the complement of the closure of its
interior or more shortly p ∧ ♦p. Notice that the line does not include the
‘attachment’ point with the ellipse: this point, shown in 6., can be represented
with the formula ♦p ∧ ♦(p ∧ ¬♦p).

fact it is possible to deﬁne a relation R that relates the points of the left region
to the points of the right region and that satisﬁes the three conditions of a
topological bisimulation. The arrows in the picture give an idea of the deﬁnition
of R. Roughly speaking, the points in the interior of the left region are mapped
to the points in the right region’s interior, the two ‘lower-dimensional’ lines
in the left region are ‘merged’ in the single line of the right region, and the
boundary points of the ﬁrst region are related to those of the second one.
Quite interestingly, the bisimulation can be reduced to a game between two
players, Duplicator and Spoiler, the ﬁrst trying to conﬁrm the equivalence of
the two models and the second trying to identify diﬀerences by selecting points
in the two models and checking the formulae satisﬁed in that point. In this
case, Spoiler does not have a winning strategy, as it is possible to ﬁnd for every
point in the left-hand side picture a point in the right-hand side picture that
satisﬁes exactly the same relevant formulae as shown in Figure 3.8. In this
way the binary criterion of similarity could be transformed in a measure of
similarity. This option is explored in Aiello (2002b). There the author deﬁnes
an algorithmic measure of similarity between spaces called topo-distance.
Aiello and van Benthem (2002) present extensions of this language that
are capable of expressing additional spatial concepts. The extensions are constructed by adding new modal operators to the core language. Interestingly,
by adding the universal modality U the language reaches the same expressivity
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♦p ∧ ♦¬p
p
♦p ∧ ♦(p ∧ ¬♦p)
♦p ∧ ♦(p ∧ ¬♦p)
p ∧ ¬♦p ∧ ♦¬p
p ∧ ¬♦p ∧ ♦¬p

Figure 3.8: Bisimular spatial conﬁgurations. The arrows represent points that
are related by a bisimulation. The formulae above the arrows are formulae true
in both connected points.

of mereotopology, a result already presented by Bennett (1996). The modality
U is interpreted as follows:
M, x |= U ϕ iﬀ ∀y ∈ X.M, y |= ϕ .
This modality lifts the locality restriction of the basic language and allows the
expression of global properties. For example, the notion of parthood can be
expressed by requiring that if a region x is part of a region y then all points
that satisfy x should also satisfy y, or formally:
x ⊆ y ≡def U (x → y) .
Similarly we can translate all the other mereotopological predicates in the
modal language, obtaining an alternative characterization of the theory presented in the previous section.
What is interesting is that we can extend the notion of bisimulation to the
case of the language extended with the global modality, as shown in Aiello
and van Benthem (2002). This eﬀectively gives us a procedure to check if two
spaces are mereotopologically ‘equivalent’, an opportunity we will use in our
ﬁrst attempt in characterizing the meaning of gestures in a formal way.

3.6

Summary

In this chapter we have discussed some fundamental concepts in the analysis
of space that will guide the design of a language especially tailored to model
the representation of space that I claim underlies the physical appearance of
gestures.
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By introducing few formal spatial languages, we saw how space can be
analyzed at diﬀerent level of analysis. In particular we saw that we can decouple
the nature of a space from the language used to represent it. This allowed us
to deﬁne diﬀerent ways in which two spaces can be considered ‘equivalent’.
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4

The semantics of iconic
spatial gestures
4.1

Introduction

chapter I propose my interpretation of the Mcneillian (passim) principle
Inofthissemantic
alignment. The principle states that
[...] the two channels, speech and gesture, present the same meanings at the same time. [...] if gestures and speech co-occur they
must cover the same idea unit. The term “idea unit” is meant
to make provision for synchronized speech and gestures where the
meanings complement one another. (McNeill, 1992, p. 27)
The principle is quite general and open to diﬀerent interpretations. In various joint works (Kita and Özyürek, 2003, 2007), Kita and Özÿurek have
identiﬁed three diﬀerent hypotheses that can guide the interpretation of the
principle. The question that these hypotheses try to answer is how the evident
relationship between speech and iconic gesture is cognitively shaped. More precisely their interest is to understand the inﬂuence of language speciﬁc structures
on the kinetic properties of gestures.
The ﬁrst hypothesis, which they call the Free Imagery Hypothesis, posits
that speech and gesture interact only in the very early stage of utterance formation, which means that the structures of speech and gesture are independent
of each other. An example of a theory of gesture generation based on this hypothesis is the information processing model proposed by de Ruiter (2000).
In this model the two cognitive processes, that generate respectively the verbal expression and the accompanying gesture, start from the same conceptual
material but proceed afterwards independent of each other. As a result the
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meaning expressed by the gesture is connected to the meaning of speech by the
fact that they stem from what McNeill would call the same idea unit. Nevertheless, the meaning of the gesture and therefore its kinetic features are by
no means determined by the linguistic structure of the speech fragment they
accompany. The Free Imagery Hypothesis seems problematic for two main
reasons:
1. the hypothesis cannot explain the ﬁne grained temporal alignment that
we observe between the prosodic structure of speech and the gestural
strokes; in fact, if speech and gesture are the result of two independent
processes, it is diﬃcult to understand how this form of alignment is so
stable, unless we make the implausible assumption that each utterance
is generated by a number of sub-processes, each one resulting in the
structural segments that make up a full communicative event,
2. there is a conspicuous number of studies that show that actually the structure of language inﬂuences the way gestures are generated, a fact that
clearly contradicts the main assumption of the Free Imagery Hypothesis.
An opposite process is proposed by Butterworth and Hadar (1989). Their
hypothesis, that Kita and Özÿurek call the Lexical Semantics Hypothesis, is
that the iconic properties of gestures are completely determined by the semantic
content of the verbal material they co-occur with. In this sense gestures are just
the visual expression express spatially some semantic features already present in
the meaning of the co-occurring verbal expression. Also the Lexical Semantics
Hypothesis seems to be less than satisfactory, as, even from a superﬁcial survey
of gesture data, it is clear that many gestures convey more information than it
is otherwise available from verbal language alone.
The third hypothesis, which is the one defended by Kita and Özÿurek
and that they call the Interface Hypothesis, postulates an interaction between
speech and gesture at the stage during which the Mcneillian idea unit is organized in a way suitable to be expressed linguistically. The gesture is thus
generated according to the speciﬁc linguistic structure of the utterance it accompanies. The predictions of this hypothesis are conﬁrmed by various empirical studies (Kita and Özyürek, 2003; Kita et al., 2007) that show that gestures
are inﬂuenced by the structural properties of verbal language. For example,
Kita and Özyürek (2003) show that kinetic properties of movement events,
such as manner of motion and trajectory of motion, tend to be expressed in
gestures in a way that depends on the strategy used by the language to package
the information. For instance, speakers of English, a language that can express
the manner and the trajectory of movement with a single lexical item, tend
to produce gestures that fuse these two kinetic properties in a single representation. By contrast, speakers of a language like Turkish, that expresses these
two aspects of movement with two distinct lexical items, tend to produce two
distinct gestures, each one reproducing a single aspect of the same movement
event.
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The interpretation of the principle of semantics alignment proposed here
builds on top of this last perspective and tries to formalize the intuitions behind Kita and Özÿurek’s proposal. More speciﬁcally, I will conjecture that the
interface between speech and gesture operates at the level of what in verbal language is the semantic structure of a sentence. For this reason the formalization
will take the form of a semantics.
Following Kendon (2004), we start from the idea that a gesture either emphasizes information already present in the semantic representation of the verbal fragment it co-occurs with or it restricts this same semantic representation
by providing additional information. This translates intuitively in a semantics
that assigns to gestures, as a denotation, a function that monotonically restricts
the meaning of the co-occurring verbal material. We require the meaning of the
combined speech-gesture expression to be ‘smaller than or equal’ to the meaning of the verbal expression alone. The notion of being smaller than or equal
to can be made precise by equating it to a generalized notion of subset. Then,
naturally, the denotation of a gesture can be expressed as a function that intersects the information provided by the gesture with the information conveyed
by the co-occurring verbal material. In this way the meaning of a gesture is
taken to correspond to a mathematical object that behaves exactly in the way
gestures do: the result of the intersection can be equal to the verbal meaning
in the case of a gesture that does not contribute new information, or it can be
equal to a subset of the original meaning if the gesture makes the meaning more
speciﬁc, or ﬁnally, in the case of a gesture that does not match what is being
said, the intersection can be empty meaning that no joint interpretation can be
given to the two incompatible communicative events. This type of semantics
is reminiscent of the one usually associated with intersecting modiﬁers. The
connection between the semantics of modiﬁers and the semantics of gestures
seems to go beyond the case of iconic gestures: in Chapter 7 we will discuss
another kind of gestures that can be given a modiﬁer-like semantics, although
not an intersecting one.
In the case of iconic gestures the information added by gestures corresponds
to spatial constraints on the spatial conﬁgurations of the entities or events
the speaker gestures about. In other words we assume an entity or event
to be iconically represented by a gesture if their spatial conﬁguration is not
distinguishable from the space the gestures describe. Consequently we deﬁne
iconicity as the relation holding between two spaces that are the same. In light
of the previous chapter it is clear that the deﬁnition of sameness is dependent on
the perspective we assume in observing the space. Thus the precise deﬁnition of
this perspective will be an integral part of the deﬁnition of gestures semantics.
Our semantics will be Montagovian in spirit, but it is clear that the classical
pair denotation function-frame of reference will not be suﬃcient to account
for gesture semantics. For this reason we enrich the classical Montagovian
system with means to explicitly represent space. The addition of a spatial
frame of reference to Montague semantics is not unheard of in natural language
semantics. Zwarts and Winter (2000) already used a similar structure to give a
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semantics of locative prepositions. Our system builds on top of their framework
by adding some additional components necessary in the discussion of gesture
semantics.
In what follows I will use the non standard term semantic constituent to
refer to the segments of verbal language to which we can assign a meaning. On
the semantic side they correspond either to words or to well typed binary trees
formed by functional applications. For example strings like “door”, “big door”
or “smashed the big door” are all semantic constituents1 , while strings like “the
big” or “smashed the big” are not.
We now present the abstract interpretation process used to model the interaction of speech and gesture semantics. The diagram in Figure 4.1 depicts
this process. The observable components of this process are represented as
rectangles. The two observable components are the semantic constituent and
the gesture that accompanies it. The theoretical components are instead represented by rectangles with rounded corners. For the joint interpretation of
speech and gesture we assume three diﬀerent theoretical components. The ﬁrst
one is a standard frame of reference that provides the denotations for words and
for larger constituents. In general, a frame of reference can be understood as an
abstract structure that provides objects that can be taken to be the meanings
of communicative elements. In our case, the frame contains a set of entities
(the domain of possible discourse referents) and a collection of set theoretic
objects (sets and functions) constructed on the base of the set of entities. For
instance, the standard meaning of a lexical item such as a noun is identiﬁed
with the set of entities of the domain of the discourse that are labelled by the
noun (e.g. the meaning of “door” is the set of all entities that are considered
doors). Accompanying the classical frame of reference for verbal elements, we
assume a spatial frame of reference.2 This type of frame is built in a similar
way to a standard frame but, instead of being based on a domain of entities, it
is based on a space. The spatial frame can be thought as the spatial projection
of the standard entity-based frame, or as an additional theory that describes
the spatial reality of the entities inhabiting the standard frame. Finally we
assume a pure spatial object that we call iconic space, which represents an abstraction of the physical reality of the gesture. An iconic space will in general
be a collection of relevant regions of space placed in an otherwise ‘blank’ space.
Gestures and co-occurring verbal constituents are mapped to their denotations by the two functions · and φ. The function · is an arbitrary mapping
between linguistic items and meanings. We allow for verbal constituents to be
interpretable directly in the spatial frame of reference, but in the deﬁnition of
our multimodal semantics we use the ﬁlter of a family of mappings Loc from
the entity-based frame of reference to the spatial frame. In this way we can
enforce certain relations between the two frames that guarantee the reﬂection
1 We

assume here a standard lexicon with standard semantic denotations
we could have merged the two frames in a single one. We choose to keep
them separated mainly for expository clarity.
2 Alternatively,

52

4.1. Introduction

Gesture

Frame of reference
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iconicity
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Spatial frame of reference

Figure 4.1: Interpretive process for iconic gestures.

of the structure of one frame into the other. In the case of gestures, the function φ operates in a more complex way. The function operates by mapping the
raw kinetic features of the gesture (the handedness, the position of the hands,
the shape of the hands, the trajectories and rotations of the hands/ﬁngers,. . . )
into an abstract representation independent of the mode of depiction (the techniques of Streeck (2008) discussed in Section 1.3) speaker’s nuances and other
contextual factors. A complete characterization of such a function is probably
not possible in general. In the rest of the thesis we simply assume that we can
ﬁnd a speciﬁc characterization of φ for each case we analyze.
The space obtained by applying φ to the gesture is compared with the reference space associated with the co-occurring verbal constituent, and the ﬁnal
denotation of the multimodal expression is determined on the base of an iconicity comparison between the two spaces. In this way, the meaning of a gesture
restricts the set of referents associated with the synchronized verbal constituent,
by selecting only those referents whose spatial extension is iconically equivalent
to the iconic space.
In the rest of the chapter we discuss the various components that constitute
the system. In Section 4.2 we introduce more thoroughly the compositional
semantics for gestures. We discuss spatial frames and the intersective dimension
of gesture meaning and present a general formal semantics for gestures. In
Section 4.3 we apply the semantics to a simple example using mereotopology
as a theory of iconicity. Analyzing the limits of this approach we present in
Section 4.4 and Section 4.4 a spatial logic speciﬁcally tailored to suits our needs.
Finally, in Section 4.6, we will discuss how the expressive possibilities of iconic
gestures are actually employed in communication.
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4.2

Compositional semantics

Let us introduce the compositional semantics for gestures. We start by outlining the mathematical abstract entities that provide the objects we identify
with meanings and then move on to specify the way gestures are associated to
their meanings.
Formalities
The chapter assumes a basic knowledge of type theory, lambda calculus and
ﬁrst order logic.
I write types using latin lower case letters for speciﬁc types and greek lower
case letters for type meta variables. Functional types are written with the argument type preceding the result type and without any intervening sign. Types
are written assuming right associativity, which means that the type aa(bc)d
corresponds to the full parenthesized form a(a((bc)d)) (outer parenthesis are
always dropped). Sometimes I will also use the set-theoretic notation B A to
represent the set of functions from the set A to the set B.
The simply typed lambda calculus is used to model the compositional process of meaning formation. The language of the calculus is used only to represent the ‘glue’ that connects the meanings of words and gestures. I do not
assume any extension of the language with additional expressions besides variables, constants, functional application and abstraction. The meaning of gestures will be represented using a diﬀerent language whose expressions can be
considered as constants of the lambda calculus (i.e. their interpretation is
given outside of the lambda calculus). Lambda terms are written using the
familiar notation. The terms are parenthesized assuming right associativity for
abstraction and left associativity for functional application. Functional application is represented by concatenation, using sometimes an inﬁx notation for
binary functions (e.g. the boolean functions ∧ and ∨). Certain special functions are applied to their argument using the common mathematical notation
of surrounding the argument in parentheses.
.
I reserve the symbol = for model theoretic equality and use instead = to
indicate the equality predicate in the logic language.

4.2.1

Frames

As common in formal natural language semantics, we interpret verbal utterances and iconic gestures with respect to a mathematical object that we imagine represents reality. It is customary for natural language semantics to interpret the meaning of words and more complex constituents with respect to
set-theoretical objects called frames. A frame F is a collection of sets inductively deﬁned on the basis of two primitive sets: Dt , the set of truth values and
De , an arbitrary set of entities.3 The induction step corresponds to functional
3 The

restriction to an ontology based on entities and truth values is mainly for the sake
of simplicity. In chapter 5 we will analyze the interaction of gestures with complex semantics
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abstraction. Formally we have that:
1. Dt ∈ F,
2. De ∈ F,
3. if Γ ∈ F and Δ ∈ F then ΓΔ ∈ F,
4. nothing else is an element of F.
As already stated, to specify a semantics for gestures we also require a
structure to directly represent spatial properties. To do this, we couple the
set-theoretical frames described above with a spatial frame S. The inductive
deﬁnition of this type of frame is identical to the one of standard frames:
the base of the induction is represented by two atomic sets: Dt , the set of
truth values, and Dr , a set of regions. The step of induction is also in this
case functional abstraction. The fundamental diﬀerence is in the fact that Dr
comes with some additional structure that qualiﬁes it as a space. The exact
nature of this additional structure depends on the type of perspective we take
in describing the space. It could be for example the set of open subsets of the
space underlying Dr , if we consider the space from a topological point of view,
or a distance function in case we are interested in the metric properties of the
space. The choice of the type of space we decide to employ does not inﬂuence
the general framework we are presenting. We can ‘plug-in’ diﬀerent spatial
theories in the semantics, but in Section 4.4 I will propose a speciﬁc spatial
theory that, I claim, matches the descriptive power of iconic gestures.
The two frames are related through a family of mappings Loc. Loc is a
collection of possibly partial injective functions from objects of F to objects in
S, indexed by the set of types of elements in F. Members of Loc are written
as locτ , where τ is the domain of the function. Elements of Loc must satisfy
the following conditions:
1. for all x ∈ De , loce (x) = X, where X is an element of Dr ,
2. for all x ∈ Dt , loct (x) = x,
3. for all f ∈ DσDτ , locτ σ (f ) = f  , such that ∀xτ .f  (locτ (x)) = locσ (f (x)).
It follows from these conditions that Loc is uniquely identiﬁed once we ﬁx loce
and loct . We can prove in fact that Condition number 3 identiﬁes a unique f  .
The proof follows by induction on the type index of locτ σ and the fact that f
is a function.
If we require all members of Loc to be total what we get is a homomorphism
from F to S in the sense of the following deﬁnition:
Deﬁnition 4. A collection of functions Hom is a frame homomorphism from
frame A to frame B if the following conditions are satisﬁed:
constructions that are commonly analyzed in terms of a richer ontology. In those cases we
will extend the frames as needed.
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1. For each atomic type τ ∈ A, there is a function hτ ∈ Hom from Dτ to
an arbitrary domain in B.
2. For each functional type τ σ ∈ A, there is a function hτ σ ∈ Hom from DσDτ
to a domain in B such that for each f ∈ Dτ σ and x ∈ Dτ hτ σ (f )(hτ (x)) =
hσ (f (x))
Notice that Loc induces also a mapping τ loc between types:
τ loc(e) = r
τ loc(t) = t
τ loc(σρ) = τ loc(σ)τ loc(ρ)

(4.1)
(4.2)
(4.3)

The family of functions Loc plays a fundamental role in our account of
gesture semantics, so we will discuss some of the implications of our choices.
First of all, we notice that these mappings go only in one direction, namely from
the set theoretic frames to the spatial ones. The restriction to uni-directional
mappings can be motivated on the basis of an observation of Lascarides and
Stone (2009a). They point out that, while gestures can introduce discourse
referents not mentioned in speech, the referents introduced in this way are
not available to verbal language for co-reference. On the other hand, it is quite
common for gesture to simply modify the interpretation of referents introduced
by verbal language. Given that the denotations of verbal constituents are
primarily deﬁned by objects in F, while gestures meanings are connected solely
to S, a mapping from S to F is superﬂuous.
Another relevant feature of the family Loc is represented by the fact that
the elements of Loc are not required to be total functions. The absence of such
a requirement simulates the fact that not every object of the ontology F has
a spatial projection. For example, the relation we take to correspond to the
meaning of a verb like “enter” in a sentence such as “John entered the room”
has a clear spatial extension (a spatio-temporal one in this case), while the
meaning of a verb like “despise” as in “John despises Mary” does not have a
clear spatial connotation (although it can have one in a metaphorical sense).
Loc is also required to be a homomorphism (modulo the “partiality” of
some functions). This fact guarantees that (part of) the set theoretic structure
of F is reﬂected in S. Requiring elements of Loc to be injective guarantees
that equality is preserved from F to S.
In summary, we are going to interpret verbal utterances accompanied by
iconic gestures with respect to a triple F, S, Loc , composed by a standard
entity-based frame, a spatial frame and a family of functions mapping the ﬁrst
frame into the second one. In particular Loc maps entities of F into regions of
the space that form the base of S, truth values to themselves and functions to
functions that reﬂect the set theoretic structure of F.
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4.2.2

Models

At this point we are ready to deﬁne the mapping from the linguistic expressions
and gesture to the frames of interpretation.
Interpretation of lexical items
In the case of verbal language the mapping is deﬁned as usual by an interpretation function ·, that sends lexical items to objects of the entity-based frame.
The interpretation of larger constituents is determined compositionally on the
base of their structure.
Interpretation of gestures
For the interpretation of gestures we cannot employ the same strategy used for
lexical items. The interpretation function needs to perform a sort of preprocessing operation on the raw kinetic representation of a gesture. This operation
results in what we called an iconic space. However the iconic space represents
only part of the denotation of a gesture. To arrive at the denotation of iconic
gestures proposed in this thesis we need to consider some additional properties
of gestures.
First of all gestures are not, in contrast to lexical items, a closed class.
Iconic gestures are unconstrained and spontaneous, or as McNeill puts it:
They are created — in contrast to retrieved — by the speaker at
the moment of speaking. (McNeill, 1992, p. 105)
This means that we can not construct a complete inventory of gestures and then
let the interpretation function map each element of the inventory to an object
in F or S. The ‘uniqueness’ of each gesture is expressed by the associated
iconic space.
Another fact we must account for in a semantics of gestures is connected to
the complementarity of speech and gesture. As we already stated, we assume
that this complementarity translates into the intersection of speech and gesture
meaning. The meaning of a gesture acts as a ﬁlter on the meaning of the
semantic constituent it accompanies by adding information expressed as spatial
features. The problem is that gestures can combine with diﬀerent types of
semantic constituents, which means that we have to deﬁne a denotation whose
type is compatible with the types of the diﬀerent constituents a gesture can
combine with.
Fortunately, it is possible to restrict the class of semantic constituents that
can combine with gesture to two type schemata. The restriction is motivated
on the basis of the mechanism that we assume regulates the way in which gestures establish their meaning. Our hypothesis regarding the iconic dimension of
gestures meaning is that it can be reduced to a comparison between the iconic
space associated with the gesture and the spatial projection of the accompanying verbal expression. The comparison corresponds to a relation of equivalence
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between the two spatial objects. Given that the iconic space corresponds to a
set of regions, and given the deﬁnition of Loc, it follows that the only class of
constituents that can combine with gestures are the ﬁrst order ones. With ﬁrst
order we mean constituents of type en t, where σ n τ is the type of a function
with n arguments of type σ returning a value of type τ .
However, we let gestures combine also with intersecting modiﬁers, as the
core of their lexical meaning is represented by a ﬁrst order object. We exclude the possibility of gestures that combine with higher order quantiﬁers like
“someone” or “a cake”.4 According to our deﬁnition, the spatial projection of a
quantiﬁer corresponds to a set of sets of spatial regions, an object that cannot
be compared or intersected with a set of regions. In Chapter 6 we present the
results of an experiment that support this prediction.
Digression An interesting alternative explanation for the fact that constituents
of type (et)t seem incompatible with gestures is based on the computational
properties that gestures accompanying quantiﬁers would have. Here we equate
the possibility of expressing a certain meaning to the possibility of eﬀectively
computing this meaning, which, by the Church-Turing thesis, is equivalent to
possibility of expressing it as a Turing machine. We will show that a machine
that computes the meaning of these hypothetical gestures cannot be deﬁned.
We start by specifying the behavior of the denotation of our hypothetical ‘quantiﬁer-gestures’. The only plausible denotation would correspond to
a function that takes as argument a constituent of type (et)t and returns an
object of the same type. The returned object would be then obtained by intersecting the set of entities identiﬁed by the gesture (such a gesture would still
represent a set of regions) with the (implicit) restrictor of the original quantiﬁer, or equivalently, due to the conservativity and extensionality of natural
language quantiﬁers, by restricting the domain of quantiﬁcation of the quantiﬁer to the set denoted by the gesture. It is possible to prove that such a
function would not be decidable in general. Before brieﬂy discussing the proof,
it is important to point out that the perspective on meaning that such a reasoning presupposes is quite diﬀerent from the one usually assumed in standard
formal semantics. In this alternative semantic framework, advocated by Suppes
(1982), van Benthem (1987) and, more recently, Muskens (2005) and Szymanik
(2009), the meaning of words and larger constituents is considered equivalent to
a procedure that, given as input a model of the reality referred to by language,
computes the value of the associated referent. This perspective is compatible
with the more standard view of denotations as set theoretic objects, but the
shift from static to dynamic meanings allows for a diﬀerent kind of analysis
based on the computational properties of these denotations. In this sense, the
denotation that we would associate with gestures modifying quantiﬁed phrases
lacks the property of always returning a result: its computation may diverge.
4 Notice that in the case of “a cake” we could still have a gesture specifying for example
the shape of the cake but the contribution would then be to the meaning of the common
noun “cake” rather than the quantiﬁed expression “a cake”.
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I present here only the sketch of a proof.
Proof. The proof is an application of Rice’s theorem (Rice, 1953). Rice’s theorem states that every non-trivial property of a Turing complete language is
undecidable. A property is said to be trivial if either no language has it or
every language has it.
Let us assume that there is a procedure K that intersects the implicit restrictor of a quantiﬁer with a predeﬁned set and returns a new quantiﬁer. Van
Benthem (1987) shows that quantiﬁers can be represented as automata that
accept languages of varying complexity, from regular ones to Turing complete
ones. The languages are in van Benthem’s proposal an encoding of a partition of the model domain, according to the membership of the elements with
respect to the characteristic functions of the restrictor and the predicate of
the quantiﬁer. From a more ‘compositional’ point of view we could consider a
quantiﬁer equivalent to an automaton accepting the language represented by
the encoding of the extensions of the restrictor and the predicate. In this perspective, K becomes a machine that reads the encoding of another machine and
its input (i.e. the encoding of the predicate), and that determines if a modiﬁed
version of the original machine accepts or not the read input. Such a procedure
would clearly compute a non-trivial property of the language accepted by the
‘quantiﬁer’ machine. Therefore the procedure K is non-computable.5

On the basis of these considerations, we specify now the denotation of gestures in the context of a frame of reference F, S, Loc .
Deﬁnition 5. Let Γ be the iconic space deﬁned by a gesture, · ≡ · be the
function that determines if two spaces are iconically indistinguishable (we defer
its deﬁnition until Section 4.4), and ρ(Σ, Z) the function that restricts a space
Σ to a subspace Z, then the denotation of a gesture g will depend only on the
number of regions described by the gesture and on the type of the constituent
it accompanies, so that if τ is the type resulting from applying τ loc to the type
of the co-occuring constituent then the denotation can be deﬁned as follows:
1. if τ = rn t then
g = λP.λr1 . . . rn .P r1 . . . rn ∧ ρ(Dp ,

n


ri ) ≡ γ : (rn t)rn t

(4.4)

i=1

2. if τ = (rn t)rn t then
g =λM.λP.λr1 . . . rn .M P r1 . . . rn ∧ ρ(Dp ,

n


ri ) ≡ γ :

(4.5)

i=1

((rn t)rn t)(rn t)rn t ,
5 This

is true only in general. If we assume that the class of quantiﬁers and the models
they operate on are ﬁnite, then the procedure K could be expressed as a program.
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where Dr is the spatial domain for the interpretation and γ is the iconic space
associated with the gesture (i.e. the result of the application of the function
φ to the gesture). Intuitively, the ﬁrst denotation corresponds to a function
taking as arguments a n-ary predicate over regions and n regions and returning
a truth value corresponding to the conjunction of the result of applying the
predicate to the regions and checking if the space deﬁned by the regions is
iconically equivalent to the one depicted by the gesture. The second denotation
represents a similar function: in addition, in this case, the denotation of a
gesture accompanying a modiﬁer takes the modiﬁer as argument and applies
the meaning of the gesture to the modiﬁed predicate.
The types of the two generic denotations we just introduced do not allow
for the application of the gesture meaning to the meaning of the constituent it
modiﬁes. For this reason we introduce two families of combinators6 that bridge
this gap:
1. The ﬁrst family of combinators CPn is based on the types scheme
(en t)((rn t)rn t)en t

(4.6)

and is deﬁned as follows:
λP.λG.λx1 . . . λxn .P x1 . . . xn ∧ G locαn t (P ) locα (x1 ) . . . locα (xn ) (4.7)
n
2. and the family CM
based on the scheme

((en t)en t)(((rn t)rn t)(rn t)rn t)(en t)en t

(4.8)

and deﬁned as follows:
λM.λG.λP.λx1 . . . λxn .M P x1 . . . xn ∧
(4.9)
n
G loc(αn t)αn t (M ) locα t (P ) locα (x1 ) . . . locα (xn )
The recipe for the ﬁrst family of combinators generates functions that take an
n-ary relation, a function corresponding to the denotation of a gesture that
modiﬁes an n-ary relation and n individuals and returns the result of intersecting the n-ary relation and the denotation of the gesture: this is done by
applying the relation to the individuals and conjoining the result with the result of applying the denotation of the gesture to the images of the relation and
of the individuals under the mappings Loc.
6 A combinator is a function whose representation as a lambda term does not contain
free variables or constants. For example the function corresponding to term λx.λy.x is a
combinator, while the function λx.red x is not. Strictly speaking the terms presented here
are not combinators as they contain applications of members of Loc and logical constants.
However the functions in Loc are not part of the language used for meaning representation
and as such we can consider them as an additional type of term which is not a variable or a
constant. A similar consideration can be made for the case of logical constants.
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The recipe for the second family of combinators generates functions similar
to those just described. The diﬀerence is the addition of an argument corresponding to the denotation of a predicate modiﬁer. The additional argument
is applied to the denotation of the predicate and its image under Loc is passed
as an argument to the denotation of the gesture.
The existence of the second family of combinators seems to contradict the
above stated hypothesis that gestures combine only with ﬁrst order semantics
objects. However, notice that while the function corresponding to the denotation of a modiﬁer is superﬁcially higher order, its core meaning corresponds to
a ﬁrst order object. Consider for example an adjective like “circular”, usually
interpreted as a function from a function of type et to another function of type
et, corresponding to the intersection of the argument function with a predeﬁned
set of circular entities. The core lexical meaning of “circular” can be isolated
from the combinatorics that determine the intersection of the two functions,
and this core denotation is a ﬁrst order object. In what follows, this notion
will be made more rigorous and it will be possible to prove in which sense the
denotations associated to gestures accompanying modiﬁers satisfy the desired
properties.
We can simplify the denotations by dividing the two main components of
gesture semantics, iconic constraints and intersection of meaning, between the
gesture denotation and the combinators. First of all we observe the following
simple fact:
Proposition 1. For any Pαn t and x1α . . . xnα , with n > 0 and α a variable
ranging over the elements of F (the types of the frame of reference), we have
Pαn t x1α . . . xnα → locαn t (Pαn t ) locα (x1α ) . . . locα (xnα )

(4.10)

The proof of this fact follows directly from the deﬁnitions:
Proof. First of all notice that both Pαn t x1α . . . xnα and locαn t (Pαn t ) locα (x1α ) . . .
locα (xnα ) are terms of type t, thus Pαn t x1α . . . xnα ↔ locαn t (Pαn t ) locα (x1α ) . . .
locα (xnα ) is equivalent to Pαn t x1α . . . xnα = locαn t (Pαn t )locα (x1α ) . . . locα (xnα ). To
prove this last fact simply observe that locαn t (Pαn t )locα (x1α ) = locαn−1 t (Pαn t x1α )
for the third condition imposed on Loc. If n = 1 the proof is already ﬁnished,
while if n > 1 then we simply observe that:
locαn t (Pαn t ) locα (x1α ) locα (x2α ) =
locαn−1 t (Pαn t x1α ) locα (x2α ) =
locαn−2 t (Pαn t x1α x2α )
1
m
and in general locαn t (Pαn t ) locα (x1α ) . . . locα (xm
α ) = locαn−m t (Pαn t xα . . . xα )
1
n
for m ≤ n. If m = n then we have locαn t (Pαn t ) locα (xα ) . . . locα (xα ) =
loct (Pαn t x1α . . . xnα ) and, given the deﬁnition of loct , we have that:

locαn t (Pαn t ) locα (x1α ) . . . locα (xnα ) = Pαn t x1α . . . xnα .
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Combining this observation with the deﬁnition of the combinators for gluing
together the meaning of the verbal components and the gestures, we see that
we can simplify the meaning recipes for gestures as follows:
1. If τ = rn t then
n


ri ) ≡ γ : (rn t)rn t

(4.11)

ri ) ≡ γ : ((rn t)rn t)(rn t)rn t

(4.12)

g = λS.λr1 . . . rn .ρ(Dp ,

i=1

2. if τ = (rn t)rn t then
g = λM.λR.λr1 . . . rn .ρ(Dp ,

n

i=1

However this deﬁnition is still not satisfactory. The two denotations are now
distinguished only because they take arguments of diﬀerent types, which, in
any case, do not contribute in determining the meaning of the expression. By
dropping these vacuous abstractions we can unify the two denotations in a
single one:
n

ri ) ≡ γ : r n t
(4.13)
g = λr1 . . . λrn ρ(Dp ,
i=1

Now the meaning we associate with the gesture is the set of regions that form
a space iconically indistinguishable from the iconic space. In this way the
denotation of a gesture is directly dependent only on the number of regions
identiﬁed by it.
The intersective component is then included only in the combinators. The
two families of combinators can be now deﬁned as follows
1. CPn based on the type schema (en t)(rn t)en t:
λP.λG.λx1 . . . λxn .P x1 . . . xn ∧ G loce (x1 ) . . . loce (xn )

(4.14)

n
2. and CM
based on the schema ((en t)en t)(rn t)(en t)en t:

λM.λG.λP.λx1 . . . λxn .M P x1 . . . xn ∧ G loce (x1 ) . . . loce (xn )

(4.15)

This will be the denotations we assume in the rest of chapter.
As a matter of fact, it would be possible to fuse together the meaning
contribution of the gesture in a single function but this would force us to
assign to gestures a type that does not clearly show their non-verbal nature
and assimilate them to standard modiﬁers. For example the meaning of a
gesture modifying an n-ary predicate would correspond to the function:
λP λx1 . . . λxn .P x1 . . . xn ∧ ρ(Dp ,

n

i=1
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an object of type (en t)en t. We prefer (for expository clarity) to maintain the
clear border of an additional combinator for the joint interpretation of speech
and gesture. In this way the diﬀerent nature of the two modalities is reﬂected
in their diﬀerent denotations.
Intersectivity and monotonicity
From the denotations given above it may not be clear that we are indeed
capturing the notion of generalized intersection we associate with gestures.
The use of the family of functions Loc makes the deﬁnitions less intuitive.
We now prove that our formal deﬁnitions obtain the desired result. What we
are trying to prove is that the meaning associated with gestures corresponds
to an intersecting function in the sense of Keenan and Faltz (1985). We ﬁrst
introduce some technical tools used in the proof.
To simplify the proof, we use an alternative language to represent the denotations of gestures and lexical items. The representation language is the
one of abstract algebra, and the kind of objects represented fall in the class
of elements of boolean algebras. The restriction to boolean algebras has some
deep theoretical consequences in the deﬁnition of meaning. However, we do
not take any theoretical stance with respect to language meaning, and we only
use boolean algebras as a tool to draw parallels between certain phenomena in
verbal language semantics and the proposed analysis of gesture meaning.
A boolean algebra B is a six-tuple B, ∧B , ∨B , 0B , 1B , ¬B , where B is a nonempty set called domain, 0B and 1B are two distinct elements of B, ∧B and
∨B are two binary operations from B × B to B called respectively meet and
join and ¬B is an unary operation on B called complement (in what follows
we drop the subscripts referring to the algebra name when no confusion can
arise). For all a, b, c ∈ B the following properties must be satisﬁed:
1. a ∧ b = b ∧ a and a ∨ b = b ∨ a,
2. a ∧ (b ∧ c) = (a ∧ b) ∧ c and a ∨ (b ∨ c) = (a ∨ b) ∨ c,
3. a ∧ (b ∨ c) = (a ∧ b) ∨ (a ∧ c) and a ∨ (b ∧ c) = (a ∨ b) ∧ (a ∨ c),
4. a ∧ (a ∨ b) = a and a ∨ (a ∧ b) = a,
5. a ∧ ¬a = 0 and a ∨ ¬a = 1.
If B is the domain of a boolean algebra then we can construct the boolean
algebra B A of the functions from a set A to B in the following way:
1. the domain of B A is the set of all functions from A to B,
2. 0BA is the function that maps every element of A to 0B ,
3. similarly 1BA is the function that maps every element of A to 1B ,
4. the meet operation is that function such that for all f, g ∈ B A and for all
x ∈ B the equality (f ∧BA g)(x) = f (x) ∧B g(x) holds,
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5. similarly the join operation is that function such that for all f, g ∈ B A
and for all x ∈ B the equality (f ∨BA g)(x) = f (x) ∨B g(x) holds,
6. the complement is deﬁned as the function such that for f ∈ B A and all
x ∈ B the equality (¬BA f )(x) = ¬B f (x) holds.
The possibility of constructing a boolean algebra for functional domains by
starting with an initial boolean domain allows us to characterize most of the
domains that we associate with linguistic expressions meanings as boolean domains. We notice in fact that Dt , ∧, ∨, 0, 1, ¬ , where ∧, ∨ and ¬ are the usual
logical connectives is a boolean algebra. This allows us to consider as boolean
domains all the sets formed by functions with codomain t, and in general all
the domains formed by functions codomain is a boolean domain. In particular
we observe that the denotations of gestures, the elements of the family combinators we introduced above and the application of the combinators to the
denotations of gestures are members of boolean domains.
This allows us to use the deﬁnition of intersecting modiﬁer proposed by
Keenan and Faltz (1985). They deﬁne an intersecting function as a function
f of type αα, with α a boolean domain, such that for all x ∈ α the following
holds:
(4.17)
f (x) = x ∧α f (1α ) .
We can now prove that the meaning recipes for iconic gestures we propose are
intersecting functions:
Proposition 2. For all G of type rn t the term CP G represent an intersecting
function of type (en t)en t.
Proof. We have to prove that for all G of type rn t and all P of type en t the
equality CP G P = P ∧en t CP G 1en t holds. First we observe that for all G and
P:
CP G P = λx1 . . . xn .P x1 . . . xn ∧t G loce (x1 ) . . . loce (xn ) .

(4.18)

Now applying the deﬁnition of 1 for functional domains and the unit postulate
x ∧ 1 = x we reduce the term CP G 1en t in the following way:
CP G 1en t = λx1 . . . xn .1en t x1 . . . xn ∧t G loce (x1 ) . . . loce (xn )
= λx1 . . . xn .1t ∧t G loce (x1 ) . . . loce (xn )
= λx1 . . . xn .G loce (x1 ) . . . loce (xn ) .

(4.19)

Applying the deﬁnition of the meet operation for functional domains we can
prove the following equality:
P ∧en t λx1 . . . xn .G loce (x1 ) . . . loce (xn ) =
λx1 . . . xn .P x1 . . . xn ∧t G loce (x1 ) . . . loce (xn ) .

(4.20)

To prove that CP G P = P ∧en t CP G 1en t holds we simply observe that the
right-hand sides of 4.18 and 4.20 are equal.
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Proposition 3. For all G of type rn t the term CM G is an intersecting function
of type ((en t)en t)(en t)en t.
Proof. The proof of the fact that for all G of type rn t and M of type (en t)en t
the equality CM G M = M ∧(en t)en t CM G 1(en t)en t is in all ways similar to the
proof of Proposition 2. We ﬁrst observe that for all G and M :
CM G M = λP.λx1 . . . xn .M P x1 . . . xn ∧t G loce (x1 ) . . . loce (xn ) .

(4.21)

We now reduce the term CM G 1(en t)en t as follows:
CM G 1(en t)en t = λP.λx1 . . . xn .1(en t)en t P x1 . . . xn ∧t G loce (x1 ) . . . loce (xn )
= λP.λx1 . . . xn .1en t x1 . . . xn ∧t G loce (x1 ) . . . loce (xn )
= λP.λx1 . . . xn .1t ∧t G loce (x1 ) . . . loce (xn )
= λP.λx1 . . . xn .G loce (x1 ) . . . loce (xn ) .

(4.22)

Then for the deﬁnition of the meet operation we have that for every M of type
(en t)en t and G of type rn t the following equality holds:
M ∧(en t)en t λP.λx1 . . . xn .G loce (x1 ) . . . loce (xn ) =
λP.λx1 . . . xn .M P x1 . . . xn ∧t G loce (x1 ) . . . loce (xn ) .

(4.23)

We ﬁnally observe that 4.21 and 4.23 are the same function.
The property we just proved allows some freedom in the determination of
the constituent with which the gesture combine semantically. For example the
gesture can equivalently combine with a predicate modiﬁed by an intersective
modiﬁer ‘before’ or ‘after’ the predicate has been modiﬁed. This ﬂexibility
in the order of application is a consequence of the fact that intersection is
an associative operation. For instance, let us consider a gesture depicting a
triangular region. Let us assume that the gesture is synchronized with the
fragment “red tile” in a sentence such as “the wall is missing a red tile”. The
resulting meaning for the multimodal fragment will be the set of tiles that are
red and whose shape is triangular, independently of whether we ﬁrst combine
the gesture with the modiﬁer or we ﬁrst combine the modiﬁer with the predicate
corresponding to the noun “tile” and then apply the denotation of the gesture
to the resulting modiﬁed predicate.
The property just proved implies also that the meaning of gesture operates
according to the Mcneillian principle of semantic alignment. The interpretation
of the principle I proposed is that gestures monotonically modify the meaning
of the co-occuring verbal utterance. The idea of monotonic modiﬁcation can
now be made precise using again the tools of boolean algebra. First of all we
introduce the notion of a partial order of a boolean domain.
Deﬁnition 6. Let B = B, ∧B , ∨B , 0B , 1B , ¬B be a boolean algebra. Then for
every x, y ∈ B we have x ≤B y if and only if x ∧B y = x. We call ≤B a partial
order.
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The property that the denotations of gestures behave as intersecting functions implies the following two facts:7
Proposition 4. For all P of type en t and all G of type rn t we have that
CP P G ≤en t P .
Proposition 5. For all M of type (en t)en t and all G of type rn t we have that
CM M G ≤(en t)en t M .
We can now also prove that the denotation of gestures is indeed a monotonic
function, as required. This is a consequence of a more general fact about
intersecting functions.
Proposition 6. In general if f is an intersecting function of type αα we have
that for every a, b of type α if a ≤α b then f (a) ≤α f (b).
Proof. The proof is a simple application of the deﬁnitions presented above. We
have in fact that if f (a) ≤ f (b) then f (a) ∧ f (b) = f (a), and we can prove that
f (a) ∧ f (b) = f (a) as follows:
f (a) ∧ f (b)
=a ∧ f (1) ∧ b ∧ f (1)
=a ∧ b ∧ f (1) ∧ f (1)
=a ∧ f (1) ∧ f (1)
=a ∧ f (1) ∧ 1 ∧ f (1)
=a ∧ 1 ∧ f (1) ∧ f (1)
=a ∧ f (1) ∧ f (1)
=a ∧ f (1)
=f (a) .

(4.24)

The next necessary step to completely characterize the semantics of iconic
spatial gestures is the deﬁnition of the relation · ≡ · modelling the idea of
iconic equivalence between spaces. Its deﬁnition is deferred until Section 4.4,
as we will ﬁrst apply the general schema outlined above to a toy example. For
the example we will assume that · ≡ · corresponds to the notion of topological
bisimulation as deﬁned in section 3.5.

4.3

An example from Flatland

In this section we analyze in depth a toy example to see how the formal framework models the meaning of gestures. Our example is inspired by the twodimensional world of Flatland, created by E. A. Abbott.8 Flatland is a plane
7 The proof is an application of the theorem stating that if a modiﬁer is intersecting, it is
also restricting (Keenan and Faltz, 1985, p. 123).
8 “Flatland: A Romance of Many Dimensions”, by Edwin A. Abbott.
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Figure 4.2: A dodecahedron observing Flatland

inhabited by living polygons. Their world is organized much similarly to our
world: they have cities, jobs and a quite intricate system of social classes. Now
consider an inhabitant of Spaceland (a three dimensional land), in our case a
dodecahedron, observing a scene taking place in a city somewhere in Flatland,
as shown in Figure 4.2.
Let us assume that the dodecahedron is equipped with two hands and the
language faculty. We now imagine the dodecahedron talking and gesturing
about the scene depicted in Figure 4.3a. The scene depicts a typical ﬂatland house, at the moment occupied by six individuals, two of them distinguished pentagons. We assume we know from the context that the pentagon
labelled d is a doctor. The sentence we imagine the dodecahedron to utter
is “Someone is close to the doctor”, and we imagine it to be accompanied by
an iconic gesture synchronized with the predicate “close to”. We imagine the
gesture to performed with the two hands shaped like the ASL “b” sign, with
palm facing away from the dodecahedron and the thumbs touching each other,
as represented in Figure 4.3b. Intuitively, the multimodal utterance should be
interpreted as stating that there is an individual close to the doctor and that
the individual is ‘touching’ the doctor or, using the vocabulary of mereotopology, the region occupied by the individual is in a relation of external contact
with the region occupied by the doctor.
In analyzing the utterance of the dodecahedron we are going to use mereotopology as the theory for describing both the iconic space and the reference
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(a) A Flatland scene

(b) A gesture used to describe part of
the scene

Figure 4.3: A Flatland scene and a gesture describing it

space. More speciﬁcally we are going to use the modal language introduced
by Aiello and van Benthem (2002) and described in the previous chapter. The
advantage of working with a modal language is that we can equate the notion of space indistinguishability to the notion of bisimulation between models
and further compress the spatial models to simpler relational ones. From a
mereotopological point of view, the iconic space described by the hands is a
plane with two externally connected regions, i.e. sharing no points but such
that there is at least a point which is in the closure of both regions.9
We now show how to analyze the speech and gesture semantics using the
denotations introduced in Section 4.2. First of all we need to deﬁne the model
used to interpret the multimodal sentence. We assume a discourse universe
represented by the set De = {a, b, c, d, e, f }, while Dr is the topological space
built with the standard topology (open balls) on top of the Euclidean space
depicted in ﬁgure 4.3a. We deﬁne the family Loc to be the homomorphism
inductively constructed by assuming that loce maps every constant to the area
bearing the same name in Figure 4.3a.
The interpretation of lexical items is summarized in the lexicon of Table 4.1.
The constants close to and doctor are abbreviations for the characteristic
functions of respectively the two sets { c, e , e, c , b, d , d, b } and {c, d}.10
9 We assume that the regions we are working with are regular open sets, i.e. sets equal
to the interior of their closure. Therefore the inhabitants of Flatland are for us ‘swarms’ of
points that do not contain their border, much like we are swarms of subatomic particles.
10 The denotation of the predicate “close to” is of course a simpliﬁcation of what we expect
to be a more realistic meaning for it. We explicitly ignore the spatial component of this
predicate in order not to complicate excessively the example. In a more realistic analysis, the
spatial information encoded in the predicate and the spatial features expressed in the gesture
would merge in deﬁning the meaning of the multimodal expression. This more elaborate
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Word

Type

Denotation

“someone”

(et)t

∃

“is”

(et)et

λx.x

“close to”

eet

close to

“the”

(et)e

ι

“doctor”

et

doctor

Table 4.1: A ‘dodecahedric’ lexicon

The denotation of the gesture depends only on the number of regions identiﬁed by the gesture, in this case two. The denotation in this case can be
represented as follows:
λr1 .λr2 .ρ(Dr , r1 ∪ r2 ) ≡ γ ,

(4.25)

where γ is the iconic space obtained from the gesture with the procedure φ. In
this case we take the relation · ≡ · to correspond to a topological bisimulation.
In order to use a bisimulation to compare the iconic space and the real space
we need to provide these two spaces with a valuation function that gives names
to the distinguished regions of the spaces. The names will be given in the form
of atomic proposition. We assume that, when the gesture is ‘transformed’ in
an iconic space, a valuation function ν is built that assigns to each region an
identiﬁer in the form of a propositional formula. In our case we assume that
the two regions are named with the propositions a and b. In the case of the
real space, the regions to which the valuation assigns the names a and b are determined by the referents that the gesture inherits from the speech fragment it
accompanies. This dependency on the verbal component is modelled by letting
the interpretation of the gestures assign the two regions passed as arguments
(the bound variable r1 and r2 in the term above) as values for a and b. Consequently, we can restate the denotation presented above in a way that makes
it clear how the two valuation functions are used to model the meaning of the
gesture:
(4.26)
λr1 .λr2 . ρ(Dr , r1 ∪ r2 ), [a → r1 , b → r2 ] ≡ γ, ν ,
where the notation [x → v, . . .] explicitly represents a function.
While bisimulations provide a well understood tool to represent the equivalence of models from a theoretical point of view, their direct application is not
analysis would be in any case compatible with the semantics we are proposing.
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♦a ∧ ♦b

¬a ∧ ¬b

a

b

♦a ∧ ♦¬a

♦b ∧ ♦¬b

Figure 4.4: Iconic space and points satisfying some of the elements of its topovector

always possible. In the case under discussion, the models contain an inﬁnite
set of states (points), so enumerating the bisimulation relation is impossible.
Aiello (2002b) presents an algorithm that can be adapted to our case to compress the mereotopological information encoded in the model in what he calls
a topo-vector, basically a set of formulae that represents the whole model. The
algorithm can only be applied when the regions we are considering are polygons. Fortunately our space of reference, Flatland, is inhabited by polygons
and we can safely assume that the iconic space is built in such a way that the
represented regions are polygons. Aiello (2002b) is interested in computing the
degree of similarity between models, while we are interested in checking the
equivalence of models. For this reason, rather than calculating the distance
between the models and checking that it is 0, we simply compute the topovector for the iconic space and check that the conjunction of its elements is
satisﬁed by the contextual restriction of Flatland to the house of Figure 4.3a.
This means that, if we let T be the formula resulting from the conjunction of
the iconic space topo-vector, we can rewrite the denotation of the gesture as:
λr1 .λr2 . ρ(Dr , r1 ∪ r2 ), [a → r1 , b → r2 ] |= T

(4.27)

The complete topo-vector for our example is quite long and we present here
only the portion we are interested in:
E¬a ∧ ¬b, Ea, Eb, E♦a ∧ ♦¬a, E♦b ∧ ♦¬b, E♦a ∧ ♦b, ¬Ea ∧ b

(4.28)

To have a better understanding of how this set of formulae characterizes the
iconic space, we can see how the space satisﬁes each formula. Given that all but
the last formula are positive existential we can identify points that satisfy the
positive formulae. In Figure 4.4 we present one of the possible iconic spaces
and we indicate for each existential formula a point that is a witness of the
truth of the formula.
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someone (is (CP2 g close to (the doctor)))

someone

is (CP2 g close to (the doctor))

is

CP2 g close to (the doctor)

CP2 g close to
CP2 g
CP2

close to

the doctor
the

doctor

g

Figure 4.5: Semantic structure for “Someone is close to the doctor”

We are now ready to determine the semantics of the multimodal utterance
we are analyzing. We can visualize the semantic structure as the tree in Figure
4.5. We step through the computation of the root value of the tree. The
value of the term the doctor is contextually deﬁned, and we assume that it
equals to d in the present case, meaning that the doctor the dodecahedron is
talking about is the pentagon on the left in Figure 4.3a. The application of
the combinator CP2 to the gesture g and to the predicate “close to” yields the
function represented by the following term:
λx.λy.close to x y ∧ ρ(Dr , x ∪ y), [a → x, b → y] |= T ,

(4.29)

which is the characteristic function of the set of pairs of entities that are close
to each other and whose spatial arrangement is mereotopologically equivalent
to the iconic space. Applying the function to the term the doctor we obtain
the characteristic function of the set of entities that are close to the doctor,
and that occupy a region such that the contextual restriction of the reference
space to the union of this region with the region occupied by the doctor is
equivalent to the iconic space. By applying the denotation of “someone” to
this last function (is is simply the identity function) we obtain the following
propositional meaning:
∃(λx.close to d x ∧ ρ(Dr , x ∪ d), [a → d, b → x] |= T )
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b
♦b ∧ ♦¬b

♦a ∧ ♦b

a
♦a ∧ ♦¬a

¬a ∧ ¬b

Figure 4.6: Reference space restricted to the region d ∪ b and the points witnesses of the iconic topo-vector

which happens to be true in our model. In fact if we substitute b for x in the
body of term (4.30) we obtain the conjunction close to d b ∧ ρ(Dr , loce (d) ∪
loce (b)), μ |= T . The ﬁrst conjunct is true and we can check that also the
second holds by observing the space in Figure 4.6. As we can see the relevant
formulae are all satisﬁed by the model and we can then conclude that the two
spaces are equivalent.
Now consider the case in which the contextually deﬁned doctor is the pentagon c. While the triangle f is close to it their spatial conﬁguration does not
satisfy the topo-vector determined by the iconic space. In fact there is no point
for which ♦a∧♦b is true, because the closure of the two polygons does not share
any point. An icosahedron listening to the dodecahedron would probably be
puzzled and question the identity of the contextually deﬁned doctor.

4.4

A spatial logic for gestures

4.4.1

Mereotopology and prototypes

We now turn to the problem of deﬁning a spatial language that matches the
expressive power of iconic gestures. As we saw in the previous chapter, mereotopology covers only part of the landscape of spatial features expressible with
gestures. In particular properties like the relative position of two regions, the
orientation of a region and its shape are beyond the representational capabilities of mereotopology. In what follows, I introduce a language that provides
us with the expressive means to represent all these properties.
Rather than trying to combine mereotopology with other languages proposed in the literature to represent these properties, I will present an extension
of mereotopology based on the idea of spatial prototypes. Each property will be
implicitly represented by a region that we take to be a prototypical example of
that particular property. To check if a spatial object has the desired property,
we verify if the object is similar enough to the prototype associated with that
region. Similarity is expressed in a quite crude way in terms of mereotopological
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relations, scaling, translations and controlled expansions of the regions under
consideration. For instance, a region will be considered vertical if it satisﬁes
certain mereotopological relations with respect to a particular transformation
of the spatial prototype of the concept of verticality.
The advantage of this approach is twofold. On the one hand, we have a
single principled way to extend the language in a modular fashion. In fact we
can modify the expressive power of the theory by simply adding or removing
prototypes from it, without having to deﬁne new primitive predicates, an operation that would require a redeﬁnition of the models for the language with
each addition. We have already discussed the need of a ﬂexible language to
represent space as gestures do, given the intrinsic variability of the notion of
gestural iconicity. The other main advantage is the conceptual parallelism that
we get between the formal representation of gesture meaning and the intuitions
we used to construct the formal semantics. In fact, we hypothesized that the
referential meaning of gestures is identiﬁable in all the spatial conﬁgurations
that are equivalent to it. This same conceptual operation is at play in the way
we deﬁne spatial properties. In this way we can see the gesture as a visual
representation of the spatial prototype for the speciﬁc property it expresses, to
which the possible referents are then compared.11
The core of the language is represented by mereotopology. The vocabulary
of mereotopology is then enriched with two operations: the ﬁrst one, known
in the literature as Minkowski sum allows us to translate and expand a region
in a controlled way, while the second corresponds to the operation of scalar
product, generalized to sets of vectors.
We start the discussion of the language by revising the expressive requirements already sketched in Section 3.2.

4.4.2

Expressivity requirements

In this section we list the spatial properties that we want to express with the
language we are designing. Not all the properties listed here are always observable in gestures. For instance, a gesture could represent the relative position of
two objects without specifying their shape. Nevertheless, our language should
be capable of expressing all of them. Additionally, the language should be
constructed in a modular fashion, allowing the possibility of increasing or decreasing its expressivity to match the form of iconicity observable in diﬀerent
gestures.
The ﬁrst set of properties we expect our language to be capable of expressing
are the topological properties. Often gestures express information relative to
contact or overlap between regions. For example consider the gesture in Figure
4.7. The speaker is describing a fountain composed of two cups divided by a thin
column. The gesture accompanies the noun phrase “zwei umgedrehte Tassen”
11 Notice that normally gestures express more than one spatial property at the time so they
cannot be taken to represent exactly a prototype.
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Figure 4.7: A gesture showing various spatial relations between two regions [V5
— 00:12:28.280 – 00:12:46.580].

(“two upturned cups”) and clearly depicts the two ‘cups’ as being disconnected
(the hands are kept apart).
Relative position is also a common type of spatial information that gestures
convey. The gesture in Figure 4.7 we just discussed describes the two cups
as being one above the other. The same gesture would not be appropriate
in the case of a fountain with the two cups placed diagonally on top of each
other. The precision of this type of positioning is of course not absolute. Some
degree of approximation is inherent in the mental representation of this type
of relations (p. 17 Kosslyn et al., 2006) and also in the manual reproduction
of the mental imagery. For this reason, rather than expressing this concept
in terms of a precise measurement, the language should express the relative
position of two regions in terms of cognitively relevant categorical positions. In
other words the position of a region with respect to another region could be
accounted for in terms of intersection with directional projections of the latter
region by using the above mentioned Minkowski sum.
Another spatial property we observe often expressed in gesture is the orientation of the main axis of an object. This implies that our language should
be capable of identifying the main axis of a region and at the same time it
should have the expressivity necessary to capture the notion of rotation. This
points towards a theory of space that includes a positional frame of reference
such as a coordinate system. The situation is however more problematic. Our
empirical observations suggest that in the case of gestures referring to three
dimensional entities the orientation is not maintained with respect to rotations
around the axis of gravity. Our language should thus be capable of ‘forgetting’
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about orientation in certain cases.
The third fundamental group of spatial properties that our language must
be able to encode is related to the notion of shape. Under the term ‘shape’
we group a large number of spatial features that range from the contour of a
physical entity to the trajectory followed by a moving entity. Again, gestures
seem to convey this type of information in an approximate way. As previously
anticipated, we will use the notions of spatial prototype and of similarity to
capture this form of approximation.
The expressive constraints we wish to satisfy in the design of our language
point towards the descriptive power of a coordinate space. At the same time
the descriptive level of pure coordinate spaces is too precise for our goals. We
will solve this apparently paradoxical situation by introducing an appropriate
notion of model equivalence. Our strategy is to deﬁne a powerful and ﬂexible
language that allows us to express concisely the spatial properties we have just
identiﬁed, and then restrict its expressivity to just this set of properties, when
evaluating the equivalence of two models.

4.4.3

The language core

The inspiration for the language presented here comes from Aiello and Ottens (2007). The authors present a modal language aimed at representing the
operators used in Mathematical Morphology (MM). MM is a theory of space
stemming from the ﬁeld of image processing, and characterized by an algebraic
character. In MM, an image (space) is considered a set of points, and, similarly,
distinguished regions in the image are subsets of this set. The image is analyzed by using operations based on the set theoretic operations of complement,
union and intersection together with two additional operations: the Minkowsky
sum, ⊕ also called dilation, and the Minkowsky subtraction,  also known as
erosion (for a thorough introduction see Bloch et al., 2007). Intuitively the
operators are used together with a set of predeﬁned probing regions to modify and enhance certain properties of the image. This approach allows for a
natural interpretation of the results in terms of topological and geometrical
features. For example it is possible to design ﬁlters that match a certain shape
template, or that identify all the connected components that intersect a certain
background region.
Our goal is diﬀerent from the one of Aiello and Ottens (2007), as we are not
interested in deﬁning the logic of MM. We will use some of the ideas developed
in MM to deﬁne the language of iconic equivalence. Speciﬁcally the language
will include the dilation operation which will be used to probe the space for
speciﬁc properties expressed in terms of similarity with a prototype region.
The objects we want to describe with our language, are as we said, coordinate spaces. This means usually Rn coordinate spaces, most often R2 and
R3 but also R4 when we will consider gestures involving time. The primitive
entities we will work with are regions (rather than points).
The core of the language is represented by a standard mereotopology en75
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riched with an operation interpreted as the Minkowski addition. Thus an interpretation structure S for the language is represented by the tuple R, C  , ⊕ ,
where R is a set of regions of a space, C  ⊆ R×R is the familiar contact relation
and ⊕ is an operation of type R × R → R. For our purposes we will assume
that R is the set of open regions of a space,12 without the empty region, but
together with the singleton regions.13 The operation ⊕ will be interpreted as
the Minkowski sum. The operation can be seen as the generalization of vector
sum to the case of sets of vectors. Intuitively the result of A ⊕ B is the region
that results from adding all vectors of A to all vectors of B. More formally we
deﬁne A ⊕ B as the set {a + b | a ∈ A and b ∈ B}. We show in Figure 4.8 two
examples of Minkowsky additions. The ﬁrst example (Figures 4.8a and 4.8b) is
a classical example of the eﬀect of dilating a region with a disk centered at the
origin. In the second example we show the case of a non-connected region (the
two black squares in Figure 4.8c) summed to a connected region. The result
shown in Figure 4.8d can be described as the thickening but also duplication
of the connected region.
We move now to the deﬁnition of the language used to describe the structures just presented. The language is a ﬁrst order language. We start by
deﬁning the set of terms of the language as follows:
τ =x|c|τ ⊕τ

(4.31)

where x is an element of an unlimited supply of variables and c is an element
of a set of constants. The set of well formed formulae is deﬁned as follows:
ϕ = C(τ, τ ) | ¬ϕ | ϕ ∨ ϕ | ∃x.ϕ

(4.32)

where x is again a member of the set of variables. We assume the usual definitions of the other standard logical connectives (∧, →, ↔) and the universal
quantiﬁer (∀).
A model M for the language is a tuple S, I, g , where S is a structure of the
kind introduced above, I is an interpretation function assigning to constants
elements of R and to the binary predicate C a subset of R × R, while g is an
assignment function assigning elements of R to variables. We assume that the
interpretation of C corresponds to the topological relation of contact. In our
case:
I(C) = { x, y |x ∈ R, y ∈ R and Cl(x) ∩ Cl(y) = ∅} .
(4.33)
The interpretation of terms is the usual one with the provision that τ ⊕ σ =
τ  ⊕ σ. The relation of formula satisfaction is the familiar one:
12 Equivalently

we could have based our ontology on closed regions or a mixture of the two.
reason why we include the singleton regions in the domain of our models will become
clear when we will discuss the deﬁnition of the shape related properties.
13 The
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(a)
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Figure 4.8: Minkowksy additions examples. The gray region in 4.8b is the
result of adding the black circle to the gray polygon in 4.8a (the dashed outlines
show the positions of the original regions). Similarly the two gray regions in
4.8d are the result of adding the two black rectangles considered as a single
discontinuous region to the gray rectangle in 4.8c.
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M g |= P (t1 , . . . , tn )
g

iﬀ I(t1 ), . . . , I(tn ) ∈ I(P )

M |= ¬ϕ

iﬀ M g |= ϕ does not hold

M g |= ϕ ∨ ψ

iﬀ M g |= ϕ or M g |= ψ

M g |= ∃x.ϕ

iﬀ for some element r ∈ R M g[x→r] |= ϕ

where as usual g[x → r] is the assignment function equal to g except for the
fact that it assigns r to x.
We are not interested at the moment at giving a complete axiomatization
of the language. As already stated, we will use the language mainly to focus on
speciﬁc properties of the structures we want to describe, without using the full
descriptive power of the logic. Nonetheless we will introduce some axioms that
restrict formally the class of possible models for the language. The conditions
expressed by the axioms have already been introduced during the discussion of
the language, but are here repeated in a formal and unambiguous way.
We ﬁrst deﬁne the relation ⊆ “being a part of” as usual in terms of C:
x ⊆ y ≡def ∀z.C(z, x) → C(z, y) .

(4.34)

The axioms are the following:
∀x.C(x, x)
∀xy.C(x, y) → C(y, x)

.
∀xy.(∀z.C(z, x) ↔ C(z, y)) → x = y
¬∃x.∀y.x ⊆ y
.
∀xy.x ⊕ y = y ⊕ x
.
∀xyz.x ⊕ (y ⊕ z) = (x ⊕ y) ⊕ z
∀xyz.y ⊆ z → x ⊕ y ⊆ x ⊕ z

(4.35)
(4.36)
(4.37)
(4.38)
(4.39)
(4.40)
(4.41)

The ﬁrst three axioms are those we already discussed in the previous chapter
when introducing mereotopology. Axiom 4.38 has the eﬀect of excluding the
empty region from our models. Axioms 4.39 and 4.40 guarantee that ⊕ is
commutative and associative. The Minkowsky sum clearly satisﬁes these two
axioms. With axiom 4.41 we restrict the class of possible models to those that
interpret ⊕ as a monotonic function.14 With respect to this last axiom we
prove that the intended interpretation of ⊕ is indeed a monotonic function:
Proposition 7. The Minkowsky sum is monotonic, in the sense that if we ﬁx
a region A and we take two regions B and C such that B ⊆ C, then we have
that A ⊕ B ⊆ A ⊕ C.
Proof. The proof is by contradiction. Assume that A ⊕ B ⊆ A ⊕ C. It means
that there is a vector v that is the sum of a vector a ∈ A and a vector b ∈ B
14 The reason for requiring the interpretation of ⊕ to be monotonic will become clear in
Chapter 6, where this property will allow us to drastically reduce the computational cost of
checking the truth value of a formula in a given model.
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that is not in A ⊕ C. But b is also in C, for B ⊆ C, and therefore, for the
deﬁnition of ⊕ and for the fact that the sum of two vectors identiﬁes a unique
vector, it must be the case that v is in A ⊕ C, which is a contradiction. Hence
we conclude that the Minkowksy sum is monotonic.
We now show how the language can be used to express the properties listed
in Section 4.4.2. We will then show how we can deﬁne a notion of model equivalence based on these spatial properties without requiring a model isomorphism.

4.5
4.5.1

Additional expressivity
Mereotopological properties

All mereotopological properties deﬁned in the previous chapter are of course
expressible in this logic.

4.5.2

Categorical relative position

As stated above, our language should be expressive enough to express various
type of relative positions. We also discussed the need for a categorical rather
than rather than ‘metric’ approach (e.g. based on a coordinate system). A
possible way to express these categorical positions is by using the expressive
power of the ⊕ operation, as suggested by Bloch et al. (2007, p. 915). To
understand how ⊕ gives us this expressivity, imagine that we project a light
towards a region in such a way that the region casts a shadow in a certain
direction, let us say above the region. Then any region partially (or totally) in
the shadow of the region will be above the region. We can reproduce this sort
of mental experiment in our language by assuming a set of predeﬁned regions
determining the projections. Clearly the exact nature of these regions should
be determined by investigating how gestures are used to approximate diﬀerent
orientations but, as an example, we consider just four primitive regions that
seem suﬃciently natural in the case of a two dimensional space. We refer
to the four primitives with the four constants u, d, l, r, and we take them to
correspond respectively to the regions identifying the “above”, the “below”,
the “left” and the “right” projection of a spatial object. Their interpretation
could be taken to correspond to the regions shown in Figure 4.9a, in which the
regions are considered has having an inﬁnite extension. Similar regions can be
deﬁned for a three dimensional space.
On the basis of these prototype regions we deﬁne four relations indicating
the relative position of two regions. We simply translate the ‘shadow-casting’
metaphor presented above in terms of the mereotopological predicates and the
⊕ operation. For example, we say that a region x is to the right of a region
y, if x overlaps with the sum of y and the constant r. In Figure 4.9b we show
the result of summing a pentagon with the region r. An object overlapping
with the shaded region would be considered as being to the right of pentagon.
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(a)

(b)

Figure 4.9: Figure (a) represent possible interpretations for the prototypes
characterizing the above, below, lef t and right relations. Figure (b) shows
the region ‘to the right’ of the white pentagon. The dashed areas represent
problematic portions that seem to contrast with our intuitions (see main text
for further details).
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Notice that, while in most cases this deﬁnition agrees with our intuitions of
what it means to be to the right, there are problematic cases. For instance
considered the dashed portions of the area depicted in Figure 4.9b: an object
overlapping with those regions would not be probably considered as being to
the right of the pentagon, and therefore not gestured to the right of it. To solve
this type of problems we could, for example, increase the number of prototypes
to better approximate the way people reproduce the relative position of spatial
objects in gestures.
The predicates corresponding to the positional relations can be deﬁned as
follows:
Lef t(x, y) ≡def O(x, y ⊕ l)
Right(x, y) ≡def O(x, y ⊕ r)
U p(x, y) ≡def O(x, y ⊕ u)

(4.43)

Down(x, y) ≡def O(x, y ⊕ d) .

(4.45)

(4.42)
(4.44)

However in designing a speciﬁc instance of the language we have to take
into account the fact that these primitives depend on the coordinate system
that we adopt. This means that when we use the language to identify spaces
that are iconically equivalent to a virtual gesture space we need to ‘forget’
those primitives that deﬁne positions with respect to the plane perpendicular
to the axis of gravity. In the most common case, if we are characterizing a
static three dimensional space we will most likely only introduce the “above”
and “below” primitives, because all the others depend on the orientation of
the horizontal plane. Nevertheless we would like to be able to maintain certain
other relative positions that are determined not on the base of an absolute
reference system but rather on the base of context deﬁned coordinates. For
example many physical entities, like people, buildings, tools, and so on, have
an intrinsic coordinate system that determines their front and back and left
and right sides. In this case it is possible to regain this type of information
by applying a global transformation to the space so that the orientation of the
plane perpendicular to the axis of gravity is not absolute but determined by
the intrinsic orientation of the referred entities.
It is important to notice that despite the fact that the properties we have
deﬁned in this section resemble quite closely the natural language expressions
used to describe them, there is a large discrepancy between the use in natural
language of these concepts and the deﬁnitions just given. In fact natural language expressions like “above” or “to the left of” have a richer denotation that
the predicates we deﬁned above. For example the predicates are all reﬂexive
while the cited natural language expressions seem to require the regions they
relate to be distinct and probably non-overlapping. There are other diﬀerences
between the two ‘languages’. For example consider a ball inside a bowl (the
example is taken from Zwarts and Winter (2000)). This situation would be
described in terms of the relative position of the regions by saying that the ball
is above, to the left and to the right of the bowl. This is of course possible
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because of the non-convexity of a bowl. However any naı̈ve translation of these
predicates in a corresponding natural language expression would result in a
sentence that would be considered inappropriate to describe the situation.

4.5.3

Shapes and orientations

As already stated above we deﬁne all the shape and orientation related properties (such as “being square”, or “begin horizontal”) by assuming appropriately
deﬁned primitive prototypes. The prototypes are grouped in sets that identify diﬀerent but connected properties. The analyzed regions are then ‘probed’
by scaling and translating these prototypes and by checking if the prototypes
‘ﬁt’ inside the region. The region is considered exhibiting the spatial property
associated with the prototype if all the other prototypes in the same class do
not ﬁt in the region. The resulting concept of shape is expressed in terms of
similarity to a prototype. The concept is, as desired, independent of the position of a region, its size but not of its orientation. We need to partially relax
the resulting deﬁnition of shape as we want it to be dependent only on the
orientation determined by the axis of gravity, while rotations around this axis
should be considered irrelevant.
To make the concept of shape more precise we ﬁrst need to formalize the
intuitive concept of a region ﬁtting inside another one. The idea is that it
is possible to apply a translation to the ﬁrst region so that the result of the
translation is part (in the mereotopological sense) of the second region. A
translation can be represented in our language as the result of adding a region
to a singleton region. The singleton region represents the vector describing the
translation. Singleton regions are simply the atoms of the lattice induced on
R by ⊆. We can identify such a region with the following predicate:
.
Atom(x) ≡def ¬∃y.x = y ∧ y ⊆ x .

(4.46)

It is then possible to deﬁne a predicate F it(x, y) that is true if x can be translated in such a way that the result of the translation is a part of y. Formally
we deﬁne it in the following way:
F it(x, y) ≡def ∃z.Atom(z) ∧ (x ⊕ z) ⊆ y .15

(4.47)

This deﬁnition relies on the fact that the singleton sets are part of the domain
of the model. In general we simply assume that if the domain is built on top of
a vector space S then it corresponds to the set of all open sets (excluding ∅),
i.e. the standard topology on S, together with all the singleton sets. If we make
this assumption we can further simplify the deﬁnition of F it by observing that
for all regions x, y if there is an arbitrary region z such that (x ⊕ z) ⊆ y then
15 The predicate F it is the reason why we could not maintain the more attractive modal
characterization of mereotopology presented in Section 3.5 and we had to switch to a ﬁrst
order regime. The existential quantiﬁer in the deﬁnition of F it cannot in fact be translated
into modal logic as from a computational perspective it represents a genuine case of nondeterminism.
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there is also a singleton region that satisﬁes this condition. The proof of this
property is based on the monotonicity of the Minkowski sum.
Proof. Given two regions x, y, suppose we have a non-singleton z such that
(x ⊕ z) ⊆ y. The region z is a set of vectors, we then consider an arbitrary
element v of z. Given that {v} ⊆ z, for the monotonicity of ⊕ we have that
(x ⊕ {v}) ⊆ (x ⊕ z) and then by transitivity of ⊆ we have that (x ⊕ {v}) ⊆
y.
The simpliﬁed deﬁnition becomes then:
F it(x, y) ≡def ∃z.(x ⊕ z) ⊆ y .

(4.48)

To formally develop the concept of prototype similarity we still lack the
possibility to scale regions. This is necessary as the concept of shape is not
bound to the size of the region. This is particularly relevant for our objectives,
as, most of the times, gestures represent objects by performing some form of
scaling. We therefore need to enrich the model both with a set of scalar values
that allow to quantify the scaling, and an operation that corresponds to the
scaling. The operation corresponds to a generalized form of scalar product.
We represent the model theoretic operation with the symbol  and deﬁne it
for the case of vector space as follows:
s  r = {s  v | v ∈ r} ,

(4.49)

where s is a scalar value and r a region. It is important to notice that this
operation does not only scale a region but it may result also in a translation.
In our case, this is not a problem as we are going to use this operation in conjunction with the F it predicate that makes the position of a region completely
irrelevant.
A model for the language is now a tuple R, F, C  , ⊕ ,  , where F is a set
of scalar values (in the examples we will always assume that F = R+ ). The
language is adapted consequently by assuming two sorts of terms: region terms
(decorated with subscript ‘r’ as in xr ) and scalar terms (e.g. xs ). Formally the
set of terms is deﬁned as follows:
τs = xs | cs
τr = xr | cr | τr ⊕ τr | τs  τr .

(4.50)
(4.51)

The set of well formed formulae is accordingly deﬁned as follows:
ϕ = C(τr , τr ) | ¬ϕ | ϕ ∨ ϕ | ∃x.ϕ ,

(4.52)

where x is a variable of any sort.
We add a simple axiom that captures the fact that the operation of generalized scalar product distributes over the Minkowski addition:
.
∀xs yr zr .xs  (yr ⊕ zr ) = (xs  yr ) ⊕ (xs  zr ) .
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We can now deﬁne in our language the concept of ‘having a certain shape’.
Let us assume that the shapes we want to characterize are represented by a
set P of prototypes. We index each element of the set P with indexes from a
set I. For each element pi of P we deﬁne a predicate P i that we interpret as
expressing the property of having the shape associated with the prototype pi
in the following way:
P i (xr ) ≡def ∃ys .F it(ys  pi , xr )

¬F it(yr  pj , xr ) .

(4.54)

j∈I
j=i

The formula is a direct translation of the intuitive characterization presented
above. It follows from the deﬁnition that a region can satisfy at most one
predicate for each group of properties. In fact, if a region is ‘similar’ to two or
more prototypes, it automatically satisﬁes no predicate at all.
As a ﬁrst example we can try to characterize the shape of a region according to the orientation of its main axis. For example we can start with a rough
distinction between vertical and horizontal regions. In the case of a two dimensional space we simply need to deﬁne two prototype regions v and h that
represent respectively the property of being vertical and the property of being
horizontal. In our example we will consider the two prototypes in Figure 4.10a.
In general their position and size is irrelevant as we are going to translate and
scale this regions. It is however fundamental that the prototypes have the same
length, area, volume or hypervolume. Diﬀerent lengths would in fact lead to
unpredictable results. The two predicates V ertical and Horizontal are deﬁned
according to 4.54:
V ertical(xr ) ≡def ∃ys .F it(ys  v, xr ) ∧ ¬F it(ys  h, xr )
Horizontal(xr ) ≡def ∃ys .F it(ys  h, xr ) ∧ ¬F it(ys  v, xr ) .

(4.55)
(4.56)

In our example the rectangular area on the let of Figure 4.10b satisﬁes the
predicate V ertical, as the polygon on the right does, while a region missing
any clear principal axis, such as the disk in the center, does not satisfy any of
the two predicates.
In the case of a three dimensional space we can deﬁne similar predicates
based on primitive regions that serve as prototypes for the diﬀerent orientations
identiﬁable in three dimensions. However we already pointed out the fact that
orientations that are rotations around the axis of gravity should be conﬂated
in a single orientation. This can be easily achieved in the our language by
grouping together the prototypes we want to consider equivalent and then by
deﬁning the resulting predicate on the base of a disjunction of formulae based
on the predicates. If Q is the subset of prototypes P that we wish to consider as
being equivalent, then the corresponding predicate Q can be deﬁned as follows:
Q(xr ) ≡def ∃ys .

F it(ys ⊕ q, xr )
q∈Q

¬F it(yr  p, xr ) .
p∈P
p∈Q
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v
h
(a)

(b)

Figure 4.10: In (a) we introduce two primitive regions on which we base the
deﬁnition of the predicates V ertical and Horizontal. The predicate are applied
to the three regions in (b). In the rectangular region on the left we show how
a certain scaling of the prototypes results in the vertical one ‘ﬁtting’ inside
the region while the horizontal does not. The same is true for the right most
polygon. The circle in the centre lacks a main axis and thus any scaling results
in either both prototype ﬁtting (as shown in the picture) or no prototype ﬁtting.

The approach can be generalized to more ﬁne grained distinctions based
on the main orientation of a region. However it is diﬃcult to provide a general set of orientation primitives that give the correct characterization for all
possible regions. For instance, if we have a suﬃcient number of prototypes describing regions whose main axis ‘lean right’ in a two dimensional space, then
the rectangle in Figure 4.10 would not be considered vertical but it would be
characterized by the orientation associated with the prototype whose slope is
closer to the diagonal of the rectangle. If we enrich such a language with also
‘left leaning’ prototypes then a rectangle would not have any orientation at all.
This is clearly in conﬂict with our intuitions about the orientation of these type
of spatial region. The language has then to be adapted to the speciﬁc context
in which we plan to use it and for this reason it is diﬃcult to give a general
characterization of the needed prototypes.
This last observation is even more relevant when we attempt to deﬁne predicates that encode a more stringent notion of shape. If for example we try to
distinguish the regions that have a square-like shape from those with a triangle
like shape, we can start by deﬁning two prototypes, a triangle and a square
with the same area (as shown in Figure 4.11a). The predicates based on them
are then deﬁned according to 4.54. The predicates work as expected in the case
of regions that are similar enough to the prototypes. However, it is possible to
construct degenerate cases such as the isosceles triangle in Figure 4.11b that
do not satisfy either predicates. The problem could be solved by associating
an elongated triangle with the equilateral triangle prototype t of Figure 4.11a,
similarly to what we did to collapse diﬀerent main axis orientations in a single
predicate.
Alternatively we could exclude such situations by assuming that the proto-
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types are dynamically deﬁned on the base of contextual information. We can
hypothesize that the shape described by the gesture is a prototype in itself that
is associated with contextually relevant alternative prototypes, dependent on
the content of the speech. For instance when gesturing about the shape of a
window, it is likely that the shape conveyed by the gesture becomes relevant
when contrasted with other conceivable window shapes. In this way the number of prototypes that have to be considered is greatly reduced and the process
of identifying the regions that satisfy the implicit shape predicate facilitated.
To formalize this idea we would simply need to associate with each semantic
constituent that can be modiﬁed by a gesture a set of prototypical regions that
restricts the number of possible shapes that the spatial projections of the constituent may have.16 However to simplify the discussion we will maintain the
same denotations for gestures we have been using so far and ‘invoke’ this type
of contextual information only when needed.
This type of approach may seem particularly rough, especially if compared
to the models proposed in the psychological and artiﬁcial intelligence literature
to represent the concept of shape (see for example Marr and Nishihara, 1978).
However the question that we are addressing here is diﬀerent from the one
usually considered in prototype based theories. The models proposed in the
literature are solutions to the problem of object recognition in visual perception.
In the case of gestures the representations we are dealing with are arguably
simpler. The precision with which shape is reproduced in gesture is often quite
low17 due to the physical limitation of the hands, but most likely also due
to a simpliﬁcation of the shape information which is already categorized in
the process of sentence formation. In other words, given that gestures act as
16 An interesting alternative is to switch to a fuzzy logical language. In this alternative
setting, we work with a theory that has as its unique primitive predicate the inclusion relation
⊆, and then we deﬁne the contact relation by introducing a distinguished element of the
domain representing the neighborhood of the origin (this logic is discussed in its classical
incarnation more thoroughly in chapter 6). The single primitive predicate ⊆ is given the
following fuzzy interpretation:
Vx∩y
,
x ⊆ y =
Vx
where Vx is the total area/volume/hypervolume of x and Vx∩y is the
area/volume/hypervolume of the region of overlap of x and y. The interpretation is
a real number in the interval [0, 1], representing the degree to which one region is inside
another. The deﬁnition of the other predicates remains the same. The interpretation for
the logical constants is the one used in standard t-norm fuzzy logics. A shape predicate
would then be interpreted by measuring how much the deﬁning prototype ﬁts the target
region but, at the same time, also how much the other prototypes do not ﬁt the region. For
example in the case of the vertical/horizontal pair of predicates, a thin vertical region would
be ‘more’ vertical than a thicker but still vertical region. Alternatively the shape predicate
could be deﬁned simply by requiring that some scaling of the prototype ﬁts in the region
(without comparing it with other prototypes). In this way the region deﬁned by the gesture
could be used as the prototype, removing thus the need for a set of predeﬁned regions.
17 This of course is true only if we exclude the cases in which gestures are used as a central
element of communication. In such cases the gesture is often employed as a direct way to
represent a shape in a quite precise manner, especially if the correct identiﬁcation of the
shape is a core element of the message transmitted in the communication.
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(b)

Figure 4.11: Two shape prototypes in (a) for representing the property of
having a triangle-like shape and a square like-shape. The shaded region in
(b) is a case that shows the limitations of this approach: the shape predicates
cannot capture transformations that modiﬁes the dimensions of the space.

an ancillary mode of communication that depends heavily on verbal language,
and also given the fact that categorization is a central component of natural
language, it seems quite plausible to assume that gestures express shape in
a highly abstract form, that is probably inﬂuenced by some general cognitive
process that groups objects according to their distance from a prototypical
shape. Given the binary nature of the language we are using to express spatial
information this distance is expressed as a relation that either holds or not
between a spatial region and a prototype region.

4.5.4

Relative size and relative distance

We conclude the overview of the expressive power of the language we have
deﬁned by showing how the notion of relative size can be encoded in it. Even
if this property is not part of the list of Section 4.4.2, we observe quite often gestures that seem to relate diﬀerent regions by showing their relative size
according to a certain axis, for example by showing two buildings as having
diﬀerent heights. With the orientation prototypes deﬁned in the previous section the deﬁnition of such a predicate is quite simple. For instance, a region
x is ‘taller’ than a region y if there is a scaling of the prototype v, as deﬁned
in Figure 4.10a, such that the new region ﬁts in x but not in y. Formally we
deﬁne the predicate T allerT han as follows:
T allerT han(xr , yr ) ≡def ∃zs .F it(zs  v, xr ) ∧ ¬F it(zs  v, xr ) .

(4.58)

Using a similar idea we can also deﬁne a ternary relation that holds among
three regions x, y, z if y is closer to x than z is. This property is less often en87
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countered when analyzing gestures, but it still plays a role in the determination
of the reference of some of them. To encode this concept we need to assume
a primitive region b corresponding to an open (or closed) ball centered at the
origin of our hypothetical space. This ball represents the unit of measurement
(its radius is equal to the smallest distance we can measure with it). We will
say that y is closer to x than z is, if there is a scaling of b such that the new
ball added to y results in a region in contact with x while the same ball added
to z equals to a region disconnected from x, or formally:
CloserT oT han(xr , yr , zr ) ≡def ∃ks .C(xr , (ks  b) ⊕ yr ) ∧ ¬C(xr , (ks  b) ⊕ zr ) .
(4.59)
This concludes the overview of the expressive power of our language. We
saw that all the properties deemed as relevant in representing the iconic power
of gestures are expressible in the language. We now turn our attention to the
problem of deﬁning a notion of equivalence between two spatial conﬁgurations.

4.5.5

Model equivalence and iconicity

So far we have only explored the expressive power of the language, but the
expressivity of the language is relevant only in as far as it allows us to distinguish the objects we are describing with the language. The next step in
showing that the logic we have designed is suitable for representing space as
gestures do is the deﬁnition of the notion iconic equivalence. The language is
ﬁrst order, so we have at our disposal the two classical equivalence relations
between models: isomorphism and elementary equivalence. Isomorphism is a
relation that holds between two models if it is possible to deﬁne a bijective
mapping between the universes of the models such that the structural properties of the models are maintained (i.e the interpretation of relational, functional
and constant symbols agrees in the two models), while elementary equivalence
is a relation holding between models satisfying the same language sentences.
The two relations diﬀer in the degree of ‘detail’ at which they compare models.
In particular it is possible to prove that if two models are isomorphic then they
are elementary equivalent, while the converse is not true. Unfortunately both
relations express a notion of model similarity that is too strong for our goals.
Consider for example the two vector spaces in Figure 4.12. Given that the
absolute position of an area is not relevant when comparing two iconic spaces,
we would like to consider them as not distinguishable. However it is not difﬁcult to see that the two spaces are not elementary equivalent and hence not
isomorphic. It is enough to take into consideration the sentence b ⊆ a ⊕ b,
where a and b are interpreted as denoting the two regions as indicated in the
picture. Clearly the sentence is true in the left space, but false in the right one.
We introduce, therefore, a weaker notion of equivalence that is essentially
a restriction of elementary equivalence. Moreover, we need to switch from a
notion of model equivalence to a notion of frame equivalence. To understand
why, let us consider the case of a gesture that modiﬁes a transitive verb as in the
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(a) Space R
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(b) Space S

Figure 4.12: The two spaces R and S are not elementary equivalent. To see
this, consider the sentence b ⊆ a ⊕ b which is true in space R but false in space
S.

sentence “The car hit the wall”. Suppose that the sentence is accompanied by
a gesture depicting the car hitting the wall. The gesture describes two spatiotemporal regions that are in no way marked as being one the region occupied
by the car and the other the region representing the wall. We are of course
capable of inferring which is which, given the background knowledge that cars
move and walls do not. However from a compositional point of view there is
no way to assign a priori the entities referred to in the sentence to the regions
described in the gesture. Our best option is simply to consider all possible
interpretations. Of course this is possible because their number is ﬁnite, as for
every space with n distinguished regions we have n! interpretations diﬀering
only in the name they give to each region (of course assuming that two regions
cannot have the same name). For this reason we have to consider a relation
of equivalence deﬁned on frames rather than on models, as in this way we can
abstract away from interpretation functions.
We will consider two frames iconically equivalent if they both satisfy, for at
least one interpretation, a (ﬁnite) set of atomic formulae constructed in such
a way that all spatial properties of the relevant regions are equally present in
the two models. More precisely, we ﬁrst select a subset of the predicates we
have deﬁned so far and then collect all atomic formulae built by applying the
predicates to all the possible combinations of constants that describe distinguished regions in the space. In this way we can give a compact description
of a gestural space by building a theory of the space that corresponds to the
conjunction of the satisﬁed atomic formulae and the negation of the formulae
that are not satisﬁed in the gesture space model.
For instance in the case of the ‘two upturned cups’ gesture discussed in
Section 4.4.2 the set of predicates could include all the predicates introduced
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above. If the speaker had not shaped his hands in the quite precise form
we observe in Figure 4.7 then the set of predicates used to characterize the
space could include only the mereotopological and positional ones, as shape
(and possibly orientation) would not be clearly represented in the gesture. In
both cases the predicates would then be applied to all the possible combination
formed by the two constants naming the regions represented by the gesture:
the unary predicates would be applied to each constant, the binary predicates
to the four possible pairs of constants, and, in general, the n-ary predicates to
the 2n possible tuples of length n. The theory would be constructed by simply
checking which formulae hold in the model.
Formally, we can deﬁne such a procedure ΘΠ , where Π is a set of spatial
predicates, in the following way:
Deﬁnition 1. Given a gesture that describes n regions, assign to each region
a constant ri with 1 ≤ i ≤ n and call the set of all region constants R. Let S
be the powerset of the space described by the gesture, and ν the interpretation
function that maps every ri with the corresponding region of space. Then for
every k-ary predicate P in the set Π, take the cartesian product Rk and build
the following conjunction:

t∈Rk

P (t)
¬P (t)

if S, ν |= P (t)
otherwise

(4.60)

Finally, construct the conjunction of all the resulting formulae for all predicates.
We can then use the resulting formula to characterize the class of spaces
iconically equivalent to the gesture: the spaces in the class are only those
that satisfy the formula, for at least one interpretation. In a space with n
distinguished regions we have n!18 interpretation functions diﬀering only in the
regions they associate with each constant term.
We are ﬁnally in a position to deﬁne clearly the denotation of a gesture:
g = λr1 . . . λrn .

ρ(Dr ,

n


ri ), μ |= ΘΠ (G) ,

(4.61)

i=1

μ∈M

where M is the set of n! interpretation functions assigning to each constant ri 19
a diﬀerent region from the set {r1 , . . . , rn }, Π is a set of spatial predicates and
G is the space described by the gesture.20 In what follows we will abbreviate
this function by dropping the direct reference to the interpretation functions
18 This number corresponds to the number of permutations of the sequence of distinguished
regions. Interpretations that assign the same region to two diﬀerent gestural regions are
excluded to comply with the notion of equality in our mereotopology.
19 Of course the implicit assumption is that the constant terms used here are the same one
used in the Θ procedure.
20 An alternative way to express the denotation is to map the predicates in the theory
ΘΠ (G) to objects in S. For instance, if we are dealing with a gestures denoting two regions,
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in this way:
g = λr1 . . . λrn ρ(Dr ,

n


ri ) ≡ ΘΠ (G) .

(4.62)

i=1

4.6

The communicative function of gestures

The analysis proposed in this thesis is a semantics of gestures. In this sense
it deﬁnes what the meaning of gestures is. What it does not deﬁne is how the
meaning of gestures is used in the communicative process. I will here brieﬂy
discuss the limits of gesture meaning with respect to its use in conversation.
One of the assumptions at the heart of the ideas defended in this thesis
is that gesture meaning is available to listeners when they construct a model
of the reality referred to by the speaker. This hypothesis has been conﬁrmed
by a large number of behavioral, linguistic and neurological experiments and
Chapter 6 presents additional data in favour of this hypothesis. However, care
has to be taken in drawing inferences on the basis of this idea. My claim is that,
despite the fact that gesture meaning is recorded by listeners, speakers tend to
rely on speech to convey the part of the message that they consider central.
In other words, speakers (unconsciously) diﬀerentiate between fundamental
and additional information in the construction of their message and tend to
use gestures to express only the additional component of the message. The
explanation I propose for this phenomenon is the low prominence that the
gestural channel has with respect to the verbal one.21
For instance, let us consider the case of a co-speech gesture accompanying a declarative sentence. Typically such a sentence serves the purpose of
restricting the set of models compatible with the previous contributions to the
conversation to a speciﬁc subset. This operation of model-ﬁltering is performed
in accordance to the propositional meaning of the sentence. If a gesture accompanies the sentence, its meaning is integrated according to the rules we
discussed. However from the perspective of the communicative goals of the
speaker, the contribution of the gesture will normally not be fundamental for
the identiﬁcation of the target subset. In other words if M is the set of models
compatible with the conversation, M  ⊆ M is the subset the speaker wants to
such that the theory is deﬁned as follows
ΘΠ (G) = P (a), ¬P (b), R(a, b), ¬R(a, a), ¬R(b, b), ¬R(b, a) ,
then the denotation of the gesture can be represented as follows:
λr1 r2 .(P (r1 ) ∧ P (r2 ) ∧ R(r1 , r2 ) ∧ ¬R(r1 , r1 ) ∧ ¬R(r2 , r2 ) ∧ ¬R(r2 , r1 )) ∨
(P (r2 ) ∧ P (r1 ) ∧ R(r2 , r1 ) ∧ ¬R(r2 , r2 ) ∧ ¬R(r1 , r1 ) ∧ ¬R(r1 , r2 )) .
Notice that we have to combine with a disjunction the possible assignments of the regions
denoted by the discourse referents passed to the gesture to the regions depicted in the gesture.
21 The prominence of gestures can be increased by a verbal element that signals that the
hearer has to pay attention to the hands of the speaker. Typically these elements are some
kind of deictic expression such as “so” or “like this”.
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identify with her contribution, p is the meaning of the verbal utterance without
the gesture contribution and p is the joint meaning of speech and gesture, then
M  will be the largest subset of M such that its elements satisfy p, while the
largest subset of models satisfying p will be a set M  ⊆ M  .
This is not to say that listeners do not integrate the meaning of gestures
with the meaning of the verbal utterance. However, it seems that speakers
organize their message so that the most relevant information is conveyed by a
clearly signalled and highly recognized mode of communication such as speech.
The information usually conveyed by gestures is in a sense less central, and
could be identiﬁed with aspects of the message that are connected to the main
topic of the message but are not intentionally selected as part of the message.

4.7

Summary

In this chapter I presented a formal semantics for iconic gestures. The semantics
is based on two hypotheses:
• the meaning of iconic gestures is a function that restricts the interpretation of any ﬁrst-order relation (or relation modiﬁer) by adding a condition
of spatial similarity between the referents and the gestural space,
• the notion of spatial similarity can be expressed in a precise manner as
an equivalence relation, that I called iconic equivalence.
I showed how such a semantics can be expressed in an enriched Montagovian
framework, and how the desired properties are satisﬁed by the proposed semantics. I then introduced a logical language that I claim has suﬃcient expressivity
to express the spatial properties typically encoded in gestures. The language
is constructed in a modular way so that it can be adapted to express diﬀerent
degrees of iconic similarity. The language has then been coupled with a notion
of equivalence between spaces. The equivalence relation is used to model the
idea of iconic similarity between gestures and their referents.
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The semantics in the wild
5.1

Introduction

this chapter, we explore the implications of the framework presented in
IbothnChapter
4 by analyzing two examples extracted from the SAGA corpus. In
cases we see how gesture semantics is tightly connected with the meaning
of verbal language. Both examples require an enriched version of the Montagovian setting to account for the meaning of the verbal expressions, a fact that
will trigger a parallel extension of the gestural framework.
I will then compare my proposal with other works in the literature on the
topic of gesture semantics. We will see that the alternative approaches are
mostly compatible with my framework. At the same time I will point out some
advantages of my approach.

5.2

An example and plurality

We use the language developed in the previous chapter to analyse an example
extracted from the SAGA corpus. The example under consideration is rather
complex, but it will allow us to show the deep connections between verbal
language semantics and gesture semantics.
The example is taken from a dialogue between a Router and a Follower,
the ﬁrst describing the visible landmarks during a bus ride. Here follows an
excerpt from the dialogue:
du guckst aehm rechts und links jeweils eine Kirche die sind ’n
bisschen unterschiedlich gebaut rechts die hat so’n Giebel mit mit
’ner au.. aehh mit ’ner Rosette so’n Rundfenster ziemlich auﬀaellig
und hat zwei Türme mit Spitzdach

93

The semantics in the wild

Figure 5.1: Tower gesture [V5 — 00:04:49.380 – 00:04:50.620].

you see to the right and the left respectively a church, they are built
a bit diﬀerently, the one on the right has one of those gables with
a rose window, such a round window, pretty noticeable, and it has
two towers, with a pointed roof.
The whole dialogue is richly accompanied by gesture, but we will speciﬁcally
focus on the segment composed by the noun phrase “zwei Türme” (two towers).
The speech segment is accompanied by the gesture shown in Figure 5.1.
To give a proper semantics to the noun phrase “zwei Türme” we ﬁrst need
to reﬁne the frames of reference introduced in Section 4.2.1. The objects used
in the previous deﬁnition of a frame are in fact too simple to express the
denotation of the numeral “zwei” (and to a less extent of the plural noun
“Türme”). We will assume that numerals like “zwei” function as modiﬁers of
sets of entities, restricting the members of such sets to those individual that
are sums of the correct number of atomic individual (Geurts, 2006). In order
to express this denotation as an object of our frames of reference, we need
to consider a ﬁner grained domain of entities. The reﬁned domain includes
atomic entities, whose type is e, and sum entities that are the result of grouping
together a number of atomic entities, and to which we will refer with the type
e⊕ . Assuming that we have deﬁned a function | · | of type e⊕ → N returning
the number of atomic entities that form a plural entity, the denotation of the
numeral “zwei” can be deﬁned as follows:
.
λP.λx.|x| = 2 ∧ P x : (e⊕ t)e⊕ t .

(5.1)

In words, the denotation of “zwei” is a function from sets of plural entities to
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sets of plural entities whose members are the sum of two atomic entities.1
The addition of the type e⊕ makes it necessary to extend the deﬁnition
of Loc. The eﬀect we would like to achieve is that the spatial projection
of a sum entity is the grouping of the spatial projections of its composing
atoms. However, rather than just taking the union of these projections, we
require that the mapping results in a tuple of regions, allowing us to access
the individual projections of the composing atoms and the cardinality of the
sum. This means that we have to extend also the deﬁnition of S to include the
cartesian n-product of the set DtDr for all n ∈ N+ . Consequently we extend the
deﬁnition of Loc by saying that for all x ∈ De⊕ , loce⊕ (x) = r1 , . . . , rn , where
n = |x|, x is the result of summing x1 , . . . , xn and for 1 ≤ i ≤ n loce (xi ) = ri .
loce⊕ has type e⊕ → r, where α is a tuple of objects of type α.
We can now deﬁne the denotation of a gesture modifying a plural noun
(possibly modiﬁed by a numeral) of type e⊕ t. The denotation of such a gesture
is the following function of type rt:
n=|r|

g = λr.

ρ(Dr ,
μ∈M



ri ), μ |= ΘΠ (G) ,

(5.2)

i=1

where M is the set of n! interpretation functions assigning to each constant ri a
diﬀerent region from the set {π1 (r), . . . , πn (r)}, Π is a set of spatial predicates
and G is the space described by the gesture. and abbreviated as:
n=|r|

g = λr.ρ(Dr ,



ri ) ≡ ΘΠ (G) .

(5.3)

i=1

We are now ready to discuss the example introduced at the beginning of the
section. First of all we need to deﬁne the theory describing the space depicted
by the gesture g. We can imagine that the iconic space associated with the
gesture corresponds to the one shown in Figure 5.2. We decide to describe the
space through the mereotopological predicates and the prototype predicates
that determine the orientation of the main axis of a region (to distinguish
vertical towers from, admittedly implausible, horizontal or cubic towers). When
we apply the procedure Θ to the iconic space, we obtain a theory T that we
(partially) represent as follows:
DC(r1 , r2 ) ∧ DC(r2 , r1 ) ∧ V ertical(r1 ) ∧ V ertical(r2 ) .

(5.4)

The assumed interpretation function for the constants is the one that assigns
the two regions t1 and t2 of Figure 5.2 respectively to r1 and r2 .
We can now compute the value of the term
CP1 (“zwei” “Türme”) g
1 Implicitly

we add the set of natural numbers to the frame of reference.
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t2

t1

Figure 5.2: Spatial scene described by the ““zwei Türme”” gesture

(or equivalently “zwei” (CP1 “Türme” g))2 corresponding to the denotation
of the multimodal utterance under consideration:
CP1 (“zwei” “Türme”) g
.
CP1 (λx.|x| = 2 ∧ towers x) g

→β
→β

n=|r|

.
CP1 (λx.|x| = 2 ∧ towers x) (λr.ρ(Dr ,
πi (r)) ≡ T )

→β

i=1

.
λx.|x| = 2 ∧ towers x ∧ ρ(Dr ,

n=|loce⊕ (x)|



πi (loce⊕ (x))) ≡ T .

i=1

The ﬁnal value corresponds to the characteristic function of the set of plural
entities that are the sum of two atomic entities, that are towers3 and whose
spatial projections satisfy the theory Θ, i.e. the two projections are not in
contact and both vertical. If for example, our domain consists of the space
depicted in ﬁgure 5.3 then this set includes the two towers of church b and the
two towers of church c but excludes those of church a. We assume that the
speaker picks contextually justiﬁed pairs of towers, in this case pairs of towers
belonging to the same church. This cannot be accounted by the semantics, as
in principle any two towers could count as a pair.
In a more reﬁned theory that includes prototype based predicates to distinguish diﬀerent types of solids we could distinguish the two towers of church c
from those of church b. In this way we could, for example, restrict the reference
of the modiﬁed noun phrase to the towers of b.
2 As a matter of fact the gesture could also modify the “complete” NP
“zwei Türme mit Spitzdach” or “Türme mit Spitzdach” without any diﬀerence in the ﬁnal semantics. This is just a consequence of the fact that we are dealing only with intersecting
modiﬁers.
3 In a more reﬁned treatment we could probably distribute the “tower” property on the
atomic entities that make up the plural entity.
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Figure 5.3: Three churches

Now suppose that Router uttered “[...] hat Türme mit Spitzdach” rather
than “[...] hat zwei Türme mit Spitzdach”, accompanying the utterance with
the same gesture, and referring to the same two towers. The resulting denotation would not be dissimilar to the one we derived above, but it would lack
any information about the cardinality of the plural “tower” entity. This is actually problematic as the gesture seems to clearly indicate a speciﬁc number of
entities. This is true in other cases when the speciﬁc number of spatial regions
is clearly gestured. For these cases the denotation we have employed so far is
not satisfactory. In fact if the gesture identiﬁes n regions then any plural entity
with cardinality m ≥ n whose ﬁrst n projections are iconically equivalent to
the space described by the gesture would be considered in the set of described
entities, while we would like to consider only the entities whose cardinality is n.
In other words we want the denotation of a gesture to restrict the cardinality of
the plural entities to which it can combine. To this end we can simply modify
the denotation presented above by adding an additional constraint on the cardinality of the argument passed to the gesture. The constraint does not require
any additional spatial descriptive power, as the deﬁnition of the procedure Θ
already include the information about the number of distinct spatial regions
described by the gesture. Overloading the formalism, we write |ΘΠ (G)| to indicate the number of distinct spatial regions identiﬁed by the gesture. We can
then assign the following denotation to gestures accompanying plural-related
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predicates (or modiﬁers):
n=|r|

.
g = λr.|r| = |ΘΠ (G)| ∧ ρ(Dr ,
πi (r)) ≡ ΘΠ (G)

(5.5)

i=1

However, the denotation presented in 5.2 is preferable in those cases in
which the exact number of entities is left underspeciﬁed in the gesture, possibly
because unknown to the speaker. Quite often in fact an indeﬁnite plurality of
entities is gestured by repeating the same gesture a small number of times
(usually two or three), but the gesture is still interpreted as referring to a large
number of objects.4

5.3

From pictures to movies: spatio-temporal
gestures

Up to now the kind of iconicity we have been talking about has been restricted
to static properties. But gestures are frequently used to express properties
connected to actions and events. Our account of iconic gestures can be easily
extended to treat also these cases by enriching the spatial reference frame
with a time component. To be more precise, given the nature of gestures we
can consider time as an additional dimension of the vectorial spaces we have
considered so far, moving towards a spatio-temporal reference frame.5 We
will see that such a simple treatment is suﬃcient to account for the temporal
expressivity of gestures.
The use of extended spatio-temporal regions to represent the temporal history of spatial objects is not completely new in the literature (see for example
Muller, 1998). However in the speciﬁc case of gesture semantics we can work
with a simpliﬁed framework, that does not make any diﬀerence between spatial and temporal dimensions and thus between spatial and temporal relations.
When gestures express some temporal information they do so by representing
usually some type of motion, but without contributing any type of temporal information at the propositional level. More speciﬁcally, gestures lack the ability
to temporally locate an event. Gestures are capable of expressing the idea of an
event repeated in time. But the representation of this repetitiveness is realized
in a literal way as a sequence of identical gestures. In this case the gesture
referent can be identiﬁed by simply checking the spatio-temporal extension of
the candidate events for a series of identical sub-regions, each one iconically
equivalent to the gestures of the sequence.
4 Interestingly the repetition of a sign two or three times is among the options to express
a plural concept in various sign languages.
5 Notice that what we call here a space-time is not what is usually meant with term.
Our models will still be Euclidean spaces, while physical space-times are usually modeled as
Minkowski spaces. Time is modelled in this simpliﬁed setting as another spatial dimension,
so what we have is a 4-dimensional Euclidean space.
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t

x

y
Figure 5.4: Space-time in Flatland. A square approaching a pentagon.

This type of gestures usually accompanies verbs of motion and their meaning is usually that of additionally specifying the type of motion. In doing so
gestures do not contribute any temporal information to the meaning of the utterance they accompany, but share the temporal predication introduced in the
sentence. For these reasons and for the fact that we are not interested in modeling a realistic space-time, we will not introduce any time speciﬁc predicate in
the logic.
In the spatio-temporal frames we will represent n-dimensional objects existing in a n-dimensional space as n+1-dimensional regions of a n+1-dimensional
space. So for example if we want to represent an inhabitant of Flatland, say a
square, moving towards a fellow pentagon, we will extend the two dimensional
space of Flatland with a third dimension representing time, as depicted in ﬁgure
5.4. The two axes x and y represent the two directions of Flatland space, while
the vertical axis t represents time. In our drawings we are going to represent
time as orthogonal with respect to the plane of Flatland, and we represent the
ﬂow of time as moving upwards (in the direction of the arrow). The “stack” of
planes along the time dimension represents instantaneous states, meaning that
if we take the intersection of space-time region corresponding to an object with
the plane at time ti we get the position of the object at that time.
Considering time as simply an additional spatial dimension allow us to
use the language we developed so far to model the iconic properties of static
gesture also for dynamic ones. We will illustrate this possibility by analyzing
an example from the SAGA corpus. In this case Router is again explaining the
route that the bus has to follow around the city. The bus has to pass around
a pond and Router says ““du fährst um den Teich herum””
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Figure 5.5: Pond gesture [V5 — 00:07:15.290 – 00:07:19.200].

(5.6) du fährst um
den Teich herum
you drive around the pond (around)
‘you drive around the pond’
The sentence is accompanied by a two handed gesture roughly representing the
path followed by the bus in driving around the pond: the left hand represents
the pond while the right hand describes a path going around the left hand with
a counter-clockwise motion from the perspective of the speaker, as shown in
Figure 5.5.
To analyze the meaning of the multimodal utterance we start as usual by
specifying a lexicon, reported in Tab. 5.1. All the lexical entries are standard
except for the circumposition “um. . . herum”. We assume here an analysis that
interprets this circumposition as a verbal extensor. From the type theoretical
point of view, a verbal extensor is a function that transforms a n-ary predicate
in a n+1-ary predicate. From a semantic perspective a verbal extensor attaches
a new thematic role to a verb, in this case by specifying the trajectory of the
movement. The analysis of circumpositions and, in general, of adpositions
was introduced by Keenan and Faltz (1985) and motivated on the base of
the existence in languages like English of the so called prepositional passives,
passive constructions of intransitive verbs coupled with a preposition, such as in
the sentence “the bed was slept in”. The interpretation of adpositions as verbal
extensors is truth conditionally equivalent to the more standard analysis that
interprets them as functions from noun phrases to verbal modiﬁers. However,
as Nam (1995) points out, there are additional considerations, beyond the
truth conditions of a sentence, that suggest that the two analysis captures
two diﬀerent uses of adpositions. Anyway, in the case of the sentence under
discussion, the two approaches seem to be completely equivalent.
100

5.3. From pictures to movies: spatio-temporal gestures
Word

Type

Denotation

“du”

e

you

“den”

(et)e

ι

“Teich”

et

pond

“fahren”

et

drive

“um. . . herum”

(et)eet

λP.λx.λy.P y ∧ around x y

Table 5.1: Lexicon for “du fährst um den Teich herum”

To complete our analysis, we need to deﬁne the meaning of the gesture of
Figure 5.5. The gesture semantics is as usual dependent on the logic we assume
to analyze the example at hand. To provide a suitable theory we can start by
observing the iconic space depicted by the gesture. We can represent it as in
Figure 5.6a.6 The central cylinder represents the pond, while the arced region
depicted as a sequence of squares represents the bus moving around the pond.
The theory representing the class of spaces iconically equivalent to the gestural
space will be computed by using the mereotopological, positional and the shape
related predicates. The mereotopological predicates allow us to distinguish
cases in which the bus drives around the pond without ‘getting wet’ from those
in which its trajectory is in contact with the pond. The positional predicates
are deﬁned for simplicity with respect to the projection of the space on the
horizontal plane, which we will imagine oriented with the y axis corresponding
to the vector identiﬁed by the direction the speaker is facing. The predicates
could also be given a spatio-temporal characterization, but in the case at hand
the lower dimensional versions are suﬃcient to determine the position of the
pond with respect to the bus. Finally, regarding the shape predicates, we
assume that we have at our disposal predicates describing diﬀerent types of
solids and diﬀerent regions corresponding to possible trajectories of events of
entities ‘driving around’ something. In the case of the trajectory prototypes,
we assume that they are grouped in a way that the speed of the movement is
given an iconically relevant characterization. In the case under discussion, it
seems that the speed of the bus does not play any role in the representation,
so we can simply collapse all the predicates deﬁning the same trajectory but
diﬀerent speeds in a single predicate.
Let the interpretation function assign to the constant r1 the region corresponding to the entity moving around the pond and to the constant r2 the
6 The space illustrated in the picture is a space-time based on a two dimensional space.
This simpliﬁcation is necessary due to the intrinsic diﬃculties connected to providing an
intuitive visualization of four dimensional objects.
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(a) Turning right

(b) Turning left

Figure 5.6: Navigating around a pond. For a clearer visualization, the vertical
axis corresponding to the ﬂow of time has been represented by discrete steps.

region corresponding to the pond, then we can summarize the resulting theory
as follows:
DC(r1 , r2 ) ∧ DC(r2 , r1 ) ∧ U p(r1 , r2 ) ∧ Down(r2 , r1 ) ∧ Lef t(r1 , r2 )∧
Lef t(r2 , r1 ) ∧ Right(r1 , r2 ) ∧ Right(r2 , r1 ) ∧ cylinder(r2 )∧
right going around trajectory(r1 ) .

(5.7)

We will refer to this theory with T .
Now we can compute the denotation of the multimodal utterance in the
usual way. We assume the following semantic structure:
((CP2 g (um. . . herum fährst)) (den Teich)) du

(5.8)

After reducing the term to its normal form we obtain the following denotation
for the multimodal utterance:
drive you ∧ around (ι pond ) you ∧ ρ(Dr , loce (x) ∪ loce (y)) ≡ T

(5.9)

The denotation of the utterance models a situation where the addressee of the
communication drives around the contextually deﬁned pond and where the conjoint spatio-temporal conﬁguration of the addressee and the pond is such that
the addressee follows a circular trajectory around the pond, starting by turning
right (according to the driving direction). Arguably most of the information
described is already present in the semantics of the verbal fragment, but the
information that the ‘driving around’ starts with a right turn is only expressed
in the gesture. In this case the gesture would allow the distinction between
the intended situation depicted in Figure 5.6a from the situation represented
in Figure 5.6b.
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The robustness of the logic used to represent the spatial information expressed by the gesture and its ability to capture iconicity also in a dynamic
context can be appreciated by the fact that irrelevant diﬀerences between the
iconic space and the reference space are cancelled out by the generality of the
predicates used. For example the exact position of the pond with respect to
the trajectory is not encoded in the spatial theory. Many possible positions
would satisfy the iconic constraint, but the freedom is limited in this case by
the joint contribution of the mereotopological and positional predicates.
This speciﬁc example illustrates also another aspect of the way gesture
meaning is integrated into verbal meaning not discussed so far. If we observe
the way the gestural space is constructed during the interaction, we notice that
the hand representing the pond assumes its conﬁguration as soon as Router
introduces, with an indeﬁnite, the pond. We report here the complete speech
transcription of the segment under discussion:
Wenn du dort eingefahren bist, faehrst du gradeaus auf einen Teich
zu, ‘n Teich und an diesem Teich du faehrst drauf zu und faehrst
rechts herum die Hecke die geht noch ungefaehr so fuenfzig Meter
dann sind da auch hin und wieder Sitzbaenke aber du faehrst um
den Teich herum.
when you have arrived there, you drive straight ahead towards a
pond, a pond and, when you are at this pond, you drive straight
ahead and you drive around the hedge on the right side, the hedge
still goes approximately 50 meters then there are some seatbanks
now and then but you drive around the pond
The ‘pond’ gesture is performed as soon as Router introduces the pond in the
discourse with the phrase “einen Teich”, and from then on the hand is kept
static for around 20 seconds, spanning various sentences and discourse units.
During this period of time the ‘pond’ gesture oﬀers a stable reference point
around which the other gestures are performed consistently. This suggests
that the iconic spaces that are subsequently used during a discourse may share
a form of anaphoric consistency that links the diﬀerent gestures together. In
the case under discussion the anaphoric relation would be doubly represented
by the deﬁnite description “den Teich” and the use of space.

5.4

Other perspective on gesture meaning

In this section I compare the analysis of gesture meaning defended so far with
the few similar proposals published so far. While there are various descriptive works addressing the question of deﬁning the meaning of gestures, formal
analyses that try to specify the implications of the theoretical hypotheses underpinning much of the more impressionistic studies are rare. Most of the
latter type of research are computational models aimed at solving a speciﬁc
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instance of the problem and that do not provide a general enough perspective that can be easily applied to situations outside the intended scope (see
for instance Johnston, 1998; Johnston and Bangalore, 2000). I will start by
discussing the framework of Lascarides and Stone (2009a), which is the most
extensive published work to date that presents a semantics for gestures. The
authors propose a theory in which the meaning of gestures is integrated both
at the constituent level and at the level of discourse structure into the meaning
of speech. A similar model is proposed by Rieser and Poesio (2009): the authors use discourse representation theory enriched with so called dialogue acts
to explain how gestures are integrated in the overall meaning of a discourse.
While the ﬁrst two works discuss propose an alternative compositional process
for the meaning of gestures, the last study discussed in Section 5.4.3 presents
an alternative framework for the representation of the informational content of
iconic gestures.

5.4.1

Gestures in SDRT

Lascarides and Stone (2009a) present a complete semantics of gesture that addresses questions similar to those I investigated in this second part of the book.
The two approaches share many similarities but they also reﬂect diﬀerent perspectives on many relevant issues concerning the analysis of gesture meaning.
After introducing Lascarides and Stone’s framework for gesture semantic analysis, I will outline the commonalities and diﬀerences between the two approaches
and show how the two frameworks relate. In particular I will argue that the
diﬀerences in the two proposals point to diﬀerent levels of analysis rather than
two opposite perspectives, and thus suggest a complementarity rather than an
incompatibility between the two frameworks.
Lascarides and Stone’s framework
Lascarides and Stone present a formal semantics of iconic and deictic gestures
based on the idea that the interaction between verbal language and gestures
can be modeled on the patterns of interaction between diﬀerent discourse units.
The general framework they employ to analyze gestures meaning is the one of
the dynamic semantics tradition. They assume that gesture are segments of
larger discourse structures that relate to other gestural segments and verbal
discourse segments via rhetorical connections. The theoretical starting points
of their investigation are those of the Mcneillian tradition, namely that verbal
language and gesture co-operate to express the same thought (McNeill, 1992)
in a way that makes it possible to observe diﬀerent types of synchronization or
alignment between the two channels at diﬀerent levels. Their goal is to supplement classical descriptive analysis of gesture meaning with a formal account
that allows the formulation of clear boundaries for gesture meaning. Beside
that, they also aim at explaining the non-verbal aspects of multimodal interactions using the same theoretical tools employed in the analysis of speech-only
interactions.
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Their framework aims at giving a formal semantic analysis of gestures in
general. While they do not discuss the case of emblems, they propose a uniform
treatment for gestures that classically would be categorized as iconics, deictics,
metaphorics and gestures that present characteristics common to more than one
of these types. At the same time, they assume that a clear-cut interpretation of
gesture meaning is, in many cases, impossible. For these reasons they advocate
the need to analyze gesture meaning under the lens of vagueness, by accepting
that “multiple consistent interpretations are often available” (Lascarides and
Stone, 2009a, p. 396) for the same gesture.
Their framework takes the shape of an extension of Segmented Discourse
Representation Theory (SDRT) as introduced in Asher and Lascarides (2003).
A full discussion of SDRT is beyond the scope of this book, but quite roughly we
can summarize the main characteristic of the theory by saying that it assumes
an analysis of discourses and dialogues in terms of segments or structures,
that approximately correspond to sentences. These segments are connected to
other segments in a network of rhetorical relations. Rhetorical relations can be
understood as speech acts that express the connections that make a discourse
or a dialogue coherent. Typical examples of rhetorical relations are:
• Narration, a relation that holds between segments that presents event in
some type of order (e.g. temporal order),
• Elaboration, expressing that one segment presents with greater depth
information already presented in the other segment,
• and Contrast, the relation that holds between segments presenting information about related entities but emphasizing their diﬀerences.
The relations form the net of discourse segments and determine possible continuations of the discourse, while also guiding other linguistic phenomena, such
as the resolution of anaphoric elements. The relations themselves are inferred
from the rhetorical structure of the already analyzed discourse and from speciﬁc
linguistic elements that signal the existence of a relation between two discourse
segments. The inference is drawn using a mix of non-monotonic reasoning
based on linguistic and world knowledge.
Lascarides and Stone assume that the same structural relations are at play
in the interaction between speech and gesture. They assume that only some
elements of the repertoire of relations deﬁned for linguistic segments are available for analyzing the relation between speech and gesture. Certain relations
are excluded (e.g. Disjunction) as they would contravene the principle that
gesture contributes monotonically to the information expressed by verbal language. Lascarides and Stone also introduce three new speciﬁc relations that
characterize the interaction between gesture and speech and among diﬀerent
gestures in the same discourse. The ﬁrst one, Depiction, is what they deﬁne as
“the strategy to visualize exactly the content conveyed in speech” (Lascarides
and Stone, 2009a, p. 405), connecting thus the gestural segment with the verbal segment of which it is the visualization (most likely the one with which it
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is temporally synchronized). The second relation, Overlay, relates two gestural
segments in which the space is used in a consistent way. The idea is that the
ﬁrst gesture sets a spatial background that is elaborated by the second one,
for instance by locating new entities in it. The third newly introduced relation is Replication, again connecting a gesture to another gestures that is the
repetition of the ﬁrst one.
The verbal and the gestural segments share the same representation: as
common in SDRT the portions of discourse are represented as formulae of a
ﬁrst order language whose domain of quantiﬁcation is a set of individuals and
a set of eventualities. Lascarides and Stone extend this domain with a set
of spatio-temporal regions (subsets of a proper subset of an Euclidean fourdimensional space-time). These regions are used to describe real, virtual and
metaphorical spaces. They also introduce two predicates, loc and classif y, that
locate eventualities and individuals in the space-time. The predicate loc is used
to locate an entity “literally”, while classif y locates an entity when space is
used in a metaphorical sense. The example they present of the use of classif y
identiﬁes the space ‘occupied’ by a sentence with the space occupied by the
person that uttered the sentence. They also argue that the deictic component
of gesture meaning makes a direct reference to space, while gestures showing
a clearly iconic character can be interpreted under a mapping from the real
space, the space in which the gesture is performed, to the described space.
The possible mappings are constrained so that they can only be composed by
rotations and scaling operations in order to model the iconic character of these
gestures.
The fact that gestures share the same representation mechanism of verbal language is justiﬁed by their assumption that gestures introduce discourse
referents. They argue that entities involved in the interpretation of gestures
often co-refer with the entities introduced by verbal language, but they also
claim that some interpretations require the introduction of additional referents.
These referents are not accessible for anaphoric reference by verbal language,
but they can be shared among diﬀerent gestures. This is modelled formally by
two diﬀerent sets of discourse referents, one shared by speech and gesture and
the other accessible only by gestures. The sets are of course determined by the
network of relations among the diﬀerent segments where they are introduced.
The segments representing gestural contribution to a discourse enter the
interpretation process in the form of underspeciﬁed ﬂat structures. This last
concept of underspeciﬁcation plays a central role in Lascarides and Stone’s
account. They model the interpretation process of gesture as starting with
feature structures assigning values to various descriptive kinetic features of
gestural form. The kinetic description of a gesture includes properties like
hand shape, palm direction, trajectory and location. Each property can then be
associated with a value representing some component of the gesture meaning.
The possible resolutions for each feature-value pair are represented as hierarchies of increasingly speciﬁc resolutions, speciﬁed separately for each feature.
The kinetic features that make up the underspeciﬁed form do not determine
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the number of entities involved in their resolution so additional referents may
be introduced by the speciﬁc resolutions. These referents are then marked as
available only for later gestural co-reference. The overall meaning of the gesture
is taken to be the conjunction of the resolution of all feature-value pairs. To
enable the possibility of descriptive features irrelevant in the determination of
the meaning of a gesture they allow also a vacuous ‘true’ value for each feature.
In Lascarides and Stone’s model, the resolution of these underspeciﬁed
forms is performed during discourse update. This process involves ﬁrst identifying possible instantiations for the underspeciﬁed forms, followed by a nonmonotonic reasoning step that tries to identiﬁes adequate rhetorical relations
among the segments of the discourse. This step relies heavily on non-linguistic
knowledge for the resolution of rhetorical relations involving both verbal segments and gestures. This process is only sketched in the paper and the speciﬁc
type of reasoning involved in the resolution of gestures underspeciﬁed forms
and gesture speciﬁc rhetorical relations is not addressed.
Comparison with my approach
The ﬁrst diﬀerence between the analysis I propose and the one of Lascarides
and Stone is one of focus. While they consider gestures at the level of discourse,
I analyze the relation between gestures and the ﬁne grained level of sentences.
In this sense their approach is more general as it attempts to answer questions
arising when observing gesturing from the wider perspective of communication.
Their approach is of course not incompatible with a more local perspective,
but in their paper they concentrate on discourse bound phenomena. I instead
put the emphasis on the way gestures are aligned to the semantic structure
of language. This more local perspective allows me to make predictions about
the distribution of certain types of gestures that their framework cannot justify.
For example the impossibility for purely iconic gestures to combine with higher
order quantiﬁers is in my approach a consequence of a type incompatibility
between gestures and quantiﬁers. In the case of their approach there is no
theoretical or formal principle that disallows the combination of a gesture with
a quantiﬁer, as the gesture can simply access the discourse referent introduced
by the quantiﬁer.
The two analyses also address gesture meaning with a diﬀerent level of
precision. Lascarides and Stone are interested in giving a general theory of
spontaneous gestures, and to do so they do not specify most of the details
needed for a full ﬂedged semantics. In particular they rely on a general nonmonotonic, common sense reasoning system to produce an interpretation for a
gesture. Such a system requires a vast ontology that includes both linguistic
knowledge, knowledge about communication in general and knowledge about
reality. My analysis is lighter in terms of ontological requirements. I assume
that what we need to know to capture the meaning of iconic gestures is just a
theory of space that includes only a restricted set of relevant properties.7 This
7 This

is true for the case of spatial iconic gestures. I will discuss the application of the
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lighter ontological commitment comes at the price of a shallower interpretation of gestures. Lascarides and Stone, in fact, associate with gestures quite
rich interpretations, relying on the rich form of knowledge they assume. My
approach is diﬀerent, as I try to isolate the minimal semantic content of gestures, which I assume to correspond to their capacity to restrict iconically the
reference introduced in verbal language, from additional information inferable
from the wider context of the communication. The main advantage of such a
separation is connected to the possibility of experimentally testing the hypothesis in a clearer way. In fact, the rich meanings of Lascarides and Stone depend
on a large number of independent factors that become diﬃcult to control in
an experimental setting. On the other hand, the possibility of separating what
I consider the core of gestures meaning from additional interpretational inferences makes it possible to design experiments that test the simpler predictions
of my analysis. In chapter 6 I will present a group of experiments designed
exactly to assess the validity of the theory.
The two approaches also diﬀer in the way the interpretative process is modelled. Lascarides and Stone fuse what I consider the semantics and pragmatic
component of gesture interpretation in a single process. In particular they
consider the step of transforming the raw kinetic description of the gesture in
the meaning it encodes as part of a more general interpretation process. In
my analysis this is considered part of a non semantic process that ﬁlters out
the variation connected to non ‘linguistic’ considerations, like speaker related
preferences, contextual preferences and similar factors.
On the other hand, the kind of micro-analysis proposed in this book shows
some limitations that can be overcome only by embedding it in a wider perspective such as the one proposed by Lascarides and Stone. In particular, some
phenomena, such as the coherent use of space between diﬀerent gestures or, in
some less common cases, the depiction in gestures of referents not explicitly
introduced in verbal language, call for an embedding of the purely semantic
analysis in a larger framework that accounts for these additional facts about
gestures. A framework based on discourse analysis, such as the one of Lascarides and Stone, provides the necessary tools to model these phenomena. For
instance, the fact that the virtual space in which gestures are created is used
in an often coherent way, with implicit back-references to previously shaped
spatial regions, could be conveniently modeled using a form of spatial reference
storage, parallel to the one used for discourse referent. As an example, consider the case of the ‘town hall wings’ gesture informally discussed in chapter
3. The gesture is preceded by another one in which the complete town hall
building is depicted. The subsequent ‘wings’ gesture places the wings of the
building so that the parthood relation between the building and its wings is
reproduced in the representation. In this way the iconicity constraints propagate from the level of sentence semantics to the model associated to the overall
framework to other types of iconic gestures in chapter 7. However, we will see that, while
these other forms of iconic gestures calls for an analysis based on diﬀerent types of theories,
it is possible to obtain the same type of ‘light’ analysis proposed for spatial iconic gestures.
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discourse. The relation between the two spaces is reﬂected in the speech by
the bridging relation connecting the deﬁnite description “den beiden Flügeln”
(“both wings”) to the previously introduce town hall.
Summarizing, the two analyses contribute in diﬀerent but compatible ways
to the understanding of the meaning of gestures. Lascarides and Stone’s approach is more general and has the capability of explaining a larger number of
phenomena. Their approach could be made more precise by supplementing it
with an analysis akin to the one presented here. The very general perspective
they take allows them to tackle issues that are beyond the analytic possibilities
of my approach. However, this generality comes at the price of a lower precision
in terms of theoretical predictions.

5.4.2

Rieser and Poesio’s theory

The model proposed in Rieser and Poesio (2009) is based on the analysis of
the SAGA corpus, the source of the examples discussed in this chapter. The
model Rieser and Poesio propose is in some way similar to the one of Lascarides
and Stone (2009a): gestures are considered as micro conversational events that
combine with verbal material at diﬀerent levels, ranging from the sub-lexical
level to the discourse unit level. The combination of the two modalities is based
on a form compositionality, governed by defeasible inferences.
Rieser and Poesio (2009) construct their analysis on the base of a dialogue
theory in which participants make their contribution in the form of discourse
units. Discourse units are represented as compositional discourse representation structures (DRSs), as proposed by Muskens (1996). These discourse units
contain also speech acts that corresponds to the rhetorical relations of Lascarides and Stone (2009a): they deﬁne the conversational goal of the discourse
unit. Their inventory includes acts such as assert, accept and acknowledge. The
discourse structure is organized on the base of the intentions of the participants
in the communication. The participants are assumed to have plans which can
be private or shared and that are inﬂuenced by the (inferred) information state
of the participants. At the level of grammatical construction of meaning, they
assume a standard tree-adjoining grammar whose nodes are decorated with the
aforementioned DRSs.
The analysis of the meaning of a gesture starts with its description in terms
of an ontology that mixes discourse properties with features connected to the
kinetic features of the gesture, such as the handedness of the gesture, its handshape, and with more abstract spatial properties such as geometrical predicates
like sphere or positional ones like location. These last predicates represent the
core of gesture meaning. The meaning of gestures is then integrated in the
meaning of the discourse in the same way sentence constituents are composed
together. However the theory proposed by Rieser and Poesio (2009) includes
various modes of composition, called interface defaults, instead of the single
functional application operation typical of most compositional theories of meaning. A default corresponding to functional application, called binary semantic
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composition, is actually considered the standard mode of composition for any
two micro conversational events. Interface defaults are speciﬁed as defeasible
inference patterns, consisting in a list of conditions that can trigger the inference that results in a speciﬁed mode of composition. In the case of gestures
four specialized defaults are described in the paper:
Noun meaning extended: this inference is triggered when a gesture overlaps temporally with a constituent that is a noun. The result of this
inference is the insertion (via conjunction) of the predicates representing
the meaning of the gestures in the DRS that represents the lexical meaning of the noun. The composed meaning is taken to be the meaning of
the node dominating the noun and the gesture.
Adjective meaning extended: the inference for adjectives is similar to the
one for nouns: if a gesture overlaps temporally with an adjective the
combined meaning is obtained by conjoining in the adjective DRS the
lexical meaning of the verbal fragment with the meaning of the gesture,
the main diﬀerence being in the structure of the DRS for the adjective.
Verb meaning extended: also in the case of a verb co-occurring with a gesture, the composed meaning is calculated by adding the meaning of the
gesture to the DRS that represent the lexical meaning of the verb. The
diﬀerence with the previous cases is mainly in the set of conditions that
trigger the inference.
VP meaning extended: the case of a full verb-phrase is treated in a similar
way: the inference checks that the syntactic structure of a verb-phrase is
recognizable in the derivation tree, and subsequently the joint meaning
of the verb-phrase accompanied by the gesture is deﬁned as being the
conjunction of the conditions present in the derived DRS for the verbphrase and the predicates corresponding to the meaning of the gesture.
The elements of the derivation tree are further connected in the discourse structure with the speech acts aforementioned.
From this sketch of Rieser and Poesio’s theory it is clear that the points
of contact with the analysis defended in this book are many. The idea of a
compositional process guiding the joint interpretation of speech and gestures
is the main similarity. The connection between the two approaches is though
more tight. First of all observe that the speciﬁc default inference that Rieser
and Poesio present involve constituents whose types are compatible with the
class of semantic constituents allowed by my analysis. Nouns, verbs and verb
phrase are constituents compatible with the combinator CP , while adjectives
are compatible with the combinator CM . Moreover, the modes of composition
proposed for the diﬀerent types of constituents are instances of the more general
principle of intersectivity.
However there are some advantages connected to the more principled analysis presented in this thesis. The possibility of deriving the rules that are
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considered primitive in Rieser and Poesio’s system allows not only a smaller
number of pretheoretical concepts but it also allows to predict certain limits in
the combinatorial possibilities of the two modalities on the base of purely theoretical grounds. In the case of Rieser and Poesio’s analysis, there is no clear
way to restrict the interface defaults, if not on the base of empirical observation.
In conclusion, Rieser and Poesio (2009) present an analysis completely compatible with many of the formal choices made in the present work. They propose an approach that place the interaction of gestures with verbal language at
diﬀerent levels by allowing composition both at the level of lexical semantics
and at the more general level of discourse structure, similarly to what Lascarides and Stone (2009a) propose. However, while the possibility to have an
unrestricted combination between gesture and verbal language seems to provide a model of the process of the joint interpretation of the two modalities
more in accordance with our intuition, it does not explain why certain pattern
of combination are excluded.

5.4.3

The Imagistic Description Tree model

Sowa (2006) presents an interesting model for representing the spatial meaning
content, restricted to the case of shape related gestures. While the proposed
model is not intended as a semantics for iconic gestures, but rather as a computational model for gesture interpretation, it is possible to compare Sowa’s
approach to the one proposed here on the base of the common assumptions.
Both proposals in fact assume that gesture meaning is integrated in the meaning of the accompanying verbal material on the base of a form of similarity
between the space described by the gesture and the spatial extension of the
semantic object denoted by the co-occurring verbal expression.
Sowa presents a model developed on the base of a corpus of iconic gestures
and co-occurring verbal expressions collected by eliciting verbal and gestural
description of parts of a toy construction kit. The corpus was used to extract the type of spatial information encoded in iconic gestures. The proposed
inventory includes spatial properties such as dimensional information and surface properties. This inventory partially overlaps with the one proposed in this
book, with minor diﬀerences due to the nature of the gesture analyzed (gestures used to describe speciﬁc objects in the case of Sowa’s work, compared
to a more unrestricted domain in the case of the gestures of the SAGA corpus
used in this thesis).
On the base of this analysis the author presents a computational model to
represent the shape of spatial regions. The requirements he identiﬁes for its
model are those already introduced by Marr and Nishihara (1978):
• accessibility, or ease of computation starting from a raw input, such as
an image,
• scope and uniqueness, that is the presence in the representation language
of all the crucial features for the application at hand,
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• and stability and sensitivity, in other words the property of representing
diﬀerent shapes with comparably diﬀerent descriptions.
To these properties Sowa adds the necessity of the model to support a form
of underspeciﬁcation, in order to be able to represent the partial information
associated with gestures.
Based on the corpus observations, Sowa identiﬁes three types of spatial
information needed for representing shape for gesture recognition:
Extent properties: this group of properties represents the extent of an object
in diﬀerent dimensions (typically three). Sowa employs a representation
proposed by Lang (1989) to analyze the semantics of dimensional adjectives. A region in space is characterized by one or more vectors that
represent the extent of the object in one or more dimension. The vectors characterize the dimension as being more or less predominant in the
shape of the objects in a qualitative and, possibly, quantitative way. In
this way an object can be represented as having a ‘longish’ rather than
‘tallish’ shape. Some vectors can be left undeﬁned in order to obtain an
underspeciﬁed representation, that does not deﬁne the extent properties
for a region in one or more dimensions.
Proﬁle properties: while the extent properties are suﬃcient to identify the
proportions of the extension of a region in diﬀerent dimensions, ﬁner
grained diﬀerences, like those connected to the proﬁle of the surface of
a three dimensional objects, are undetectable in the previous representation. The model of Sowa includes thus a set of qualitative properties
modeled on the base of the geons of Biederman (1987), simple solids that
according to Biederman‘s theory form the basis of visual object recognition. In the geon model there are a number of discrete properties that
are represented in a non numeric way. In this way it is possible to distinguish between, for instance, a tallish cylinder and a tallish prism, the
ﬁrst having a smooth curved surface, the second presenting edges and
vertexes.
Structural properties: the last class of properties that Sowa identiﬁes as
fundamental for the representation of shape as it is used in iconic gestures
is connected to the structural, or mereological properties of an object.
The descriptions based on the properties listed above are organized in a
tree structure similar to those proposed by Marr and Nishihara (1978),
where each child node is the shape representation of a part of the parent
node. Each node is represented with respect to a coordinate system speciﬁc for the part described. The nodes are coupled with a transformation
matrix that allows the recovery of the absolute orientation of the part in
space.
The resulting tree is called image description tree (IDT).
Sowa (2006) introduces then a method to unify two IDTs, in order to obtain
the compositional meaning of a gesture coupled with a verbal constituent.
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The similarity between the IDT model and the model presented in this book
is quite evident. Most of the properties, with exclusion of structural decomposition, correspond to the predicates introduced in Section 4.4. The extent
properties correspond quite directly to the main axis orientation predicates,
with the diﬀerence that the expressivity available in the IDT model may be
simulated in the iconic logic only through the combination of diﬀerent predicates. Similarly the geon-based properties could be analyzed as decompositions
of the shape predicates that are expressed on the base of prototypes in the logic
for iconic gestures. The only concept that does not have an immediate analogue
in the iconic logic is the idea of the internal structure of a region. Nevertheless the logic is clearly expressive enough to express the notion of parthood:
the core of the language is in fact a mereotopological theory that is grounded
on the notion of parthood. The tree-like structure characteristic of the IDT
model would then be implicitly deﬁned by the predicate ⊆ and its more reﬁned
relatives, such as P P , T P P and N T P P .
The main diﬀerence between the two models seem connected to the fact that
the IDT model allows for partial or underspeciﬁed representations, while the
model proposed here makes use of a standard notion of a ﬁrst order theory, for
which each predicate is either satisﬁed or not satisﬁed in the spatial conﬁguration analyzed. However one of the design principles of the iconic logic has been
modularity, in the sense of providing rather than a singular language a class
of languages built on top of a minimal core with the addition of speciﬁc predicates. Consequently underspeciﬁcation in the IDT model could be simulated
in the logic language by employing a language instance corresponding only to
the deﬁned properties in the IDT structure. This type of encoding appears less
natural than simply allowing underspeciﬁcation in the representation language,
however in Section 7.5 we will analyze some examples of gestures referring to
the same entity that I hypothesize provide a suggestion about the existence
of rules determining which spatial properties could be left underspeciﬁed and
which are instead always expressed.
The IDT model is on the other hand limited to the characterization of shaperelated properties. The model does not provide in any way the expressive tools
to represent spatial relations between two or more regions in space, such as
relative position or diﬀerent forms of contact. This is of course justiﬁed by
the fact that the model is designed to be used in an applied context, trying to
perform the speciﬁc task of recognizing shape related gestures.

5.5

Summary

In this chapter I discussed more in depth the framework presented in the previous chapter by analyzing two real examples of multimodal utterances. The
analysis revealed a strong connection between gestures and semantical phenomena typical of verbal language. The framework has then been compared to
other proposals in the literature, and I commented on the advantages that my
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analysis has in my opinion with respect to those other theories.
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C HAPTER

6
Synthetic gestures and
natural minds
Theory guides; experiment
decides.
Izaak M. Kolthoﬀ

6.1

Introduction

estures are a mode of communication of which we are rarely consciously
G
aware. While we have intuitions about gesture meaning, the process of
forming such judgements is arguably more artiﬁcial than the process of consciously interpreting a spoken utterance. Therefore the analyses of real world
examples presented in Chapter 5 provides just an indirect indication of the correctness of the assumptions of the theory proposed in this book. They match
our supposed pretheoretical intuitions about gesture meaning, but this can be
considered an evidence of the correctness of the hypotheses only under the
assumption that the intuitions used to motivate the analyses are indeed part
of the knowledge that people have about gestures. In this chapter, I present
two experiments designed to test if the pretheoretical notion of gesture meaning
that people possess is consistent with the predictions of the semantics presented
here.
The experiments use a novel approach to investigate the nature of gesture,
based on the implementation of an animated character capable of communicating both verbally and gesturally. The communication is generated in a
completely automated fashion, based mainly on the formal systems presented
in Chapter 4. With this technique it is possible to achieve a high level of control
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on the parameters of the stimuli used for the experiment. The technique suffers sometimes from the unnaturalness of the behaviour of the animated agent,
but the results obtained in the presents experiments show that it has plenty of
potential for the investigation of these type of phenomena.
The chapter is organized as follows: in Section 6.2, I brieﬂy describe the
implementation of the animated character used in the experiments. I will
discuss the general architecture of the communicative agent and how it makes
use of the theory of space developed in Chapter 4. In Section 6.3 I will present
the ﬁrst experiment. This experiment was designed to provide evidence of the
fact that gestures meaning is combined with the meaning of verbal language and
that it is used by people in the mental reconstruction of the situation referred
to in the communication. I will then introduce the last experiment in Section
6.4. This experiment is an attempt at connecting more tightly the reality of
gesture comprehension with the speciﬁcity of the theory defended in this book.
The experiment will show that some important predictions of the theoretical
framework are supported by the responses collected in the experiment.

6.2

A gesturing communicative agent architecture

The communicative agent is composed of three main modules:
• a spatial analyzer that generates a high-level symbolic representation of
a spatial (or spatio-temporal) conﬁguration,
• a gestural-linguistic realizer that produces from the output of the spatial
analyzer a sentence possibly accompanied by one or more gestures,
• and ﬁnally a graphical and acoustic front-end that animates a virtual 3D
character that utters the sentence and realizes the gestures.
The ﬁrst two modules have been implemented speciﬁcally for the experiments, while, for the last module, I used the open source embodied conversational agent “Greta” (Mancini and Pelachaud, 2007; Bevacqua et al., 2007).1
Greta is a state-of-the-art conversational agent that allows the generation of
lip synchronized speech together with a range of non-verbal behaviors ranging
from facial expressions, head movements, eye gaze and gestures. Greta can
be controlled via two mark-up languages, FML2 and BML3 , both designed to
represent synchronized verbal and non-verbal behaviors in a high level format.
The prototype implementation realized for the experiments produces a BML
description of the ﬁnal multimodal utterance.
However BML does not provide the expressive means to describe a gesture
in its kinetic content. For this reason an agent speciﬁc language is necessary
1 http://www.tsi.enst.fr/

~pelachau/Greta/

2 http://wiki.mindmakers.org/projects:fml:main?s=fml
3 http://wiki.mindmakers.org/projects:BML:main
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for the speciﬁcation of the exact movements that the system is to generate to
perform the gesture. In this case, the implementation generates Greta-speciﬁc
descriptions of the gesture to be realized, based on the information provided
by the spatial analyzer.
Both the spatial analyzer and the gestural-linguistic realizer have been implemented in the Haskell programming language4

6.2.1

The spatial analyzer

The ﬁrst module is an application of the logic developed in the previous chapter
to describe space as it is used in gestures. The analyzer is therefore simply a
model checker for the logic language, augmented with standard computational
geometry algorithms for the computation of primitive predicates (de Berg et al.,
2000). The implementation is more a proof of concept than a practical implementation as the model checker has been implemented as a direct translation
of the semantic rules for the satisfaction relation. Nevertheless, some optimization are applicable to this naı̈ve algorithm, making the implementation usable
for almost real-time results with inputs of reasonable size.
The language used in the spatial analyzer is an adaptation of the logic presented in Chapter 4. The language as presented there cannot be directly used
in the task at hand. The main problem lies in the types of models it is designed
for. In fact, the language was designed to reproduce space as represented in gestures and consequently as it is recorded at the cognitive level. As the common
assumption is that space is represented as a continuous entity Kosslyn et al.
(2006), the intended models for the language are continuous spaces. However,
when dealing with any form of digital representation of space, the only kind of
representation available is a discrete one. But in a discrete space the topological predicate of connectedness requires a diﬀerent characterization. For this
reason I present a modiﬁcation of the language speciﬁcally designed to describe
discrete spaces. The resulting language will have some interesting mathematical properties, including an alternative deﬁnition of mereotopology, and also
some computational advantages making it suitable for the implementation.
An equivalent logic for discrete spaces
The problem of deﬁning a notion of connection for discrete spaces has already been addressed by Galton (1999), who proposes the notion of a “quasitopology”. His solution consists in the deﬁnition of a two-sorted ﬁrst order
language whose domain is composed of cells and regions, corresponding to
nodes in a graph and sets of these nodes. The language includes two relations:
a containment relation ∈ between cells and regions modelled as set membership and a reﬂexive and symmetric relation of adjacency A between cells (or
its reﬂexive closure “adjacent or equal to”). Adjacency deﬁnes the neighbourhood of each cell in a discrete space and usually corresponds to the structure
4 http://www.haskell.org/
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a.

b.

c.

Figure 6.1: Three diﬀerent discrete spaces (adapted from Galton, 1999, p.
255). In a. a rectangular grid where each cell has ﬁve adjacent cells (including
itself). In b. an extension of the rectangular grid resulting in a neighborhood
consisting of nine cells, while c. is the extension of a. to a three dimensional
space where each cell has seven adjacent neighbors.

of the spatial universe considered. Three diﬀerent discrete spaces are depicted
in Figure 6.1. The relation of adjacency is deﬁned according to the structure of
the space: in the regular grid in a. each cell is adjacent to ﬁve cells (including
itself), while in b. each cell is adjacent to nine cells. Also the dimensionality of the space inﬂuences the number of adjacent cells, as we can see in the
three dimensional case c. where each cell has seven adjacent cells. Galton
deﬁnes then a ﬁrst order mereology based on the subset relation deﬁned by
the containment relation, and extends it to a mereotopology by deﬁning the
relation of connectedness between regions in terms of adjacency: two regions
are connected if there are two cells respectively in the ﬁrst and second region
that are adjacent. The author then moves on to show the full expressivity of
the language that includes besides the familiar mereotopological predicates a
natural notion of distance and path, connectedness, continuity and a measure
of distinctness between regions. In what follows I present an adaptation of the
logic presented in Section 4.4 that is both applicable to continuous and discrete
spaces. The language combines the idea of Galton (1999) of deﬁning a speciﬁc
notion of neighborhood with the use of the Minkwoski addition as a tool to
probe the space.
The language is similar to the one presented in Section 4.4 but instead of
being based on the relation of connectedness the primitive relation we assume is
the one of inclusion ⊆. For simplicity I present here only a single sorted version
of the language that does not include the scalars needed for the shape-related
prototypes. The extension to the full language is in any case unproblematic.
The language is a ﬁrst order language including a functional symbol ⊕ interpreted as the Minkowski addition, a binary relational symbol ⊆ corresponding
to region inclusion and a distinguished constant symbol n pronounced as ‘neigh118
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borhood’. The intended interpretation of n corresponds to the set of points
adjacent to the origin in the coordinate space we are considering. In the case
of a continuous space this region could be a ball with an inﬁnitely small radius,
while in the case of a discrete space this region would correspond simply to
the set of points adjacent to the origin, as determined by the structure of the
space. A model for this language is based on a frame that corresponds to a
tuple R, ⊆ , ⊕ , n , where R is the powerset of a space S minus the empty
set, ⊕ is a binary relation on R (the Minkowski sum) and n is a distinguished
element of R (the neighborhood introduced above). The intended meaning of
⊆ is that of the subset relation:
x ⊆ y if and only if ∀v.v ∈ x → v ∈ y .

(6.1)

Models are built from frames in the usual way.
As we did for the previous version of the language, we restrict the meaning
of non logical symbols of the language with a set of axioms. Before listing the
.
axioms we deﬁne some predicates that simplify the axioms. Equality (=) can
be expressed as before in terms of the predicate ⊆:
.
x=y =x⊆y∧y ⊆x

(6.2)

Similarly the relation of overlap O is deﬁned as before:
O(x, y) = ∃z.z ⊆ x ∧ z ⊆ y

(6.3)

We then introduce a predicate corresponding to the set operation of union.
Formally we will write ∪(x, y, z) meaning that region z is the result of forming
the union of regions x and y (here considered as sets of points):
∪(x, y, z) = x ⊆ z ∧ y ⊆ z ∧ ¬(∃w.w ⊆ x ∧ ¬(O(w, x)) ∧ ¬(O(w, y)))

(6.4)

We now introduce the axioms:
∀x.x ⊆ x
.
∀xy.x ⊆ y ∧ y ⊆ x → x = y
∀xyz.(x ⊆ y ∧ y ⊆ z) → x ⊆ z

(6.6)
(6.7)

¬∃x.∀y.x ⊆ y
.
∀xy.x ⊕ y = y ⊕ x
.
∀xyz.x ⊕ (y ⊕ z) = (x ⊕ y) ⊕ z
∀xyz.y ⊆ z → x ⊕ y ⊆ x ⊕ z

(6.8)
(6.9)
(6.10)
(6.11)

∀x.x ⊆ x ⊕ n
.
∀x.¬(x = x ⊕ n)
∀xy.O(x ⊕ n, y) ↔ O(x, y ⊕ n)

(6.12)
(6.13)

∃xy. ∪ (x, y, n) ∧ O(x, y)

(6.15)
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Axioms 6.5, 6.6 and 6.7 ensure that ⊆ deﬁnes the usual partial order on
the elements of P(S).5 Axiom 6.8 has the eﬀect of excluding the empty region from our models. Axioms 6.9 and 6.10 guarantee that ⊕ is commutative
and associative respectively. The last ﬁve axioms restrict the possible interpretations of the constant n. In particular axiom 6.12 ensures that the region
corresponding to the interpretation of n contains the origin of the space. The
axiom guarantees that if we ‘add’ region n to a point we obtain the set of
points that are ‘around’ the original point. Axiom 6.13 excludes the degenerate case in which the neighbourhood of a point comprises only the point itself.
This axiom is necessary to avoid some undesired interpretations of the spatial
predicates. Axiom 6.14 captures the intuitive idea that the neighbourhood of
a point should extend equally in every direction. The axiom actually expresses
a somewhat weaker condition. In fact, it does not require the neighborhood
to be a scaling of the unit circle. Rather it requires it to be a scaling (and
possibly a rotation) of a superellipse, given that it corresponds to the condition
that if a point (x1 , . . . , xn ) is in the neighbourhood region then also the point
(−x1 , . . . , −xn ) is in the neighbourhood. Finally axiom 6.15 restricts the class
of possible regions that can act as a neighborhood to those without ‘holes’, or
more precisely it requires the neighborhood to be a connected space.
To show that the language is capable of expressing a mereotopology for
discrete space we need to introduce the connectedness predicate and show that
it is equivalent to Galton’s deﬁnition. We can deﬁne the relation of connection
between regions in the following way:
C(x, y) ≡def ∃z.z ⊆ x ⊕ n ∧ z ⊆ y .

(6.16)

In words, two regions x and y are in contact if there is a third region z that is
a sub-region of the set of points adjacent to a point in x and that is also a subregion of y.6 This deﬁnition is of course equivalent to a symmetric one (where
the region y is dilated with the neighborhood region) and to the combination
of the two via disjunction.
We can prove that this deﬁnition is equivalent to Galton’s deﬁnition:
C(x, y) ≡def ∃v, w.v ∈ x ∧ w ∈ y ∧ A(v, w) .

(6.17)

Proof. We prove the two directions of the equivalence in the following way:
(→) Suppose there are two points v and w such that v ∈ x, w ∈ y and v is
adjacent to w. We show that the singleton region {w} is a sub-region of
x⊕n and of y. To see that {w} ⊆ x⊕n consider that x⊕n represents the
set of points that are adjacent to a point of x (for the intended deﬁnition
5 Axiom 6.6 is useful only if we already have the equality relation in our language. In case
we introduce equality through deﬁnition 6.2 the axiom becomes a weaker form of that same
deﬁnition.
6 Or equivalently:
C(x, y) ≡def O(x ⊕ n, y) .

The deﬁnition in the main text simpliﬁes the proof of equivalence with Galton’s deﬁnition.
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of n), and, by hypothesis, v ∈ x and A(v, w). Thus w is a member of the
set x ⊕ n, and consequently {w} ⊆ x ⊕ n. The fact that {w} ⊆ y follows
directly from the hypothesis that w ∈ y.
(←) By hypothesis and by axiom 6.8 there is a region z such that z = x ⊕ n ∩ y
and z = ∅. This implies that we can choose a point of z and call it w
such that w ∈ y. The point w is also in x ⊕ n which means that it is
adjacent to a point v ∈ x.

We can therefore safely ‘transfer’ all the predicates deﬁned in Section 4.4
to this new language. The language allows also the redeﬁnition of some predicates in a more convenient way for the implementation under discussion. In
particular we redeﬁne here two mereotopological predicates, T P P and N T P P ,
in order to remove the existential quantiﬁcation required in the previous deﬁnitions:
T P P (x, y) ≡def x ⊆ y ∧ P O(x ⊕ n, y)
N T P P (x, y) ≡def x ⊆ y ∧ x ⊕ n ⊆ y .

(6.18)
(6.19)

Finite spaces
The implementation is clearly limited to ﬁnite spaces. Given that most shape
related properties are expressed in terms of scaling and translation, which in
turn is expressed in terms of dilation by a singleton set, care must be taken
to include ‘enough space’ in the model to allow the necessary translations.
In the scenarios the system is designed to be working, the space is implicitly
bounded by the positions of the regions under consideration. However it may
be necessary to include other portions of space that allow the scaled prototypes
to be translated in the negative directions of the axes.
Domain restriction
An eﬃciency bottleneck in our naı̈ve approach to model checking is represented
by the size of the domain of the models we are considering. In principle if our
model is a discrete coordinate space with n points, we need to consider a model
with 2n regions. The huge number of regions we would have to consider in the
case of quantiﬁcation is a threat to the applicability of the logic. However it is
possible to drastically reduce the size of the domain by slightly changing the
language and by observing some simple facts.
As a ﬁrst step we need to eliminate the unrestricted existential quantiﬁcation in the deﬁnition of the overlap relation which we repeat here:
O(x, y) ≡def ∃z.z ⊆ x ∧ z ⊆ y .
To do so we sacriﬁce the simplicity of the language and introduce the predicate
O as a primitive one. This addition is not particularly problematic from an
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implementation point of view as the problem of determining the intersection of
two polygons, polyhedra or in general polytopes is well studied and there are
a number of eﬃcient algorithms to determine it.7
Going through the list of deﬁned predicates we encounter only two cases
of quantiﬁcation over regions: the C relation and the F it relation. We repeat
their deﬁnitions here:
F it(x, y) ≡def ∃z.Atom(z) ∧ (x ⊕ z) ⊆ y
C(x, y) ≡def ∃z.z ⊆ x ⊕ n ∧ z ⊆ y .
We have already proved in Section 4.5.3 that the deﬁnition of the F it relation
implies that if it is true for z an arbitrary region than it is true for z a singleton
one. This implies that for determining the truth of this relation we only need
to consider singleton regions. Similarly we can prove that if C is true for z an
arbitrary region then it is true for z a singleton region. This fact follows directly
from the proof of the equivalence between our deﬁnition of connectedness and
the deﬁnition in Galton (1999), as z can be taken to be equal to the singleton
region containing only the second point that veriﬁes the relation in Galton’s
deﬁnition.8
For these reasons we can safely restrict the domain of any model for the language to a smaller sub-domain when checking for the satisfaction of formulae
in our logic. This sub-domain needs to include only the regions that represent
the denotation of constant symbols (distinguished regions and primitive prototypes) and the set of atomic regions, reducing thus the domain to the size of
space plus the number of named regions.9
Similarly the number of scalar elements can be limited (with the provision that we are operating with a discrete ﬁeld). In fact we can observe
that scalars are only used to scale objects and that the scaling of objects inside a ﬁnite vector space V is limited by the diagonal going from two points
that we call mv and Mv , where mv = (min(π1 (V )), . . . , min(πn (V )) and
Mv = (max(π1 (V )), . . . , max(πn (V )) and πi is the operation that returns the
ith coordinate of all points in the argument set. The scalars we need to include
in our domain are all i such that 1 ≤ i ≤ δ(mv , Mv ), where δ is the usual
euclidean distance.
7 The assumption is that we work only with polytopes. But this is a safe assumption in
most applied scenarios.
8 Alternatively we can just use the deﬁnition of C based on O.
9 Notice that we are not actually restricting the models of the language. What we want to
do is to prove that when checking the satisfaction of a quantiﬁed expression, we can restrict
the domain of the quantiﬁcation to a subset of the original model. Other elements of the
model may still be needed as the denotations of the result of applying the ⊕ operation. However, from an the implementation perspective, these regions can be calculated ‘on-the-ﬂy’
when needed, and do not need to be stored with the other regions involved in the quantiﬁcation. Notice also that if we transform the function ⊕ in a ternary relation between regions,
we cannot restrict anymore the domain of quantiﬁcation. Most predicates would be in fact
expressed in a form that does not allow the applications of the above observations.

122

6.2. A gesturing communicative agent architecture

6.2.2

Gestural-linguistic realizer

The realizer for gestures and verbal language is a rudimentary language generation system enriched with the ability to express some information in gestural
form. The system is similar to the one presented in Kopp et al. (2004) however the architecture is highly simpliﬁed. The realizer in fact by-passes the
communicative intentions planning, as it is designed to generate only simple
statements about the input space.
As a ﬁrst step the realizer identiﬁes through a number of heuristics the
most relevant distinguished region in the spatial conﬁguration. After selecting
the relevant predicates it constructs a logical form that corresponds to the
meaning of the resulting multimodal utterance. The realizer consults then
two ontologies: a verbal ontology in the form of a categorial grammar lexicon
that determines if and how predicates can be realized verbally, and a gestural
ontology simply listing the predicates that can be used to generate gestures.
Then possibly multiple surface realizations of the logical formed are computed. These are represented as trees of functional applications, as it is standard in categorial grammar. The generation process is implemented as a search
strategy that applies the rules of a basic categorial grammar from the conclusion to the premises. The grammar includes only the two rules of forward
application (FA) and backward application (BA):
A/B : f B : x
(FA)
A:fx

B : x B\A : f
(BA)
A:fx

The input to the search procedure is a logical term coupled with the category
s, the sentence category. The problem encountered when searching for the
antecedents of any normalized term is of course that their number is inﬁnite,
as the rules of lambda calculus are not reversible. The solution employed in
the implementation is to sacriﬁce the completeness of the search by assuming
that each non-logical symbol is contributed by exactly a single terminal symbol
and by restricting the number of possible antecedent with ad hoc rules.
The surface realizations are then ordered according to a simple cost function that determines the cost of a utterance on the base of the number of
terminal verbal items in the tree. The realization are then ﬁltered according to
the possibility of realizing some predicates as gestures. This is done through
a number of hand written heuristics that implement the inverse mapping we
have assumed from gestural form to iconic space. This particular part of the
realizer is arguably an ad hoc solution that needs to be adjusted for every
speciﬁc application and possibly to mimic a speciﬁc way of gesturing. In the
case of the experiment, the spatial conﬁgurations were quite simple and therefore the gesture could be made to reproduce quite closely the original space
without resulting in non naturalistic behavior. The resulting best tree is then
transformed into a BML representation and sent to Greta’s animation engine.
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6.3

Assessing gesture meaning

The ﬁrst experiment was designed to answer the question of whether information expressed in the form of gestures is integrated in the propositional
meaning of an accompanying verbal utterance. At the same time the experiment represented also a test ground for the proof-of-concept implementation
of the communicative agent. The experiment tried to answer the question by
testing the availability of the additional information provided by gestures in
performing tasks dependent on it. Speciﬁcally the experiment consisted in a
spatial conﬁguration recognition task guided by information presented both
verbally and gesturally. The experiment included three diﬀerent conditions:
• a Gesture condition in which the successful identiﬁcation of the target
conﬁguration was possible only by combining the verbal and the gestural
meaning,
• a Speech condition in which the verbal content of the description was
suﬃcient for the identiﬁcation of the target conﬁguration,
• and ﬁnally an Ambiguous condition that presented a situation similar
to the Gesture condition but with the gestural output of the generation
system suppressed, thus resulting in a description not suﬃcient to identify
the target spatial conﬁguration.
Examples of the three conditions are shown in Figure 6.2.
The ﬁrst condition is arguably unnatural: we have already pointed out in
Section 4.6 that the meaning of gestures increases monotonically the amount
of information in an already suﬃciently speciﬁed message for the task at hand.
However I also assume that the information of purely co-verbal gestures is
integrated in the propositional content of the verbal utterance and consequently
it should be available for further access, despite the artiﬁciality of such an
operation.
The results show that indeed gestures can ‘augment’ the interpretation of
a verbal utterance with spatial content, but at the same time suggest limits
to this form of integration that seem to be more connected to pragmatic than
semantic factors.

6.3.1

Data

The experiment consisted of 30 stimuli. The complete set of stimuli is reported in Appendix B. Each stimulus consisted of three clips, one showing
Greta describing the target scene and two clips presenting the target scene and
a distractor scene, as shown in Figure 6.3. The target and the distractor scenes
diﬀered from each other only in one property, which could be the shape of one
of the geometric objects involved, its color or the trajectory followed by one or
two objects in the scene.
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“the rectangle [hit] the square”
(a)

“the rectangle [hit] the square”
(b)

“the square [fell down]”
(c)

Figure 6.2: Figure (a), (b) and (c) are examples of stimuli of, respectively, the
Gesture condition, the Speech condition and the Ambiguous condition. The
ﬁrst row of each ﬁgure shows the two spatial conﬁgurations from which the
subject had to choose (the scene on the left is the target one). Each conﬁguration represents the shapes in their starting position, while the trajectory
followed by the objects is indicated by the black lines. In the original stimuli
the shape were presented with diﬀerent colors which all rendered here as gray.
The second row (absent in Figure (c)) presents the key frames of the gesture
accompanying the utterance, reported in the third row. The speech fragment
synchronized with the gesture is surrounded by square brackets.
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Figure 6.3: Screen capture of the experiment interface
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Word

Syntactic type

Denotation

“square”

n

square

“white”

n/n

white

“fell down”

np\s

fall

“hit”

(np\s)/np

λx.λy.hit y x

“the”

np/n

ι

Table 6.1: Categorial lexicon

Each scene was generated from a hand-written description of it. The description determined the properties and initial position of each object in the
scene, initial forces applied to them and a uniform ‘gravity’ acceleration vector,
which was kept constant in all simulations. Each description consisted in one
or two colored geometrical shapes (squares, triangles and rectangles) of varying
size and mass. The scene was then modiﬁed by applying a small random ‘noise’
to the position of the objects and the force vectors, in order to obtain small
diﬀerences in the resulting trajectories. This modiﬁed description was then fed
to a rigid body physics engine,10 that simulated the movements and collisions
according to Newtonian physics. The simulations were run for 100 time steps,
each step corresponding to 66 milliseconds of the ﬁnal animation generated
from it. The simulation was recorded and subsequently merged in a three dimensional bounded space-time. The space-times corresponding to target scenes
were then inputted to the spatial analyzer. The resulting theory was used to
generate a minimal description suﬃcient to distinguish the two scenes. The
language used in the descriptions was English. Part of the categorial lexicon
used for the generation phase is reproduced in Tab. 6.1. The spatial ontology
used to restrict the available gestures included only the predicates describing
shapes corresponding to diﬀerent trajectories. In total 14 trajectories types
were employed.

6.3.2

Subjects

52 subjects participated in the experiment. 20 subjects were paid for their
participation (e 5), while the remaining 32 subjects were volunteers. No signiﬁcant diﬀerence has been observed in the response between the two groups.
The subjects were all Dutch native speakers, with the exclusion of two English native speakers. The subject were asked to self-rate their proﬁciency in
10 http://code.google.com/p/chipmunk-physics/
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English from basic to excellent/native. An analysis of deviance (ANODEV in
what follows) does not show any relevant eﬀect of language skills on the results
(p = 0.91).

6.3.3

Methodology

20 subjects (the paid group) were presented the stimuli in a sound-proof cabin
on a standard desktop screen. Each stimulus was presented in sequence, in
random order. The remaining 32 subjects participated in the experiment via
an online interface. The video quality in the online experiment was slightly
degraded with respect to the original clips. The two modes of presentation did
not produce any signiﬁcant eﬀect on the results (ANODEV, p = 0.73).

6.3.4

Results

In total 1560 observations were collected, 520 for each condition. Figure6.4
shows a summary of the results for the three conditions. As it is easy to see from
the plotted data, the three conditions resulted in three diﬀerent distributions
(ANODEV p ∼ 0). The probability of a subject to select the target scene is,
in the case of the Gesture condition, equal to 0.77, in the case of the Speech
condition equal to 0.99 and in the case of the Ambiguous condition to 0.42. In
the case of the Gesture condition we can strongly reject the hypothesis that the
subjects selected randomly one of the two scenes (binomial test p < 2.2e − 16).
The same holds for the Speech condition, but surprisingly also in the case of
the Ambiguous condition the diﬀerence between the actual distribution and
the expected binomial distribution is signiﬁcantly diﬀerent (binomial test p =
0.0001315), and more precisely lower than expected. A closer analysis of the
responses shows that the wrong responses are concentrated around a group of 4
stimuli in which the agent describes a ‘falling’ event. In each stimulus, a single
object is shown falling down. The stimuli are distinguished by the trajectory
of the fall: diagonal (in both directions) or broken in two after hitting the
boundary of the image. The alternative scene for each stimuli present the same
object falling with a diﬀerent trajectory. However in three cases the alternative
trajectory is a vertical one. The subjects showed a clear preference for this
trajectory, possibly for the fact that such trajectory represents the prototypical
meaning associated with the verb ‘fall’ used in the verbal description.11

6.3.5

Discussion

The results support the hypothesis that spatial information conveyed exclusively by gestures is integrated in the interpretation of verbal utterances and
can be accessed to perform simple selection tasks.
11 This hypothesis could be tested by tracking the eye movements of the subjects. We
would expect that, after hearing the verb “fall”, subjects should present a more focused eye
gaze pattern in the case of a vertically falling object than in the case of a diagonally falling
one.
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Figure 6.4: Results for the ﬁrst experiment. In a., the results for each subject
have been summed to obtain a ‘score’ for each condition and are plotted showing
the distribution of the performance of the subjects in the three conditions.
Figure b. shows the number of correctly and wrongly identiﬁed scenes in the
three conditions for all subjects.

On the other hand, a naı̈ve application of the semantic theory proposed
in this thesis would predict a response pattern similar to the one observed
for the Speech condition. If the hypothesized form of semantic representation
associated with the multimodal utterances used in the experiment is the only
factor that determines the performance of the subjects, we would expect a
comparable number of correct responses in the two conditions, as in both cases
the amount of information provided is suﬃcient to disambiguate the intended
reference. There are two considerations that can explain the observed results.
The ﬁrst one is again connected to the semantics of the verb ‘fall’. In two
stimuli in which a target scene showing an object falling with a ‘broken’ trajectory is compared with a scene showing the same object falling with a vertical
trajectory (see for an example the last two rows of Table B.2 in Appendix B),
the subjects responses were uniformly distributed, i.e. there was an approximately equal number of correct and wrong answers. This suggests that half
of the subjects preferred also in this case the scene depicting the prototypical
meaning of the verb ‘fall’ and did not incorporate the information expressed in
the gesture in the meaning of the sentence. A similar consideration applies to
the cases that compared a perfectly vertical fall with a diagonal one (see the
last two rows of Table B.1 in Appendix B). If we exclude these problematic
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Verbal

Gesture
Condition

Figure 6.5: Scores for the Verbal and Target conditions after removing the
problematic ‘falling’ cases.

cases from the analysis, we obtain, for the Verbal and the Gesture conditions,
the distributions shown in Figure 6.5. The distribution of the scores for the
Gesture condition approaches the one for the Verbal condition, but there are
still unexplained deviations.
A possible explanation for the remaining variation between the distributions in the two conditions seems to be connected to the experimental task in
itself. We have already pointed out that the way in which information is encoded in the Gesture condition is slightly artiﬁcial, at least with regard to the
task connected with the experiment. In general it seems that, despite the fact
that gestures are capable of conveying spatial information eﬀectively, they are
rarely used if this type of information is fundamental for the success of the communicative goals behind a speech act. If this assumption is correct, the lower
performance recorded in the case of the Gesture condition could be explained
as an eﬀect of the lower relevance of the information encoded in gestures. In
other words, subject are capable of correctly integrating the spatial information presented in the gestures with the verbal description, but the fact that the
information is not always employed successfully is due to the pragmatic unnaturalness of the communication. The integration is still possible but it has to
overcome the violation of principles connected to the way in which information
is usually distributed among diﬀerent channels with respect to its relevance.
If this analysis is correct, we could expect to obtain an improvement in the
performance of subjects by modifying the sentence in a such a way that the
spatial information conveyed by gesture obtains a higher level of relevance, for
example by highlighting it with a deictic construction such as “so” or “such”
130

6.4. Testing the limitation of gesture meaning
(see Section 7.4 for a more in depth discussion about the connection between
gestures and deictic constructions).
The fact that most likely we have to take into account also pragmatic factors when modeling the interaction between speech and gestures cannot be
considered evidence against the semantic analysis presented in this thesis. The
combinatorial and informational limits determined by the semantics discussed
in this second part of the book are in fact not contradicted by the existence of
additional limitations in the use of gestures. The existence of pragmatic factors
that guide the interaction between the two communicative modalities supports
instead a view of deep interaction between the two systems, a form of strong
parallelism between the structure of the channels.

6.4

Testing the limitation of gesture meaning

The previous experiment supports the hypothesis that gesture meaning is integrated in the meaning of verbal language. Nevertheless, the results provide
a very crude characterization of the integration of the two modalities. There
are in fact many aspects of gesture meaning as developed in this thesis that
are not investigated in the previous experiment.
In particular, the theory makes strong claims about the type of spatial properties that can be expressed with gestures. The previous experiment oﬀered
some evidence about the possibility of conveying shape related spatial information with gestures, but the list of properties discussed in chapter 4 includes
many more levels of spatial analysis. The experiment described in what follows
provides some initial evidence that partially supports my claims regarding the
set of spatial features available for gestural representation.
Another prediction associated with my semantics of gestures concerns the
possibility of combinations between speech and gesture. A particularly strong
limitations that the semantics imposes is the impossibility for gestures to combine with generalized quantiﬁers, such as “everyone”. The experiment discussed
in the present section tests this claim empirically.
The experiment represents a ﬁrst attempt in investigating these topics. Its
relevance is limited by some problems in its design that emerged in the analysis
of the data. Nevertheless the unaﬀected results are clear and present some
strong eﬀects supporting the hypotheses just mentioned.

6.4.1

Data

The experiment consisted of four stimuli divided in two groups, aimed at investigating respectively the possibility of encoding mereotopological and orientational spatial information in gestures, and the hypothesized combinatorial
limitation of gestures with respect to quantiﬁers. Here follows a complete description of the three stimuli:
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(a)

(b)

(c)

(d)

(e)

Figure 6.6: Gesture accompanying “wooden planks”.

Stimulus 1
The context was introduced by the animated agent with this short description
“Yesterday I went for a walk and came across a deserted cottage.
Two wooden planks were nailed to the front window.”
The gesture shown in Figure 6.6 was synchronized with the modiﬁed noun
“wooden planks”.
The subjects were asked to select between the following two continuations
by asking them which of the two sentences they thought the agent would utter
next:
Continuation 1: “All of a sudden a crow came out of the window ﬂying
through the planks.”
Continuation 2: “I tried to look through the window but I couldn‘t.”
Continuation 2 was the expected answer.
Stimulus 2
The context was introduced by the animated agent with this short description
“Today I went to the museum of modern art and saw a remarkable
sculpture. It was composed of two parts: a sphere of iron and a
sphere of glass.”
The description was accompanied by two gestures: the ﬁrst one, shown
in Figure 6.7, was synchronized with “sphere of iron”, while the second one,
shown in Figure 6.8, was synchronized with “sphere of glass”. Notice that the
end of the ﬁrst gesture overlaps with the beginning of the second one.
The subjects were asked to select between the following two continuations
by asking them which of the two sentences they thought the agent would utter
next:
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(a)

(b)

(c)

(d)

(e)

Figure 6.7: Gesture accompanying “sphere of iron”.

(a)

(b)

(c)

(d)

(e)

Figure 6.8: Gesture accompanying “sphere of glass”.

Continuation 1: “The glass sphere supports the metal sphere”
Continuation 2: “The metal sphere supports the glass sphere”
The expected answer was Continuation 1.
Stimulus 3
The stimulus started with an image showing seven biscuits: four round white
biscuits and three square brown biscuits. The animated agent provided a context by uttering the following sentences:
“Yesterday I baked some biscuits and left them on the kitchen
counter. Then I went shopping and when I returned I saw that
my dog had eaten everyone.”
The quantiﬁer “everyone” was accompanied by the gesture shown in Figure
6.9.
The subjects were then asked to say how many brown biscuits were left.
The possible answers were: 0,1,2,3. The subjects were expected to answer 0.
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(a)

(b)

(c)

(d)

(e)

Figure 6.9: Gesture accompanying “everyone”.

(a)

(b)

(c)

(d)

(e)

Figure 6.10: Gesture accompanying “tupperware container”.

Stimulus 4
Similarly to stimulus 3, the subjects were ﬁrst presented with a picture of six
plastic food containers, two rectangular and purple and four round and blue.
The containers were presented as the collection of a friend of the animated
agent. Then the animated agent presented the context with the following
description:
“The other day I accidentally melted a tupperware container while
I was helping a friend to prepare dinner. I put some frozen soup in
the microwave and it turned out that the container was not meant
to go in the microwave.”
The modiﬁed noun “tupperware container” was accompanied by the gesture
shown in Figure 6.10.
The subjects were then asked to say how many blue containers were left.
The possible answers were: 0,1,2,3,4. The subjects were expected to answer 4.
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In the ﬁrst two stimuli the expected answer is motivated on the base of an
inference that depends on the informative content of the gestures. In the ﬁrst
stimulus the fact that the planks are shown as being in contact makes it impossible for a bird to ﬂy through them, while this information is consistent with
the fact that the agent cannot see through the planks. In the second stimulus
the expected answer is simply a verbal translation of the visual representation
of the sculpture oﬀered by the two gestures.
In the case of the third and fourth stimulus the expected answers are determined by the combinatorial possibility of gestures. In both cases the gestures
restrict the domain of quantiﬁcation, in the ﬁrst case to the round biscuits,
and in the second case to the rectangular containers. But according to my
hypothesis only the second restriction should be available, as the gesture can
combine with the noun “container”, while the quantiﬁer “everyone” blocks the
possibility of a gestural contribution to its meaning.

6.4.2

Subjects

The subjects were recruited among the personnel and the students of academic
institutions in South Africa, United Kingdom and The Netherlands. All the
subjects were native English speakers. In total 52 subjects took part in the
experiment.

6.4.3

Methodology

The subjects ﬁlled the questionnaire through an anonymous web interface. The
order of the stimuli was randomized.

6.4.4

Results

First stimulus
The following table shows the frequencies of the two possible answers for the
ﬁrst stimulus:
Answer

Frequency

Continuation 1

13

Continuation 2

39

Total

52

The results allows us to reject the hypothesis that subjects do not integrate
the mereotopological content of gestures with the information conveyed through
speech. If this was the case, then we would expect a response pattern showing
an equally distributed preference for the two alternatives. Continuation 1 can
in fact be excluded only on the base of the information present in the gesture
performed by the animated character. A binomial test conﬁrms this observation
(p = 0.0002048).
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Second stimulus
The results of the second stimulus are summarized in the following table:
Answer

Frequency

Continuation 1

21

Continuation 2

31

Total

52

The stimulus was designed to test the availability of positional information
expressed through gestures in an inferential process. The results evidently
contradict this hypothesis. Performing a binomial test conﬁrms that on the
base of the result it is not possible to reject the hypothesis that the gestural
information was not used in the inferential process (p = 0.9368).
Third stimulus
The results of the third stimulus seem to conﬁrm the hypothesis that gestures
cannot combine with constituents of type (et)t. The results are reported in the
following table.
Answer

Frequency

0

43

1

0

2

0

3

9

Total

52

The resulting distribution presents a peak in correspondence of answer 0, which
suggests that the meaning gesture was not integrated in the model determined
by verbal language. If this was the case then we would expect a distribution
concentrated around answer 3. However, a t-test allows us to strongly reject
this hypothesis (p < 2.2e − 16).
Fourth stimulus
The following table summarizes the result for the fourth item in the experiment:
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Answer

Frequency

0

3

1

1

2

1

3

16

4

31

Total

52

In this case the expected distribution should present a major peak around
answer 4. The hypothesis the results should help to reject assumes that the
gesture in this case cannot be integrated with the quantiﬁed phrase and consequently the reference for it is picked randomly between the two set of containers
shown to the subjects. This would imply a normal distribution of responses
centered around 3.5. However the result cannot disconﬁrm this last hypothesis:
the p-value of a t-test of the results equals 0.3589.

6.4.5

Discussion

The results reported above apparently clash with the predictions of our theory.
The main problem lies in the apparent incoherence between the results of the
two pairs of stimuli. In fact, the ﬁrst stimulus seems to support the hypothesis
that spatial, and in particular mereotopological, properties can be conveyed
by gesture and can be used to establish entailment relations between verbal
utterances. On the other hand, the second stimulus seems to suggest exactly
the opposite given the almost random distribution of the responses. Similarly,
if we compare the results of the third and fourth stimulus, we could arrive at
opposite conclusions regarding the possibility of coreference between a gesture
and a generalized quantiﬁer. There are however some ﬂaws in the design of the
two experiments that could explain the observed results.
The results for the second stimulus could be explained as the consequence
of an interaction between semantics and pragmatics. In fact, in the situation
described in the second stimulus, there is a strong presupposition, based on
world knowledge, that suggests that objects made of glass are unsuited to support metal objects. Such a presupposition is in contrast with the information
conveyed gesturally, but it is probably strong enough to ‘hide’ the informational contribution made by the gesture. The integration of the gestural meaning would lead to a contradiction with respect to the strong presupposition
connected to the situation and, given the low visibility of gestures in communication, the meaning of the gesture seems to be simply disregarded in this
case. This would also explain the slight preference expressed by subjects for
the answer coherent with the presupposition.
In the case of the fourth stimulus the unexpected results seem to be connected to the presentation of the background context. In particular, the prob137
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lem is that the synthesized gesture does not clearly depict the target referent.
First of all the picture of the containers used in the stimulus depicts the two
sets from a largely lateral perspective. While it is possible to identify the shape
of the containers from this perspective (one set is composed of containers with
a round base, while the others have a rectangular base), the containers appear
all rectangular, if observed from the side. At the same time, the gesture is
performed in such a way that is not clear if it represents the top view of the
container or the side view. Connecting the two facts and assuming that the
subjects are partially inﬂuenced by the perspective of the containers as presented in the stimulus we can justify the spread of responses between the two
answers 3 and 4.
In conclusion, if the results for the second and fourth stimulus are indeed
caused by a pragmatic interference and a ﬂaw in the presentation of the stimulus, then the experiment provides some evidence in support of the theory of
gesture meaning presented in this book. In particular the results for the third
stimulus are explainable only in light of the speciﬁc combinatorial process at
the heart of the semantics. In fact, without assuming a form of integration at
the constituent level, that takes into consideration the semantics properties of
the lexical items involved, it is diﬃcult to devise an explanation for the clear
cut results obtained.

6.5

Summary

In this chapter I presented two experiments designed to test the hypotheses at
the base of the semantics theory proposed in this book. An animated character
was used in performing the experiments. This allowed a high level of control
on the experimental parameters. The results of the ﬁrst experiment conﬁrmed
the hypothesis that gesture meaning is integrated with the meaning of speech
and can be used to perform simple inferential tasks. The second experiment
provided similar evidence with respect to ﬁner grade aspects of the theory of
gesture meaning. Despite some problem due to the interference of additional
phenomena outside the scope of the test, the results suggests a compatibility
of the theory with the responses of the subjects.
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7
Gestures beyond space

7.1

Introduction

he semantics presented in this second part of the thesis has been restricted
T
to the class of iconic gestures depicting space. In this chapter we explore
possible generalizations of the analysis, and try to address the question of how
other kinds of gestures contribute the to the meaning of a multimodal utterance.
As a ﬁrst step, in Section 7.2, we will extend the semantics to deal with
iconic gestures that, rather than oﬀering a representation of the physical world
from an observer-like perspective, depict actions and events from an internal
and embodied point of view. We will see that their interpretation can be
modelled using essentially the same framework employed for the gestures we
have encountered up to now. The main diﬀerence will be in the way these
gestures represent reality iconically. This will force us to design a diﬀerent
language that captures this alternative form of depiction.
In Section 7.3, we will investigate the connection between purely iconic
gestures and gestures showing a more ‘emblem-like’ nature. The comparison
between the meaning contribution of these two classes of gesture will reveal an
interesting parallel with the semantics of modiﬁers: as we were able to assign
to iconic gestures an intersecting modiﬁer -like semantics, the proposed meaning for iconic-emblem gestures will resemble the denotation of non-intersecting
modiﬁers.
Section 7.4 explores the interpretation of deictic and metaphoric gestures.
In the case of deixis, we will focus on the less studied case of gestures that combine deixis with iconicity. We will look at deixis as a phenomenon emerging in
the interaction of speech and gesture and corresponding to an overt signalling
of the dependence of verbal meaning on the informational content of gestures.
We will show that this is not true only for pointing gestures but applies also
to the case of gestures combining the iconic and deictic meaning dimensions.
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Regarding metaphoric gestures, we will speculate on the possibility of interpreting them as a form of iconic gesture operating on a spatial metaphoric
representation of reality.
Finally, in Section 7.5, we will zoom out from the ‘local’ perspective on
the semantics of gestures and analyze gesture meaning from a higher level
perspective. In particular, we will focus on the way iconicity is inﬂuenced by
the network of shared referents in discourse.

7.2

Character-viewpoint gestures

The type of iconic gestures discussed so far are what McNeill (1992) calls observer viewpoint gestures (OV gestures in what follows). The reason why I
concentrated on this speciﬁc type of gestures is that the SAGA corpus contains
mainly this type of gestures, possibly due to the elicitation method used during the data collection. Another common kind of iconic gestures is the one in
which the speaker takes the perspective of the actor of the situation described,
a class of gestures usually known as character viewpoint gestures (henceforth
CV gestures).
In what follows, I will apply the general ideas of the semantics for OV iconic
gestures developed so far to the case of CV gestures. While, I will try to present
a detailed analysis that reaches the level of precision of the semantics for OV
gestures, the present discussion has the character of a preliminary speculation
on the subject.

7.2.1

The semantics of character-viewpoint gestures

I propose a semantic analysis of CV gestures based on the same principles that
organize the meaning of OV gestures. In my analysis the meaning of a CV gesture is an intersective function that restrict the meaning of the accompanying
verbal constituent by means of an iconic relation between the gesture and the
physical extension of the connected referring expression. The analyses of the
two types of gestures diﬀer in the ontologies used to deﬁne the notion of iconic
equivalence and, consequently, in some details of the interpretive process.
In the case of OV gestures, we assumed that the basic ontology capturing the
iconic information conveyed by gesture was a spatial theory. That particular
theory was expressive enough to reproduce the observer-like and disembodied
perspective that OV gestures express. However, in the case of CV gestures, such
a perspective becomes suboptimal. In this type of gestures, speakers use their
body to refer and to communicate, but the mapping between the body parts
involved in the gesturing and the ‘things’ they stand for is usually quite direct.
Often each (gesturing) part of the speaker’s body stands for the corresponding
part of the actor of the action referred to. While the ‘geometric’ theory of
space assumed for the analysis of OV gestures could in principle express the
conﬁgurations of a body (humanoid or not), and thus capture the similarity
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between gesture and external reality, I believe that a more suited ontology
would be based on bodily primitives.
Such a distinction seems to be supported by the long standing discussion
in psychology about the nature of the representation of the body in the mind.
Of particular interests for our goals is the analysis of Gallagher (2005) on the
nature of such representations. Gallagher distinguishes between two forms of
representation: the body image and the body schema, roughly corresponding
to the conscious perception and representation of one’s own body and to the
subconscious motor schemata that probably control the eﬀective actions of the
body.
Interestingly, Gallagher reports on an experiment conducted with a patient
suﬀering from a sensory neuropathy. The patient has no sense of touch and no
proprioception below the neck. While he can still move his body, he has no
perception of the position of his limbs except for the visual one. The subject
accompanies his speech with gestures, but, according to his explanation, all
the movements are planned and controlled and are used to add emphasis to
his words. Gallagher characterizes the condition of the patient as a lack of the
“major aspects of his body schema, and thereby the possibility of normally
unattended movement” (p. 44 Gallagher, 2005). According to Gallagher the
patient compensate for his lack of a body schema by employing his body image
to actively control his movements. In the mentioned experiment, the patient
was asked to narrate a cartoon in two diﬀerent conditions: in the ﬁrst condition
he was capable of visually monitoring his body, while in the second condition
a blind was positioned to block his view of the portion of his body below the
neck. In the ﬁrst condition, the gestural activity of the patient did not present
any relevant diﬀerence from the gesturing of a non-neuropathic subject. In
the case of the second condition, Gallagher reports that the patient performed
only observer viewpoint gestures, while CV gestures, that were present in his
performance in the ﬁrst condition, were completely absent.
This last observation suggests that the two types of gestures are based on
diﬀerent mental representations. Gallagher explains the mismatch in terms of
morphokinetic and topokinetic aspects of movement, the ﬁrst group of properties connected to shape without regard to position, while the second group related to the precise location of points in space. He characterizes OV gestures as
morphokinetically accurate but topokinetically inaccurate. Symmetrically CV
gestures would be characterized by a high degree of topokinetic accuracy and
by a low level of morphokinetic accuracy. However, we saw that OV gestures
often reproduce properties that Gallagher would characterize as topokinetic
(consider for instance the mereotopological and positional predicates). For this
reason it seems that the distinction between morphokinetic and topokinetic
accuracy is inappropriate to characterize the distinction between OV and CV
gestures.
An alternative explanation for the absence of CV gestures in the second
experiment could be based on the hypothesis that character viewpoint gestures
are based on a diﬀerent form of representation altogether, one that is possibly
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Figure 7.1: Interpretive process for character viewpoint iconic gestures.

linked to the embodied experience of reality and that can be probably identiﬁed
with the body schema representation. A similar but more radical claim has been
made by LeBaron and Streeck (2000) and Kita (2000) who identify in motor
schemata the origin of all gestures. My claim is limited to the case of character
viewpoint gestures. In the case of OV gestures the data seems to suggest a
diﬀerent origin, more connected to the internal representation of space.
The analysis I propose is based on a slightly revised version of the interpretive process presented on page 53. The revised process can be represented as
the diagram in Figure 7.1.
The structure of the process is identical to the one proposed for OV iconic
gestures. Also in this case, words are mapped to two frames of reference by
means of an interpretation function.1 The ﬁrst frame is the usual abstract one
constructed on top of an ontology of discourse entities and truth values and,
given that we are going to discuss mainly expressions referring to dynamic
bodily actions, also eventualities or time intervals. The second frame corresponds instead to a theory of the body schemata, which I call an embodied
frame of reference. In the speciﬁc implementation of the theory I discuss, I
choose as primitives for the theory (beside the usual truth values and time intervals) joints and connected body parts (which I unify under the term of body
segments), following a common practice in computer graphics for the representation of bodies and movements. We will interpret the theory predominantly
as a theory of humanoid bodies, as this is arguably the internal representation
to which speakers have direct access. The two frames are related by a family
of mappings Emb, which plays the same role the family Loc did in the discussion about OV gestures. Emb determines an homomorphism between the
two frames. The elements of Emb are intuitively deﬁned on top of the function
that assigns to each entity its body as a set of body segments.
1 As it was the case for the semantics of OV gestures, a completely equivalent approach
would be to work with a single frame resulting from merging the two ontologies.
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Similarly gestures are mapped to an iconic body, which corresponds to the
conﬁgurations that the parts of the body involved in the gesturing assume, as
represented by the body schema. This process is parallel to the one that goes
from the OV gesture to the iconic space shaped by the hands. But while in
the case of OV gestures the map from the actual hands conﬁgurations to the
iconic space involved some complex form of interpretation, in the case of CV
gestures the interpretation is reduced to a kind of identity map. Each body part
involved in the gesturing is mapped to its representation in the body schema
in a direct way.
The sketch of the formalization of the above intuitions is completely parallel
to the system introduced in Chapter 4, so most of the results presented there
can be safely transferred to the present discussion. I will start by quickly
deﬁning the objects presented in Figure 7.1 and then I will quickly discuss how
we can identify in these objects the functions that correspond to the proposed
meaning for CV gestures.
The embodied frame of reference E can be inductively deﬁned as follows:
• Dt the set of truth values is in E,
• Di the set of time intervals or eventualities is in E,
• Db the set of ‘body segments’ of all embodied entities is in E,
• if Γ ∈ E and Δ ∈ E then ΓΔ ∈ E,
• nothing else is an element of E.
Typical examples of inhabitants of the domains that constitute E are the meanings of action verbs, such as “punch”, “jump”, “grab” and “throw”. The denotation of each of these verbs can be represented by the function that characterize
the set of sets of body segments that during a given time interval assume the
conﬁgurations typical of the action. For example the meaning of “throw” could
be represented as the characteristic function of the set of all body conﬁgurations that involve some rapid movement of the hand followed by a sudden stop.
This set of course includes the prototypical movement of the hand moving from
a position above the shoulder away from the body, but it should also include
less common forms of movement such as the movement involved in throwing a
dice.
The family of mappings Emb can be deﬁned inductively in the same way
we deﬁned Loc:
1. for all x ∈ De , embe (x) = X, where X is a subset of Db , corresponding
to the body parts of the entity x,
2. for all x ∈ Dt , embt (x) = x,
3. for all x ∈ Di , embi (i) = i (thus the abstract frame and the embodied
frame share the same temporal structure)
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4. for all f ∈ DσDτ , embτ σ (f ) = f  , such that ∀xτ .f  (embτ (x)) = embσ (f (x)).
Emb has exactly the same properties of Loc and will be used in the same way.
This system is expressive enough to provide us with the objects that are
going to correspond to the denotations of CV gestures. As it was the case for
OV gestures the function that represent the meaning of a CV gesture operates
as an intersecting modiﬁer that restrict the meaning of the modiﬁed constituent
(commonly a verb phrase) by adding a constraint of iconic equivalence between
the denotation of the verbal expression and the iconic body represented by the
gesture. This allows us to use the same meaning recipe for both OV and CV
gestures, which in turns has the eﬀect of equating the combinatorial possibilities of the types of gestures.2 The situation is slightly complicated by the fact
that the embodied denotations I assume are inherently actor-centric, in the
sense that their truth value depends solely on the body conﬁguration of the
actor of the action. This present some problems for the homomorphism that
we introduced between the abstract frame and the embodied one, in particular
in the case of denotations corresponding to transitive (and ditransitive) predicates. For example in a sentence such as “Mary punched John”, the predicate
“punched” determines a binary relation in which Mary is the actor and John
is the patient. However the naive embodied meaning of “punch” as expressed
above refers only to the conﬁguration that Mary’s body assume during the
punching action. A more reﬁned theory could combine both the actor-centric
semantics expressed in terms of embodied action and the external perspective
we employed for general spatial features, obtaining then a representation that
encode all the available information. This is even more true in the context of
gesture semantics as often we observe gestures that fuse the two perspectives.
The diﬀerence between the two types of gestures is restricted to the nature
of the relation of iconic equivalence. According to my interpretation, in the
case of CV gestures we need a form of iconicity based on an ontology of body
dynamics. In the next section I sketch an implementation of this idea in a speciﬁc logic language. The language is just suﬃciently expressive to represent the
meaning contribution of gestures, but not the lexical meaning of action related
words. For instance, the language will not be expressive enough to restrict the
interpretation of a verb like “throw” to those body ‘events’ characterized by a
quick movement of the hand followed by a sudden stop.

7.2.2

Languages for embodied logics

The meaning contribution of CV gesture can be reduced to the speciﬁcation of
a certain body conﬁguration that further speciﬁes the denotation of a semantic
constituent. To represent this contribution we will use a language that describes
2 The discussion about the distribution of CV gestures with respect to the constituents
they can modify is particularly speculative. At this point I do not have suﬃcient evidence
to support the hypothesis that the distribution are identical. It is possible that CV gestures
present a more restricted range of combinatorial possibility, as they seem more tied to the
verbal lexical semantic than to the semantics of other classes of constituents.
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these conﬁgurations with varying levels of detail. As it was the case for OV
gestures, CV gestures do not reproduce reality with absolute precision. The
way in which they refer to reality is by means of an approximation that is in
many case suﬃcient for the identiﬁcation of the intended referent. In the case
of CV gestures this approximation can be modelled in terms of diﬀerent levels
of precision in the reproduction of a movement or posture based on a partial
order imposed on the joints of the human body. For example an action that
in its real execution presents a certain conﬁguration of the arm with respect
to the torso but also of the forearm with respect to the upper arm3 could be
reproduced in a gesture that maintains only the correct relative position of
the arm with respect to the torso but does not reproduce the angle that the
forearm forms with the upper arm. Such an omission would probably be based
on the irrelevance of the conﬁguration formed by the forearm and the upper
arm for the general performance of the action.
I sketch here the minimum requirements for a language capable of representing this type of meaning contribution. A language for a formal theory of
embodied semantics would be more complex, as it would need to be capable of
expressing the generic constraints on body dynamics and postures connected
to the semantics of bodily terms that we discussed above. For an example of a
formal theory of embodied semantics and its implementation see Bailey (1997)
and Feldman and Narayanan (2004).
We start with a sorted domain containing a set of predetermined body segments, as determined by a joint, and segments formed by the ‘addition’ of
sub-segments4 , a set of objects describing rotations in a 3D space (e.g. Euler
angles, rotation matrices or quaternions) which I will simply call orientations
and a set of time instants, the composing elements of the intervals we assumed
above. See Fig 7.2 for a simple example of a domain of body parts. On this
domain we assume deﬁned the following relations:
• a binary relation  that deﬁnes a partial order on the set of body segments; intuitively this relation determines the notion of ‘being a subsegment’, and holds for example between the upper arm and the arm,
• a ternary relation O that holds between a body segment, an orientation
and a time instant; the relation O is interpreted as declaring that a
speciﬁc body part has a certain orientation at a certain point in time,
• a group of unary predicates naming body parts:
– T orso ,
– Lef tU pperArm ,
3 I will use the term ‘upper arm’ rather than the anatomically correct ‘arm’, reserving the
latter for referring to the whole upper limb, as it is customary in colloquial speech.
4 The exact nature of the body segments, in particular of those composed of more segments,
is left vague on purpose. A precise characterization of these elements should be based on an
analysis of how real actions are mapped to CV gestures.
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b

Figure 7.2: Simpliﬁed model of the body segments. a represents the upper
arm segment and its orientation is controlled by the shoulder joint, while b
corresponds to the forearm portion of the arm and its orientation is controlled
by the elbow. c is a composite segment whose sub-parts are a and b. For a
discussion about the joint determining the orientation of c see the main text.

– RightArm ,
– . . . ; these predicates are mainly used in the compositional semantics
to ensure a correct mapping between iconic bodies and the bodies
in E.
The language is a standard ﬁrst order language, with sorted constants and
variables, used to name elements of the three kinds introduced above (body
segments, orientations and time instants). The language includes the two relational symbols  and O. The ﬁrst one will be useful in what follows when we
will show how to deﬁne on the base of this language descriptions of diﬀerent precision, while the second predicate is the one used to eﬀectively represent body
movements and posture as conjunctions of formulae. The language includes
also a number of predicates used to name body parts.
The language is interpreted with respect to a model deﬁned on the base of
the above discussed domains and an interpretation function deﬁned as usual.
The intended models are the anatomically correct ones. However, I will not
provide a set of axioms that explicitly restrict the models as it would require
an extension of the language beyond the needs for a CV gestures semantics.
The class of intended models is restricted only with respect to the mereology
of body segments. The restriction regulates the way in which the body segments
are organized with respect to the speciﬁcation of the orientation of a segment
composed of smaller segments. In this way we can provide a characterization of
the orientation of body segments that include more that one joint. For example,
if we deﬁne (with the predicate ) the arm as composed by three sub-segments,
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the upper arm, the forearm and the hand, we have to decide which of the three
joints deﬁning the orientations of the sub-segments (the shoulder joint, the
elbow and the wrist) is the joint that deﬁnes the orientation of the arm. In a
more realistic setting a composed segment would inherit the orientation of (at
least) one of its sub-parts only under certain conditions. Consider for example
the case of an arm, and suppose that the shoulder is the deﬁning joint for
this segment, meaning that the orientation of the arm is determined by the
orientation of the upper arm. In some cases such an assumption would not be
natural. For instance, imagine that the upper arm is placed horizontally, away
from the body, while the forearm is bent so that the hand points toward the
head. In this case it would be not clear whether the arm as a whole as the
same orientation of the upper arm, or if rather its orientation is undeﬁned. This
consideration eﬀects also the form of iconicity for CV gestures discussed in what
follows. A full theory of CV gestures semantics should of course investigate this
issue more thoroughly. This simpliﬁcation is however suﬃcient for the present
discussion. Formally we can express this restriction in terms of the following
axiom:
∀x.(∃y.y  x) → ∃y.∀t.∀p.∀q.y  x ∧ (O(x, p, t) ∧ O(y, q, t) → p = q) . (7.1)
The axiom states that if a body segment has sub-parts, then it has the same
orientation of one of its sub-parts at each time instant.
For the axiom to be signiﬁcant we also need to add the following one stating
that each body segment has only one orientation at each time instant:
∀x.∀p.∀q.∀t.O(x, p, t) ∧ O(x, q, t) → p = q .

(7.2)

The body conﬁguration described by a CV gesture is represented in the
logic as a conjunction of atomic formulae describing the orientations of the
body segments involved in the gesture. Body parts that are not involved in
the gesturing are simply left unspeciﬁed. In this way the resulting description
represents all the actions that have a similar conﬁguration, but only with respect to the segments used for the gesture. This allows us to simulate the fact
that in many cases CV gestures reproduce only the movements of the portion
of the body relevant for the action.
With the use of the predicate O we can describe with maximum precision the movements and the posture of a body but as, anticipated above, we
are interested in reducing the level of precision of our descriptions to capture
the iconic component of gestures meaning. However the simpliﬁed description
should satisfy the constraint of being applicable to both the real instance of
the movement or posture referred to and its iconic representation. Ideally, we
should be able to express a hierarchy of descriptions ordered according to their
level of precision. In order to do so we will employ the idea of a reﬁning inverse
system as introduced by van Lambalgen and van der Does (2000).
Van Lambalgen and van der Does introduce the notion of reﬁning inverse
system to model the idea of perceptual reﬁnements central to Marr’s theory
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of vision. According to Marr, vision is a process of object segmentation based
on the main axes of the perceived entity. The process is composed of diﬀerent
phases each of which is a reﬁnement of a precedent phase, in the sense that
segments are re-analyzed in terms of sub-segments. The classical example presented in Marr and Nishihara (1978) is the perception of a human arm, initially
analyzed as single segment, then reﬁned and analyzed as two segments, the upper arm and the forearm, which in turn can be analyzed as composed of two
sub-segments, and so on until we reach a maximum level of precision.
In van Lambalgen and van der Does’s formalization of Marr’s theory, the
process of visual perception is represented by a system of ﬁrst order models,
whose domain is represented by a set of cylindrical regions that represent the
perceptual segmentation of an object. The system of models is directed by
a partial order that represent the notion of reﬁnement. The system is further
organized by means of functions that map the elements of a more reﬁned model
to the elements of a less reﬁned one. The functions are deﬁned in such a way
that the parthood relation imposed by the reﬁnement process is preserved in
all models. Each model is associated with a diﬀerent ﬁrst order language. The
languages are similarly organized by a partial order. In particular, languages
associated with more reﬁned models include predicates that are not applicable
to more coarse models.5
In general, a reﬁning inverse system can be deﬁned as follows (van Lambalgen and van der Does, 2000, p. 23):
Deﬁnition 7. Let T be a set ordered by a partial order ≥. A reﬁning inverse
system indexed by T is a pair Ms , hst , with s, t ∈ T , Ms a ﬁrst order model
and such that:
1. for each s ∈ T , Ms is a model for the language Ls ,
2. for any R in the union of the languages there is a t ∈ T such that R is in
Ls if s ≥ t,
3. for each s, t ∈ T , with s ≥ t there is hst : |Ms | → |Mt | (where |Mα | is the
domain of Mα ) such that for each R in Lt and in Ls :
Rt ⊇ { hst (x1 ) . . . , hst (xn ) : x1 . . . xn ∈ Rs } ,

(7.3)

4. hss = ids and for s ≥ t ≥ r, hsr = hst ◦ hsr .
Van Lambalgen and van der Does show how Marr’s theory can be seen as an
instance of a reﬁning inverse system with the additional property of preserving
the mereology created by the reﬁnement process.
However, if we try to apply the deﬁnition of an inverse system to the body
logic we encounter problems in trying to satisfy condition 7.3. For instance,
let us consider the case of two models Ms and Mt , with s ≥ t. Let us assume
5 Van

Lambalgen and van der Does point out that a similar result could be obtained by
taking a single language and then assuming that all non deﬁned valuations are trivially true.
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that the models are based on the body segments of ﬁg. 7.2 and let us restrict
our attention to the labelled portion of the schema. Suppose that the domain
of Mt includes only the segment labelled c, while Ms includes a, b and c in its
domain, with both a  c an b  c. Moreover let us assume that c derives its
orientation from a. The set of orientations and time instants are assumed to
be shared between the two models. In order to deﬁne a reﬁning inverse system
for these two models we need to deﬁne a function hst relating the domains
of the models. In the case of orientations and time instants hst is just the
identity function, while in the case of body segments the only possibility is to
set hst (as ) = hst (bs ) = hst (cs ) = ct . While this function satisﬁes condition 7.3
for the predicate  and the naming predicates, it fails to do so in general for
the predicate O. In fact, if a and c have two diﬀerent orientations, say p and
q, at some time instant u, then we will have that:
Os = { a, p, u , b, q, u , c, p, u }
Ot = { c, p, u } .

(7.4)
(7.5)

But the image of Os under the map hst is { c, p, u , c, q, u } which is clearly
not a subset of Ot .
A simple solution to the problem is to weaken deﬁnition 7 by postulating
that functions like hst are partial identity bijections. This is possible since in
the reﬁning systems we are working with the partial order ≥ corresponds to
the subset relation between domains.
In this way, we have a tower of languages that can be ordered in such a way
that the amount of information they are capable of expressing is successively
larger. We can thus reproduce in the context of CV gestures the form of
iconicity that we thoroughly discussed in the case of OV gestures. In the next
section I will brieﬂy analyze a case of two CV gestures, taken from Kendon
(2004), showing how an iconic gesture can specify a lexical meaning and trigger
an inferential process that leads to a deeper interpretation of the utterance.

7.2.3

The ‘throwing’ examples

In the two examples analyzed in this section, the same speaker uses the verb
“throw” with two slightly diﬀerent meanings. While part of the resulting interpretation could be inferred solely from the overall meaning of the verbal
utterances, the interpretation that one obtains from the combination of speech
and gesture is deﬁnitely richer.
In the ﬁrst example the speaker is explaining how his father used to scatter
ground rice on ripe cheese to absorb the cheese ‘sweat’. The utterance he
uses is “He used to go down there and throw ground rice over it.” The speaker
accompanies the utterance with a gesture that Kendon describes as follows:
[. . . ] his right arm is extended forward with his hand oriented with
palm uppermost, with the ﬁngers ﬂexed inward to be in contact
with the palm, the tip of the thumb resting on the ﬁrst joint of the
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index ﬁnger. The hand, so shaped, is moved by wrist extension,
outward, rapidly, twice (Kendon, 2004, p.114).
The gesture stroke is synchronized with the verb “throw”. Kendon discusses
how the gesture contributes to the meaning of the utterance by specifying the
general and abstract meaning of the verb “throw”. First of all, the gestures
adds information about the kinetics of the movement, but it also gives indirect
information on the nature of the patient of the action. In fact the speciﬁc
shape of the hand suggests that the thrown object has a granular, ﬂuid-like
consistency. This is coherent with the actual object of the verb, “ground rice”.
In the formal framework just sketched, the gesture would be represented
by a theory describing a certain body conﬁguration that corresponds to the
action mimicked by the gesture. In this speciﬁc case the grade of precision
would probably reach an almost maximum level as, apparently, the speaker
reproduces with his right upper limb all the joints conﬁguration involved in
the movement.6 It would have been possible for the speaker to underspecify
the throwing movement by shaping his hand more loosely, deﬁning thus a class
of movements that are similar up to the orientation of the wrist. This is not
done probably because of the presence in the verbal component of the object
“ground rice”. By shaping his hand in the way he does, the speaker is maximizing the coherence between the verb phrase interpretation and the gesture
meaning. The speaker is however underspecifying in some way the full extent
of the body conﬁguration associated to the referred action. The execution of
the gesture clearly points out that the body parts involved in the communicative action are the right arm and its sub-segments. The conﬁguration of the
rest of the body is not part of the gesture and thus does not contribute to the
meaning of the utterance in any way.
Consequently the combined meaning of the verb and the gesture corresponds to a function that for each time interval characterizes the set of pairs of
entities, such that one element of the pair is the actor of a throwing action and
the other is the entity being thrown, and moreover the body conﬁguration of
the actor during the interval corresponds, for the joints in the right arm, to the
conﬁguration depicted in the gesture: the arm extended forward, the ﬁngers
ﬂexed on the palm and the hand moving rapidly, two times.7 The meaning
contribution of the gesture can be represented compactly as a formula in the
language presented in the previous section.
In the second example the same speaker refers of an episode of his childhood,
when a group of soldiers gave to the children of his town oranges and chewing
gum while they were leaving the town. The speaker describes the scene with
6 Actually even such a precise reproduction is not a perfect copy of reality. Therefore
the formal system should allow for some form of approximation in the determination of the
orientation.
7 The repetition of the gesture has probably a more abstract meaning. Rather than meaning that the father of speaker was moving his hand exactly twice in the action of throwing
the ground rice on the cheese, it probably represents a form of repetitive action with an
undeﬁned number of reiteration. This phenomenon is similar to the one discussed in Section
5.2 about OV gestures depicting plural entities.
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the following utterance: “and they used to come through Northant and they used
to throw oranges and chewing gum (. . . ) all oﬀ the lorries to us kids in the streets.”
The verb phrase “throw oranges and chewing gum” is accompanied by a gesture
described by Kendon in the following terms:
he twice lifts his hands rapidly from his lap, directing its movement
over his shoulder, opening the hand slightly each time, in a manner that suggests the action of throwing things out of something,
without much regard for their precise destination (Kendon, 2004,
p. 186).
The formal analysis of this case does not diﬀer from the previous analysis. The gesture restricts the meaning of the verb phrase “throw oranges and
chewing gum” to the function which characterizes the set of entities throwing
oranges and chewing gum during a speciﬁc time interval, and that do so with a
movement that goes sideways. The level of precision with which the movement
is constrained by the gesture depends on what we consider signiﬁcant in the
gesture performance. For example at a minimal level of precision we could consider signiﬁcant only the movement of the shoulder. This would underspecify
the position for example of the forearm with respect to the upper arm, and also
the position of the arm and the ﬁngers. Another option would be to consider
signiﬁcant only the movement of the shoulder and the small movements of the
ﬁngers. In this case the verb phrase meaning would be restricted to the class
of entities that throw in that interval oranges and chewing gum and perform
the action by moving sideways their arm and by slightly opening their hand.

7.2.4

Nominal modiﬁcation

In the previous examples, CV gestures accompany the verb of the sentence they
modify. This is a common pattern, as CV gestures reproduce a motor scheme
associated with an action, prototypically expressed in verbal language with a
verb. However, CV gestures are not restricted to the modiﬁcation of verbs. In
this section I discuss an example extracted from the SAGA corpus, that shows
a CV gesture accompanying a noun.
In our example, the speaker refers to an ice cream cart. He introduces it
by saying:
“war da ein Eisverkäufer ein Wagen mit Schirm” (“there was an ice
cream vendor, a cart with screen”).
When uttering the word “Wagen” (“cart”) the speaker performs the gesture
shown in Figure 7.3. The gesture reproduces the action of someone pushing
the cart.
To analyze this gesture we assume a rich nominal semantics that connects
the classical interpretation of nouns as sets of entities to properties of these
entities. In the case under consideration, the semantics of a noun such as
“Wagen” would include the set of actions, encoded as body schemata, of which
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Figure 7.3: Gesture accompanying “Wagen”.
00:07:33.870].

[V5 — 00:07:32.590 –

a cart can be the patient. Intuitively the gesture selects the subset of carts
that can be pushed by a movement similar to the one show in Figure 7.3. This
meaning can be easily expressed in the formalism sketched above by assuming
a contextually given prototypical individual that correspond to the agent of the
pushing action.

7.2.5

A general semantics for iconic gestures

If we compare the semantics proposed for OV and CV gesture a pattern
emerges:
• in both case the meaning of a gesture is based on a mapping between the
real space of the gesture and an iconic space; in the case of OV gestures the
iconic space is a space itself, deﬁned on the base of a group of properties
that are relevant for communicative or cognitive reasons; in the case of
CV gestures the iconic space is represented as an embodied experience
of the physical world, expressed in terms of schemes of interaction of a
human individual with the external reality,
• the meaning of the gesture is then intersected with the meaning of the
accompanying verbal constituent as it is expressed in the domain characterizing the gesture (disembodied experience of space for OV gestures,
and body interactions with reality for CV gestures),
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• the combined meaning is then integrated in the interpretation of the whole
utterance and is then available in the wider interpretive process that may
include additional information through an inferential process that makes
use also of the gesturally expressed information.
The resulting theory would then be applicable to diﬀerent types of iconic
gestures, and in particular to those that combine diﬀerent perspectives. The
advantage of such a perspective is the possibility of accounting for diﬀerent
gestures meanings on the base of a single principled theory based on equivalence
and intersection.
Nevertheless there are examples of gestures that cannot be easily accounted
for with the present framework. For example, Lascarides and Stone (2009b) discuss a gesture, ﬁrstly presented in Kendon (2004), that combines the external
and internal perspective on the situation described, but that moreover clearly
depicts an entity that is not otherwise introduced in speech. The speaker is
talking about a special cake sold every year for Christmas in his father’s shop,
and then describes his father cutting it by saying “and he’d cut it oﬀ in bits”.
While uttering the sentence, the speaker lowers his right hand, help open in a
typical ‘cutting’ gesture with palm facing left, in an area that was previously
used to gesture about the cake. The hand shape is modeled to resemble a
cutting implement which is never mentioned in speech. Such an entity, if introduced in speech, would ﬁll an instrumental verbal argument normally created
by a preposition such as “with”. Consequently to correctly analyze the kinetic
properties of this gesture we would need to assume some form of heavy inferential mechanism operating at the level of compositional semantics, and capable
of modifying the semantic structure of the multimodal utterance. At this stage
I cannot propose a general strategy to cope with these problematic cases.

7.3

Non-intersecting gestures - the case of size
gestures

The type of gestures we have analyzed so far is only a part of the gestures
that can be included in the class of iconic gestures. We have proposed to
analyze these gestures as behaving similarly to intersective modiﬁers. Stretching the analogy with modiﬁers, we would also expect gestures that have a
non-intersective behaviour. Indeed we observe gestures that require for their
interpretation more than simple intersectivity.
Gestures expressing size related properties are a common example of this
type of gestures. We will consider in what follows the case of the gestures used
to convey the idea of tallness and shortness. The two gestures are most often
performed with the gesturing hand (normally with the palm facing downwards)
positioned respectively above and below the head of the speaker. The fact that
their appearance is quite predictable suggest already that this type of gestures
present properties normally associated with other classes of gestures, in particular deictics and emblems. Nevertheless their form is partially determined by
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the spatial conﬁguration of the entities they refer to, so they can be considered
expressing an iconic meaning as well. We will show that it is possible to use
the semantic framework presented in this thesis to give them an interpretation.
We will have to adapt the system to this type of gestures. More speciﬁcally,
we will see that some spatial regions of the iconic space refer to a contextually
deﬁned entity, not introduced directly by verbal language.
We start by analyzing the sentence “John is a tall guy.”, accompanied by the
gesture for “tall” as described above and synchronized with the noun “guy”.
The meaning intuitively associated with this sentence is that the entity John
belongs to the set of male people taller than a contextually deﬁned average
individual. We assume a standard analysis of the verbal component of the
multimodal utterance and concentrate on the interaction between speech and
gesture.
First of all we have to deﬁne the iconic space depicted by the gesture. It is
quite clear that the hand is not depicting the exact height of the individual, as
the gesture form seems to be independent of the real height of the referent (the
same gesture can be used when referring to the height of a building) and also
independent of the posture of the speaker (as the same gesture can be equally
performed while standing or while being seated). For our analysis we assume
the iconic space to be composed of two vertical regions, one region deﬁned
by the area underneath the hand and the other by the body of the speaker,
such that the region depicted by the hand is taller than the other one. This
suggests that the gesture should be intersected with a semantic constituent
that describes a binary relation on the domain of entities. However the gesture
seems to combine with the expression of type et “tall guy”. This apparent type
clash prompts for a diﬀerent analysis of the semantics of such a gesture. I
propose to assign a denotation to the gesture analogous to the one associated
to non-intersective modiﬁers in verbal language. More speciﬁcally, I propose
to interpret the gesture as a function from a set x of regions to that subset of
x such that the subspace formed by the each member of the subset together
with a contextually deﬁned prototypical element of x is in the equivalence class
determined by the iconicity constraints. Formally we translate this denotation
in two components: a denotation for the gesture that incorporates the contextsensitive requirement just mentioned and a combinator that glues together
the verbal and the gestural component. Let us assume that T represents the
theory that describes a space with two regions, one taller that the other (our
logic can express such a concept), then the denotation of the described gesture
corresponds to the following function of type (r)(r)t:
λp.λr.ρ(Dp , p ∪ r) ≡ T

(7.6)

The ﬁrst argument of the function is the spatial projection of the contextually
deﬁned prototypical entity, while the second argument is the referent explicitly
introduced by the verbal utterance.
The only restriction placed by the conventionality of the gesture is probably
in the fact that the interpretation of the two arguments is somehow ﬁxed: the
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ﬁrst argument is depicted by the head/eyes of the speaker, while the second
one is represented by the region underneath the hand of the speaker.
To combine the denotation of the gesture with the one of the verbal utterance we introduce an ad hoc combinator K that provides the gesture with
the prototypical region it is expecting. The type of this combinator is slightly
diﬀerent from the one of CP as it combines objects of diﬀerent arity. Assuming
that proto is a function of type (et)e returning the prototypical entity of its
argument, then the combinator K of type (et)(rrt)et is deﬁned as follows:
K = λG.λP.λx.P x ∧ G loce (proto(P )) loce (x)

(7.7)

The resulting denotation is not an intersecting function. This has the eﬀect
of reducing the freedom with which the gesture should combine with a verbal
constituent. In the case under consideration the resulting semantics could in
principle diﬀer if we analyze the gesture as combining with “tall guy” or just
with the noun “guy”. However, if we assume that the interpretation of “tall” is
extensionally equivalent to the meaning of the gesture, i.e. a function that restricts a set of entities to its subset whose elements are all and only those taller
than a contextually deﬁned prototype, then the denotations resulting by considering the gesture as combining with the phrase “tall guy” or the phrase “guy”
are equal. This is a consequence of the fact that in any boolean algebra for any
two elements x and y we have that x∧y = x∧y ∧y. The same consideration can
be extended to a case in which such a gesture is used together with a modiﬁer
whose interpretation is not equal to the one of the gesture. Consider for example the same gesture accompanying a sentence such as “John is a big guy”.
If we accept the reasonable assumption that the modiﬁer “big” has a vaguer
meaning that can be roughly interpreted as corresponding either to “tall” or
“stout”, then again the order of combination is irrelevant, and, moreover, the
gesture is, correctly, interpreted as providing the necessary information to fully
interpret the sentence. This can be proved again algebraically: we observe that
the denotation of “big” is the join of the denotation of the gesture and another
modiﬁer and that for all x, y we have that x ∧ (x ∨ y) = x.

7.4

Other gestures: deictics and metaphorics

In this section I discuss the issues emerging when trying to adapt the semantics
presented so far to gestures other than iconic gestures. I consider two common
types of gestures: deictics and metaphorics. Regarding the former, I will discuss
in particular the relation between iconicity and deixis, a topic that, to my
knowledge, has not been addressed in the literature yet.
Deictics
Deictic gestures are usually identiﬁed with pointing gestures (McNeill, 1992,
2005). These gestures may refer to physically presents entities but quite often
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they take the form of “abstract pointing” (McNeill, 2005, p. 40), i.e. pointing
to entities in a virtual space created during the conversation. However, as
already pointed out in the introductory chapter, the notion of deictic gesture
does not deﬁne a category of gestures but rather a component of the meaning
of gestures. With respect to the labels “iconic”, “metaphoric”, “deictic” and
“beat”, McNeill states that:
none of these ‘categories’ is truly categorical. We should speak instead of dimensions and say iconicity, metaphoricity, deixis, ’temporal highlighting’ (beats), social interactivity, or some other equally
unmelliﬂuous (but accurate) terms conveying dimensionality.(McNeill,
2005, p. 41)
According to this perspective, gestures combine diﬀerent meaning dimensions
in a single expressive action. In what follows I will analyze some cases in which
iconicity is mixed with deixis and I will show how the framework presented in
this chapter can handle this type of gestures.
On the base of the idea that deixis is just a component of the meaning of
gestures, it seems natural to look for a criterion that allows us to identify the
presence of a deictic dimension in a gesture. The prototypical example of a
deictic gesture is represented by pointing gestures, but a deictic component is
observable also in the case of other types of gestures. The criterion I propose
to employ to ‘spot’ a gesture that presents some form of deixis is the following:
Criterion 1. A gesture shows a deictic component in its meaning if it cooccurs with a verbal item that overtly signals the interdependence of the two
modalities. Items typically used to this eﬀect are demonstrative like “this” and
“that”, adverbs like “so” and predeterminers like “such”.
In other words, in the case of a deictic reference both gesture and speech
become fundamental for a successful interpretation of the message. In this
sense deixis is a property shared by speech and gesture.8 According to this
interpretation, the semantics of speech corresponds to a semantic object that
is missing a referential value, which can be retrieved only on the base of the
information encoded in the gesture. In the case of a pointing gesture the
referential value is usually a discourse referent (such as an individual or an
event). But in the case of other gestures we can imagine diﬀerent types of
values. In the rest of this section I will analyze the case of gestures that
combine deixis with iconicity, and I will propose that the deictic referential
value we get in this case corresponds to a set of referents that is combined in
the meaning of the utterance via iconic equivalence and intersection.
There are various examples of gestures that mix iconicity and deixis in
the SAGA corpus. The example discussed here involves the description of the
entrance of the already mentioned town hall. After describing the town hall
8 Deixis can also take more abstract forms. The same items used in speech to signal a form
of deixis dependent on gesture for its interpretation are used in the case of an immaterial
pointing to referents only present in the abstract space of communication.
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Figure 7.4: Frame gesture [V5 — 00:02:42.590 – 00:02:45.730].

the speaker introduces the position of the entrance and the particular frame
with which the entrance door is decorated. The sentence used to introduce this
information is the following one:
(7.8) der Eingang ist im
Innenhof mit so
einem Rahmen
the entrance is in the courtyard with such a
frame
‘the entrance is in the courtyard with such a frame’
The prepositional phrase “mit so einem Rahmen” is accompanied by the gesture
depicted in Figure 7.4 The eﬀect of the predeterminer “so” is that of forcing
in the meaning of the utterance the information expressed with the gesture.
The meaning we intuitively associate with this multimodal constituent is that
the entrance door of the city hall is decorated with a frame shaped in the
way depicted by the gesture. Notice that this is the same meaning we would
associate to the utterance “der Eingang ist im Innenhof mit einem Rahmen”9 accompanied by the same gesture synchronized with “mit einem Rahmen”. This
fact is not surprising if we consider that “so” is indeed a semantically empty
element whose function is that of focusing the attention of the listener on the
hands. With the use of “so” the speaker makes sure that a gesture that would
have been possibly overlooked by the interlocutor is raised to the level of fundamental component of the information passed with the multimodal utterance.
In other words “so” acts as a lexicalization of the combinators CP and CM ,
gluing together the verbal and the gestural modalities. This is not to say that
the only function of “so” is that of connecting verbal language with gesture.
9 The sentence is acceptable only with a pause before “mit einem Rahmen”. If the reader
feels uncomfortable with this sentence, the same argumentation can be applied to the
mini-discourse: “der Eingang ist im Innenhof und er hat einem Rahmen” ‘the entrance is in the
courtyard and it has a frame’.

157

Gestures beyond space
Linguistic elements like “so” can in fact act as placeholder for diﬀerent kinds
of deictic reference: it could refer to a speciﬁc kind of frames previously introduced in the discourse, or the speaker could be pointing to a similar kind of
frame physically present during the conversation or the frame could be sketched
on a piece of paper. The common pattern connecting these diﬀerent types of
deictic reference is that they all act as intersecting modiﬁers of the predicate
“Rahmen”, in the sense that they identify a speciﬁc subset of the set of frames.
In the case under analysis the subtype of frame is determined on the base of
the, by know familiar, notion of iconic equivalence.
It is interesting to observe the distribution of a predeterminer like “so”.
Beside accompanying the indeﬁnite article, it seems that “so” can combine
without any problem with numerals like in the following sentence:
(7.9) Ein Haus mit so
zwei Fenstern
A
house with such two windows
‘A house with two such windows’.
However it seems that “so” cannot combine with higher order quantiﬁers. For
example combinations of “so” with quantiﬁers like “jeder” (‘every/each’), “alle”
(‘all’) or “wenige” (‘few’) produce, according to my informants, weird eﬀects:
(7.10) #Ein Haus mit so jedem Fenster
(7.11) #Ein Haus mit so allen Fenstern
(7.12) #Ein Haus mit so wenigen Fenstern
This pattern is reminiscent of what observed in relation to the combinatorics of
purely iconic gestures. In that case, we managed to prove theoretically and empirically that iconic gestures can combine only with ‘ﬁrst-order’ constituents.
We observe the same phenomenon in the case of iconic-deictic gestures (assuming that the indeﬁnite “ein” doubles as a numeral). But this does not come as
a surprise, if “so” is indeed the lexicalization of the combinators CP and CM .
For the formal analysis of this example I will use the lexicon presented in
Table 7.1. To simplify the analysis, I will consider the prepositional phrase
“mit so einem Rahmen” as being equivalent to “Der Eingang hat so einen Rahmen”. The denotation of “so” is a function that combines a predicate with a
gesture using the CP1 combinator. The resulting constituent of type et has to
be existentially quantiﬁed. We can safely assume that this is done either at the
level of compositional semantics via an appropriate combinator, or at the level
of discourse structure via a more general mechanism.
The gesture accompanying the utterance identiﬁes the class of spaces iconically equivalent to a space formed by a single region shaped like the two arcs
described by the hands of the speaker. We call the theory that describes any
of these spaces T . The semantics assigns to the multimodal utterance the
following denotation:
∃(λx.frame x ∧ ρ(Dr , loce (x)) |= Θ ∧ have x ι(entrance )) ,
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Word

Type

Denotation

“der”

(et)e

ι

“Eingang”

et

entrance

“hat”

eet

have

“so”

(et)(rt)et

λP.λG.CP1 G P

“einem”

(et)et

λP.∃(λx.P x ∧ |x| = 1)

“Rahmen”

et

frame

Table 7.1: Lexicon

which identiﬁes those models where the contextually deﬁned entrance has a
frame shaped as depicted in the gesture.
Summarizing, we saw how we can account for the interaction of iconicity
and deixis in gestures presenting both meaning components. While I agree with
McNeill when he says that deixis and iconicity are two dimensions of gesture
meaning, it seems that their status is not completely comparable. Iconicity
is a property of gestures alone, a way in which they relate to the meaning of
the co-occurring speech fragment. Deixis instead seems to be a joint property
of verbal language and gesture: deictic gestures are (almost always) accompanied by a linguistic element that overtly signal the fact that the interpretation
of the message is dependent on the co-occurring non-verbal material. Deixis
determines a dependency of speech on the gestural component not present in
the case of gestures characterized by other meaning dimensions. The way this
additional information is expressed can vary. In the case of classical pointing
gestures this is resolved with a direct reference to space that identiﬁes a speciﬁc
referent. In the case of ‘deictic iconicity’ the referential value becomes a set of
referents determined by iconic equivalence.
Metaphorics
The case of metaphoric gestures is quite complex. As McNeill notes their formal appearance is quite similar to iconic gestures, which would suggest that
their meaning can be accounted for on the base of similar principles (McNeill,
1992). Nevertheless their interpretation seems vaguer and probably their interpretation is not fully accessible to the speaker and the listener as it is the
case for iconic gestures.
It seems plausible that, given the kinetic similarity of iconic and metaphoric gestures, iconic equivalence is a principle operating also in the case of
metaphorics. Metaphoric gestures depict the space obtained, through a spatial
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metaphor, from an abstract concept in the same in which iconic gestures depict
a physical space. Graphically we could represent the process of reference for
metaphoric gestures as follows:
metaphor

iconic equivalence

abstract concept −−−−−−→ metaphoric space −−−−−−−−−−−→ iconic space
If metaphoric reference in gestures behaves in this way, then we could use the
semantics developed for iconic gestures and extend it with a component that
corresponds to the metaphoric mapping from an abstract concept to what I
called a metaphoric space. The characterization of the metaphoric mapping is
far from begin a trivial task. An intriguing possibility would be to relate the
metaphorical spaces to Gärdenfors’ conceptual spaces.
Conceptual spaces are a form of knowledge representation. The core idea
of Gärdenfors’ theory is that concepts are organized in conceptual spaces determined by one or more qualitative dimensions. This spaces are purely mind
entities that, while organized on the base of an embodied experience, and possibly describing physical properties, do not represent spatial concepts. A classical
example of a conceptual space is the one of color perception. In such a space
each color is described as a point determined by three dimensions: hue, saturation and brightness. The dimensions need not determine an Euclidean space,
and in fact in the case of color perception hue is represented as a circular dimension. This theory has been extended in Gärdenfors (2007) to account also
for categories based on non-perceptual dimensions, such as functional properties of an object as deﬁned by the forces experienced by an agent interacting
with it. The claim of Gärdenfors is that all kind of concepts are cognitively
represented as convex regions of these conceptual spaces.
These conceptual spaces may represent the cognitive grounding of the metaphoric mapping explaining the possible interpretation of metaphoric gestures.
The physical spatial dimensions we observe in the gestures could be a direct
mapping of the conceptual dimensions that structure the concept metaphorically represented in the gesture. The iconic compression of spatial information
could correspond to the main dimensions of variation for the class of concepts
the referent of the gesture belongs to.
Nevertheless, I believe that conceptual spaces and metaphoric mappings
are just part of the expressive capacity of metaphoric gestures. In the classical example of the conduit metaphor introduced in Chapter 1 the hands do
more than just represent the bounded region representing the concept of an
idea. They also represent the act of placing the idea in the abstract shared
space of the conversation. This interpretation is available only after recognizing that the act of placing something in a shared space is similar to the act
of introducing an idea in the conversation so that it becomes visible and available to all participant. The identiﬁcation of this similitude between the two
actions goes clearly beyond the explanatory possibility of the analysis sketched
above. Conceptual spaces fulﬁll some of the preconditions necessary for the
creation and recognition of such similitudes. The fact that we are able to see
the metaphorical similarity between an act of placing an object somewhere and
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the act of contributing to a conversation with a topic depends on our ability
of seeing ideas and topics as physical objects, which ultimately could reﬂect an
organizational principle of our minds.

7.5

Iconicity and anaphora

In discussing the example of the ‘pond’ gesture in Chapter 5, we saw that an
alternative but equivalent analysis could be proposed by establishing a form
of anaphoric relation between the diﬀerent instances of backward reference to
the pond entity. The consistent use of space in gestures that refer to the same
entity is one of the deﬁning feature of the most recent revision of McNeill’s theory. McNeill connects the emergence of recurring kinetic features in gestures,
a process that he calls a catchment (p. 116 McNeill, 2005), to the existence
of mental predicates, the so called growth points (p. 82 McNeill, 2005), that
correspond to common discourse themes. In this section I sketch an analysis
of the way in which the catchments develop in the discourse. I will concentrate on the way the recurring kinetic features evolve in gestures sharing the
same referent. Gestures that identify a catchment are in fact not identical, but
rather share a set of “partially or fully recurring features of handedness, shape,
movement, space, orientation, etc.” (McNeill, 2005, p. 117). It will become
clear that the recurring features are indicative of a set of common predicates
(spatial or of diﬀerent kind) that characterize the interpretations of the catchment related gestures. We will also see that the set of predicates characterizing
the interpretations of the gestures could be thought as evolving following a
pattern of decreasing complexity with respect to the computational processing
necessary to interpret the information encoded in the gesture. The proposed
pattern is reminiscent of what we observe in the case of natural language: the
ﬁrst introduction of an entity in the discourse tends to be a semantically rich
expression, while subsequent anaphoric references show less semantic content,
with pronouns representing mere place-holders, marked only for grammatical
features like number, gender or animacy. The discussion presented here is based
on a small amount of data, oﬀering only preliminary evidence. The pattern is
however clear enough to suggest that the hypothesis could be conﬁrmed in a
larger scale investigation.
The examples I will concentrate on are various gestures referring to the
‘two towers’ entity discussed in Chapter 5. The three gestures are shown in
Fig 7.5. The ﬁrst gesture is the one we have already analyzed in Section
5.2. As stated there, the gesture depicts the shape and orientation of the two
towers, and the fact that they are disconnected. The second one (Figure 7.5b)
lacks any information relative to the shape of the towers, while the orientation
of the two and the fact that they are disconnected is still expressed. The
ﬁnal reference (Figure 7.5c) seems to preserve only the information that the
regions involved are two. What we observe is a progressive impoverishment of
the spatial information conveyed by the gestures. The number of properties
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(a) [V5 — 00:04:49.380 –
00:04:50.620].

(b) [V5 — 00:05:11.476 –
00:05:16.060].

(c) [V5 — 00:15:27.675 –
00:15:30.935].

Figure 7.5: Three gestures depicting the same referent, two towers. The sequence shows a progressively impoverished spatial representation of the referent: in (a) we can reconstruct much of the spatial reality of the referred entity,
in (b) the shape information is left out, and in (c) the only information available
is probably the number of regions represented.

depicted by the gestures decreases, but also the complexity of the properties
involved seems to get reduced.
We can try to formalize this intuition using the tools developed so far. We
can equate the complexity of a gestural depiction to the complexity needed
to check the satisﬁability of the theory that describe the iconic space in any
given model. To do so we introduce the idea of cost of a predicate and of a
term, which we will indicate with cost(·). The predicates we have been using
in deﬁning the spatial theories that represent the iconic content of gestures are
based on the primitive predicate C and the functions ⊕ and . We can take
the cost of this predicate and of the functions ⊕ and  to be a constant c. The
costs of all other predicates can be calculated on the base of the structure of
their deﬁnition. We will use the following rules:
• cost(x) = 0, where x is variable,
• cost(c) = 0, where c is a constant,
• cost(t1 ⊕ t2 ) = c + cost(t1 ) + cost(t2 ),
• cost(t1  t2 ) = c + cost(t1 ) + cost(t2 ),
• cost(C(t1 , t2 )) = c + cost(t1 ) + cost(t2 ),
• cost(¬φ) = cost(φ),
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Predicate

Cost

⊆

(2c)n

O

((2c)n + (2c)n )n

Lef t, Right, U p, Down

((2c)n + (3c)n )n

F it

(3c)n

Prototype predicate

((4c)n + 1 (4c)n )m , where p is
the number of mutually exclusive
prototypes

p−1

Table 7.2: The ‘cost’ of some spatial predicates.

• cost(φ ∧ ψ) = cost(φ) + cost(ψ),
• cost(φ ∨ ψ) = cost(φ) + cost(ψ),
• cost(∃x.φ) = cost(φ)n , where n is the number of entities in the domain of
the model (either regions or scalars depending on the sort of the variable).
We can compile a table of the costs of all predicates we have deﬁned so far.
The costs of some predicates is shown in Tab. 7.2. This deﬁnition of the cost
of a predicate roughly corresponds to the complexity necessary to check if the
atomic formula formed by the predicate holds in a model. As this is the basic
operation used to determine the speciﬁc theory that describes a gesture, and a
theory is just a conjunction of predicates, we can deﬁne the cost of a theory as
the sum of the costs of its deﬁning predicates.
The sets of predicates needed to account for the iconic equivalence expressed
by the gestures in Figure 7.5 deﬁne theories that are progressively less complex,
as less predicates are necessary. At the same time it is possible to predict the
type of information that is gradually discarded, as it corresponds to the most
expensive predicates. It is in principle possible to construct a hierarchy of
gradually more economical spatial theories that respect the order that such a
cost function imposes on the predicates themselves. For instance a hierarchy
comprising a theory including the shape-related predicates but not the less
expensive topological predicates would be ruled out on the grounds of the
above observations.
Notice that these gestures, that clearly have diﬀerent interpretations when
considered in isolation, manage to identify the same referent. I hold that,
in the example analyzed, this is possible only because they establish their
referent together with verbal language. My claim is that the simpliﬁed gestures
following the ﬁrst one cannot be considered as some form of ‘pronoun’ gesture.
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The diﬀerence between the ﬁrst gesture and the following ones is that the ﬁrst
one co-occurs with a linguistic element meant to establish a reference, and the
gesture contributes to this process by providing additional information about
the referent, while the ‘anaphoric’ gestures accompany linguistic constituents
whose reference has already been ﬁxed (even though they may contribute to
specify the reference by providing additional details but this not the case for
the example under consideration).
If gestures could not co-refer with verbal language, but rather if they had
to identify their referent only by means of iconicity, then the amount of information conveyed by gestures should stay constant. A decrease in complexity
would in fact correspond to an increase in the number of possible referents for
the gesture. This result would be in contrast with the observation stemming
from discourse analysis that subsequent uses of connected referring expressions
lead to reﬁnements of the set of possible referents.
The fact that gestures cannot form a chain of anaphoric reference by themselves may not be true in general. A strong evidence against the fact that
gestures cannot co-refer independently of speech would be represented by cases
in which subsequent gestures depict an object not mentioned in speech, and
do so by following the pattern of simpliﬁcation discussed above. On the other
hand, cases where the same object is depicting by subsequent gestures without
any verbal reference but in a way that reproduces always the same properties
would not provide a deﬁnitive proof against this hypothesis, as they would be
compatible with the idea that the reference is re-established on the base of the
kinetic properties of the gesture, and this relation of this ‘non-verbal’ referent
with the otherwise verbally introduced referents. However, I am not aware
of any data that goes in the direction of disproving this hypothesis, and for
this reason I hold that in the case under discussion the anaphoric links are
determined by verbal language.
If this analysis is correct, then the observations presented here could be
related to the theory of catchments as developed in Eisenstein (2008). Eisenstein proposes a model for anaphoric reference resolution based on recurring
features of gestures accompanying the co-referring expressions, thus exploiting the dependence of gestures on the referential chain established by speech.
Eisenstein’s system could be extended with the measure of complexity proposed
above in order to improve the prediction of coreference also in cases in which
the gestures, expressing the same catchment, largely diﬀer in their physical
realization.

7.6

Summary

In this chapter we extended the discussion about the meaning contribution of
gestures beyond the class of iconic spatial gestures. We ﬁrst considered the case
of iconic gestures that depict an action as experienced from the perspective of
its actor (CV gestures). I proposed an analysis based on the same principles
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used for iconic spatial gestures (OV gestures), together with a speciﬁc logic that
captures the physical reality of a body. Based on the similarity between the
analysis of CV and OV gestures, I also presented a general model for iconicity
based on the concepts of intersectivity and iconic equivalence.
We then discussed the case of ‘size’ gestures. The analysis of these gestures
suggested a strong parallelism between gesture semantics and the semantics of
modiﬁcation: purely iconic gestures seem to be interpreted similarly to intersecting modiﬁer, while size gestures present an interpretation very close to the
one usually attributed to non-intersecting modiﬁers.
In Section 7.4 we considered the deictic and metaphoric dimensions of gesture meaning. In the case of deixis, we identiﬁed it with the process of explicitly
signaling the dependency of verbal referential meaning on the informational
content of gestures. Concerning metaphorics, I conjectured that part of their
interpretation could be accounted for in terms of an iconic representation of a
spatial metaphoric mapping of an otherwise abstract concept.
Finally, we discussed the interaction of iconicity with discourse structure. I
proposed a pattern of evolving iconicity that progresses parallel to a chain of
anaphoric references. While the pattern predicts the possible forms of iconicity
that gestures referring to the same entity may take, it does not provide any
evidence in favor of the fact that the gestures establish a chain of coreferences
parallel to the one of verbal language.
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C HAPTER

8
Conclusion

This thesis addressed two questions:
1. is the alignment between the peaks observed in the prosodic contour
of speech and the peaks in manual activity of accompanying gestures
relevant for communication?
2. how exactly do gestures express a meaning that is ‘aligned’ or compatible
with what is said in speech?
The ﬁrst part of the thesis addressed the ﬁrst question. In Chapter 2, I
described two experiments whose results point towards a positive answer to
Question number 1. With the ﬁrst experiment we were able to establish that
people are naturally sensitive to the alignment between speech and gestures.
We found that the preferred alignment was obtained with a time window of
approximately 500 milliseconds, centered around an almost perfect alignment
between prosodic peaks and gestures strokes. The preference ratings for the
other delays were also grouped in temporal windows of circa half a second,
but they were all below the chance acceptability level. To isolate the eﬀect
of prosody in the formation of these judgements, we ran an additional experiment in which the vocal stimuli used in the ﬁrst experiment were replaced by
a humming tune, reproducing the prosodic contour of the original speech. In
this case we observed that only the perfect alignment between prosodic peaks
and gestures stroke received an acceptability score above chance. We proposed
to explain the diﬀerences between the results of the ﬁrst and the second experiment in terms of concurring acceptability criteria, hierarchically ordered
so that those higher in the hierarchy have a higher impact in the formation of
the acceptability judgement. In the speciﬁc case under consideration, a purely
prosodic criterion is at play in the second experiment and determines that only
a perfect alignment is acceptable. In the case of the ﬁrst experiment, the interpretation of speech and of the accompanying gestures determines a more lax
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form of alignment that possibly spans two or three words. Therefore, the wider
spread distribution of acceptability scores in the ﬁrst experiment is explainable
as a combination of the two criteria, with the prosodic criterion determining a
center of ‘perfect’ alignment, which is then symmetrically extended to a time
interval of around half a second by semantic considerations.
The answer to the second question has proved more diﬃcult and I devoted
the remaining ﬁve chapters of the thesis to give an answer to it. Moreover, to
provide a more realistic answer to the question I also restricted its focus to the
class of iconic gestures that represent spatial structures. The answer has taken
the form of a semantics for iconic gestures based on two principles:
1. gestures receive a referential value by virtue of a process of representation;
the referential value of a gesture is the set of all spatial structures that
are iconically equivalent to the space described by the hands,
2. the referential meaning of the gestures is combined with the meaning of
the accompanying verbal expression by means of intersection; in this way
the check for compatibility (or the ‘alignment’) between the meaning of
gestures and the meaning of speech is reduced to a check of a non-empty
intersection between the two referential meanings.
Despite the simplicity of these two principles, the resulting semantics approximates quite well our intuitions about gesture meaning. The semantics also
predicts a number of distributional facts about gestures, in particular their
incompatibility with higher order constituents. This had not been observed
before in the literature, to my knowledge. The prediction has been conﬁrmed
both on the base of a small data survey and on the base of a behavioral experiment.
Another fundamental component for the answer to the second question
was the design of a language that attempts to match the descriptive power of
gestures with respect to space. The language, based on mereotopology and the
idea of spatial prototypes, has been constructed modularly. In fact, diﬀerent
gestures represent space by selecting diﬀerent salient properties (which are in
any case restricted). This translates in the semantics in the need to adapt the
relation of iconic equivalence to the various modes of representation observable
in gestures.
To fully answer the second question, I designed two experiments whose
results conﬁrmed that the semantics presented in Chapter 4 is a good model of
the process of gesture interpretation. The main novelty of these experiments
was the use of an artiﬁcial agent that implemented directly the semantics and
that, in the case of the ﬁrst experiment, generated automatically the stimuli
used in the tests. In this way, I could ﬁne tune the variables at play in the
trials, and isolate the phenomenon under investigation from other possibly
confounding factors.
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I consider it a good sign the fact that I ﬁnished this project with many more
questions than I started with. It is quite clear that, especially with respect
to the nature of the meaning of gestures, the investigations presented in this
thesis have barely scratched the surface of a much more complex phenomenon,
connecting language with other modes of communication and with the way we
mentally represent the reality we try to communicate to our fellow humans.
Chapter 7 contains a (non-exhaustive) list of topics that I could just speculate
about in these three years. But clearly also the framework presented in Chapter
4 does not provide a complete answer to our initial question. In particular there
are many aspects of the characterization of iconicity that deserve additional
study, both for a better theoretical understanding of the meaning of iconic
gesture, and for a greater applicability of the theory in the ﬁeld of humanmachine communication.
But I would like to ﬁnish this thesis with a fascinating hypothesis that brings
us (metaphorically) from the realm of ‘software’ to the realm of ‘hardware’. The
hypothesis is about the neural reality of gestures. I would like to thank Maarten
van der Smagt for helping me forming this hypothesis.

Neural correlates of the theory
The hypothesis is that the semantic processing of iconic gestures mainly involves cognitive processes connected with coordinates-based spatial mental
representations, localized in the right parietal cortex (Kosslyn, 1994). Speechrelated gestures can be considered as the observable manifestation of the connection between linguistic processes and the visuo-spatial one. According to
this hypothesis the right hemisphere provides the semantic content of the gestures while the left hemisphere, and speciﬁcally the areas connected with linguistic processing, is involved in the fusion of the propositional/linguistic content and the spatial one (as demonstrated by Özyürek et al. (2007)).
The hypothesis is supported by evidence coming from diﬀerent disciplines.
Studies involving patients with diﬀerent brain lesions demonstrated that gesture production is largely reduced following right hemisphere lesions, while lesions in the left hemisphere, in particular in those area associated with language
processing, leave the capacity to gesture intact (Cocks et al., 2007; McNeill,
2005; Hadar and Krauss, 1999; Hadar et al., 1998a; McNeill and Pedelty, 1995).
Neuroimaging studies have also shown a strong relationship between processing of gestural input and right hemisphere activation (Kelly et al., 2004). The
connection between the right hemisphere and gesture production has been explained in various ways: the right hemisphere has been proposed (together with
Wernicke’s area) to be the origin of the content of communication (McNeill,
2005), or as the locus of the emotive content of the communicative exchange.
(Cocks et al., 2007). An alternative explanation could be based on the spatial
semantics developed in Chapter 4. The spatial descriptions oﬀered by gestures
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are expressed in terms of spatial features that depend on the characterization of
the iconic space as a coordinate space. These types of spaces are often diﬃcult
to represent concisely with verbal language given that most linguistic spatial
primitives tend to be topological in nature. The nature of the space described
by gestures corresponds to one of the two modalities of spatial representation proposed by Kosslyn (1994): categorical representation and coordinate
representation. The ﬁrst would be used to represent topological and projective properties (connectedness, relative position, etc.) while the second would
encode more precise spatial notions (orientation, distance, etc.). The neural
correlates of spatial representation are generally thought to be located in the
parietal lobes and various studies appear to suggests that the left hemispheres is
mainly involved in the processing of categorical spatial features while the right
one in the processing of coordinate related features. For example lesions on the
right hemisphere leave intact the capacity to comprehend locative prepositions
but have a negative inﬂuence on visuospatial abilities, while patients with left
hemisphere lesions show the opposite pattern with good visuospatial capabilities and an inability to process locative prepositions (Kemmerer and Tranel,
2000). Gestures could represent a bridge between the two spatial modalities, as
the semantic content they encode is mainly of a coordinate nature, In this way
they specify in an economical way the mainly topological content of language,
that would otherwise require an intensive exchange between the areas devoted
to the representation of coordinate properties with the linguistic centers.
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A PPENDIX

A

Tables A.1, A.2 and A.3 show the correlation between the amplitude contour
and the amount of manual activity in the clips used for the experiments described in Chapter 2. The ﬁrst two tables show the correlation for the target
clips, while the graphs in Table A.3 show the correlation for the control clips.
Amplitude was chosen among the predictor of phrasal accent for its simple
visualization. Manual activity was quantiﬁed at each frame as the sum of the
intensity of all vectors measuring the optical ﬂow using the algorithm presented
in Farnebäck (2003). This last measure is clearly just a rough approximate of
manual activity, as no form of hand detection (e.g. skin detection or similar)
was applied. However, a comparison of Tables A.1 and A.2 with Table A.3
show that clips without manual activity show a rather ﬂat and ‘low’ contour
with respect to clips were gestures are present.
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Table A.1: Amplitude contour and optical ﬂow (target clips). The continuous
line corresponds to the amplitude contour, while the dashed line is the overall
amount of movement in the image.
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Table A.2: Amplitude contour and optical ﬂow (target clips continued). The
continuous line corresponds to the amplitude contour, while the dashed line is
the overall amount of movement in the image.
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Table A.3: Amplitude contour and optical ﬂow (control clips). The continuous
line corresponds to the amplitude contour, while the dashed line is the overall
amount of movement in the image.
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3.5

A PPENDIX

B

Tables B.1, B.2, B.3, B.4 and B.5 show the stimuli used in the ﬁrst experiment
described in Chapter 6. The stimuli are presented by ﬁrst showing the two clips,
on the left side the target clip and on the right the alternative, followed by the
sentence used to describe the target clip and the type of condition. The grayed
polygons represent the initial position and the shape of the moving objects,
while the black line is the trajectory followed by the centroid of the object. In
the transcription of the sentence used to describe the target clip the presence
of an accompanying gesture is indicated by two square brackets delimiting the
segment of speech overlapping with the gesture. The gesture is marked with
a code which is the ﬁrst token of the bracketed group. The gestures and their
associated codes are shown in the ﬁgures from B.1 to B.10.

(a)

(b)

(c)

Figure B.1: g1
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(d)

(e)

“the square [g1 fell down]” (Gesture condition)

“the square [g1 fell down]” (Speech condition)

“the triangle [g2 fell down]” (Gesture condition)

“the triangle [g3 fell down]” (Speech condition)

“the rectangle [g3 fell down]” (Gesture condition)

“the triangle [g3 fell down]” (Speech condition)
Table B.1: Stimuli 1/5
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“the rectangle [g4 hit] the square” (Gesture condition)

“the triangle [g4 hit] the square” (Speech condition)

“the square [g5 hit] the rectangle” (Gesture condition)

“the white square [g5 hit] the orange square” (Speech condition)

“the rectangle [g6 fell down]” (Gesture condition)

“the triangle [g6 fell down]” (Speech condition)
Table B.2: Stimuli 2/5
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“the square [g7 fell down]” (Gesture condition)

“the square [g7 fell down]” (Speech condition)

“the white square [g8 hit] the blue square” (Gesture condition)

“the white square [g8 hit] the blue square” (Speech condition)

“the square [g9 hit] the rectangle” (Gesture condition)

“the square [g9 hit] the rectangle” (Speech condition)
Table B.3: Stimuli 3/5
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“the square [g10 hit] the rectangle” (Gesture condition)

“the square [g10 hit] the rectangle” (Speech condition)

“the square fell down” (Ambiguous condition)

“the triangle fell down” (Ambiguous condition)

“the rectangle fell down” (Ambiguous condition)

“the square hit the rectangle” (Ambiguous condition)
Table B.4: Stimuli 4/5
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“the rectangle hit the square” (Ambiguous condition)

“the rectangle fell down” (Ambiguous condition)

“the square fell down” (Ambiguous condition)

“the red square hit the green square” (Ambiguous condition)

“the square hit the rectangle” (Ambiguous condition)

“the square hit the rectangle” (Ambiguous condition)
Table B.5: Stimuli 5/5
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(a)

(b)

(c)

(d)

(e)

(d)

(e)

(d)

(e)

Figure B.2: g2

(a)

(b)

(c)

Figure B.3: g3

(a)

(b)

(c)

Figure B.4: g4
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(a)

(b)

(c)

(d)

(e)

(d)

(e)

(d)

(e)

Figure B.5: g5

(a)

(b)

(c)

Figure B.6: g6

(a)

(b)

(c)

Figure B.7: g7
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(a)

(b)

(c)

(d)

(e)

(d)

(e)

(d)

(e)

Figure B.8: g8

(a)

(b)

(c)

Figure B.9: g9

(a)

(b)

(c)

Figure B.10: g10
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Samenvatting in het
Nederlands

Deze dissertatie onderzoekt de synchronisatie en betekenisparallellisatie tussen
gesproken taal en handgebaren. Deze twee vormen van parallellisatie worden
gezien als twee fundamentele componenten in het proces van algemeen begrip
van spraak en gebaar.
Wat betreft de synchronisatie van spraak en gebaar, is de hoofdhypothese
dat de prosodische cues (samen met andere lingustische parameters zoals de
syntactische structuur) tot de eerste stap van gezamenlijke interpretatie van
taal en gebaren leiden, door het bepalen van een beperkte set van verbale
items waartoe het gebaar zich verhoudt. Aangenomen wordt dat de synchronisatie wordt vastgesteld op basis van bijna gelijktijdige pieken in de prosodische contouren (beschouwd als de combinatie van pitch, ritme en amplitude)
en de handbewegingen (ruwweg de hoeveelheid van waarneembaar kinetische
activiteit). Deze hypothese is getest door middel van twee experimenten. Het
eerste experiment meet de gevoeligheid van de onderzoekspersoon voor de synchronisatie tussen spraak en gebaren (of de afwezigheid daarvan). Het tweede
experiment heeft als doel om het eﬀect van prosodische cues op de succesvolle
integratie van de twee communicatiekanalen te isoleren. De resultaten van de
experimenten onderbouwen de hypothese dat de prosodische contour de belangrijkste component is in het bepalen van het aanhechtingspunt van gebaren in
de lingustische structuur waarmee ze gepaard gaan.
De parallellisatie van de betekenis uitgedrukt door gesproken taal en gebaren
is gereconstrueerd op basis van een formele theorie met betrekking tot betekenis. De analyse is beperkt tot de klasse van iconische gebaren, en speciﬁek
tot die gebaren die worden gebruikt om spatio-temporele eigenschappen of
gebeurtenissen uit te drukken. De betekenis van gebaren wordt beschouwd
te corresponderen met een functie die de betekenis van de bijbehorende verbale expressie monotonisch beperkt. Deze beperking neemt de vorm aan van
een intersectie tussen de spatio-temporele extensionele referentie van de verbale
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component en de klasse van spatio-temporele structuren die iconisch equivalent
zijn aan de virtuele ruimte die door het gebaar uitgedrukt wordt. De iconische
equivalentie wordt gedeﬁnieerd als een relatie die geldt voor twee ruimtelijke
structuren die een vergelijkbare set van ruimtelijke kenmerken hebben. Deze
relatie is in deze dissertatie formeel gedeﬁnieerd als een logische taal die de
beschrijving van verschillende niveaus van gelijkenis tussen ruimtelijke structuren mogelijk maakt. Deze niveaus komen overeen met de verschillende representatievormen die in gebaren geobserveerd worden.
De dissertatie beschrijft het gebruik van de theorie voor het design en de
implementatie van een computationeel prototype dat in staat is om beschrijvingen, gesproken en in gebaren, van eenvoudige situaties uit de fysieke wereld te
produceren. Met behulp van dit prototype zijn twee experimenten ontwikkeld
om de validiteit van de hypothesen met betrekking tot de semantische parallellisatie tussen spraak en gebaar te testen. Het eerste experiment meet in welke
mate de speciﬁeke vorm van iconiciteit die in de dissertatie voorgesteld wordt,
de representatievormen waarneembaar in natuurlijke gebaren modelleert. Het
tweede experiment test de speciﬁeke voorspellingen van de theorie die gebaseerd
zijn op de combinatorische eigenschappen van de twee communicatiekanalen.
In beide gevallen ondersteunen de resultaten de voorgestelde analyse.
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