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1 General introduction

1.1 Introduction
Very early in life, the perceptual system of an infant starts to tune in to its language
environment (see Jusczyk, 1997) and the child begins to master one of the world’s
6912 languages (Gordon, 2005). While learning a first or second language, a listener
must – among other things – learn to deal with the particular speech sounds of that
language. The mental representations of these speech sounds are called phonemes.
Languages differ in the size and contents of their phoneme inventories that typically
contain 20 to 37 segments (Maddieson, 1984, p. 7).
For instance, as first language learners of English acquire the words of their
native language, they need to recognize that the vowel sound /œ/ in bat is different
from /E/ in bet. Distinguishing the two vowel sounds enables the listener to
distinguish these words. Dutch second language learners of English have great
difficulty distinguishing these two vowels. This is due to the fact that the Dutch
language does not use both vowels, but only /E/. Since /œ/ and /E/ are pronounced
similarly, the English vowels get confused by Dutch listeners. A similar, even betterknown example of phonemic confusion in second language users is that of English
/r/ and /l/ by native listeners of Japanese. Word pairs such as rice-lice and rake-lake
are confusing for those listeners, because they have only one so-called liquid speech
sound in their native phoneme inventory.
Learning the speech sounds of a language is more than just acquiring the exact
number of sounds in the phoneme inventory. In an utterance, two instances of one
phoneme may show great diversity, due to, for example, neighbouring sounds,
speaker characteristics or speech rate. Moreover, two acoustically similar speech
sounds may actually be realisations of two different phonemes. In addition, listeners
usually perceive utterances against a background of irrelevant acoustic information,
originating from, for example, the speaking environment or the speaker. Language
learners must therefore not only learn the speech sounds per se, but they must also
learn to deal with inter-speaker and intra-speaker variation in different, noisy
contexts.
Moreover, learning a language implies learning phoneme contrasts, i.e.
learning the phonetic and acoustic features defining minimally different pairs of
phonemes. How do learners acquire speech sound contrasts? That is the first
question this dissertation addresses. The second question relates to the way language
learning is influenced by the learner’s age. Children are often supposed to be more
skilled in acquiring a second language than adults are. On the other hand, there is
evidence that late learners can become highly successful in a new language.
Therefore, this dissertation studies the perceptual development of phoneme contrasts
in both children and adults.
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In the rest of this chapter, the background of the research presented in this
dissertation will first be explained. Earlier studies on speech perception and
perceptual development in different age groups will be reviewed in sections 1.2 and
1.3. Then, section 1.4 presents the specific research questions the current
investigation addresses. Finally, this chapter will conclude with a general outline of
this dissertation in section 1.5.

1.2 Perceiving and learning phoneme contrasts
About fifty years ago a study was conducted to determine “whether or not, with
similar acoustic differences, a listener can better discriminate between sounds that
lie on opposite sides of a phoneme boundary than he can between sounds that fall
within the same phoneme category” (Liberman, Harris, Hoffman & Griffith, 1957).
The researchers found that listeners were better at discriminating speech sounds
taken from different phoneme categories than speech sounds taken from the same
phoneme category, with equal acoustic distances in both cases. This discontinuity in
the perception of acoustically similar, but linguistically different stimulus pairs has
since then been known as Categorical Perception (CP). In its strictest sense, CP
means that listeners can only hear differences between speech sounds that are
categorised differently. Within-category differences cannot be discriminated.
Experimental results have never been in accordance with the strict definition of
CP, as perception was influenced by, among other things, the type of discrimination
task (Schouten, Gerrits & van Hessen, 2003; Gerrits & Schouten, 2004), and
stimulus quality (van Hessen & Schouten, 1999). Since strict CP has never been
shown experimentally, a number of other models have been advocated as well to
explain the warping of perceptual space by speech categories (e.g. Massaro, 1987).
Still, the tendency for listeners to discriminate between-category differences at a
higher level than within-category differences has often been replicated (e.g.
Liberman et al., 1957; Liberman, Harris, Kinney & Lane, 1961; Miyawaki, Strange,
Verbrugge, Liberman, Jenkins & Fujimura, 1975; Pisoni, 1975; Strange & Dittman,
1984; Schouten & van Hessen, 1992; van Hessen & Schouten, 1999). The effect that
listeners’ perceptual sensitivity near the category boundary is heightened to such an
extent that the crucial difference between two phoneme classes is perceived, is
central to this dissertation.
Figure 1.1 presents an illustration of this effect. Assume an eight-stimulus
continuum between two phonemes that was created by synthesizing six intermediate
stimuli at equal intervals. Next, stimulus pairs are formed by taking two adjacent
stimuli along the continuum. In Figure 1.1, the horizontal axis represents the seven
stimulus pairs. The vertical axis shows the degree to which stimulus pairs are
discriminated correctly, with chance level at 50%. According to the ideal case of CP,
between-category discrimination, in this case at pair 4-5, is maximal and withincategory discrimination, i.e. discrimination elsewhere, is at chance level. As was
mentioned earlier, the effect is never this extreme: within-category discrimination
usually lies above chance level, especially in vowels (Pisoni, 1973), and between-
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% correct responses

category discrimination hardly ever reaches 100% correct responses. The figure
illustrates the general pattern of observations: higher between-category than withincategory discrimination. In other words, perceptual sensitivity is higher near the
phoneme boundary.
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Figure 1.1: Perception of stimulus pairs along an acoustic dimension that can
be separated into two phoneme categories. Sensitivity at the phoneme
boundary, i.e. at pair 4-5, is higher than within phoneme categories.
It has been argued that this pattern is specific to human processing of speech sounds
(Studdert-Kennedy, Liberman, Harris & Cooper, 1970), but a similar pattern of
results can be obtained with auditory, nonspeech stimuli (e.g. Cutting, 1982; Hary &
Massaro, 1982), and, for instance, in the perception of visual dimensions such as the
wavelengths associated with colors (Bornstein, 1987). Moreover, animals display
nonlinear perception along certain acoustic dimensions (e.g. Kuhl & Padden, 1982).
In 1961, Liberman and his colleagues asked how the phenomenon of betweencategory discrimination being easier than within-category discrimination develops
(Liberman et al., 1961). Is the discrimination peak given innately, or is the peak the
result of learning? Two learning hypotheses were tested, which were adopted from
developmental psychology (Lawrence, 1949; Gibson, 1963; see also Goldstone,
1998). The first learning hypothesis, called acquired distinctiveness (AD), states
that, before learning, discrimination of stimulus pairs is generally poor. As a result of
learning, however, the pair straddling the phoneme boundary becomes easier to
discriminate. This hypothesis is illustrated in Figure 1.2a. The dashed line represents
the listener’s perceptual sensitivity prior to learning. As a result of learning, the
phoneme boundary becomes discriminable through the change in sensitivity
indicated by the arrow. This results in the post-learning pattern shown by the solid
line. Alternatively, according to the acquired similarity (AS) hypothesis1
discrimination of stimulus pairs is generally good before learning. As a result of
1

In the literature, this hypothesis is also referred to as ‘acquired equivalence’.
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learning phoneme classes, however, only the phoneme boundary remains
discriminable. Figure 1.2b shows this. The arrows again illustrate the direction of
change through learning. Thirdly, learning may be a combination of both: before
learning, stimulus pairs are discriminated at an intermediate level. With learning, the
phoneme boundary is sharpened through acquired distinctiveness, while
discriminability within categories is reduced through acquired similarity.
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a. Acquired distinctiveness.
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b. Acquired similarity.
Figure 1.2: Hypotheses of phoneme development: acquired distinctiveness
(a) and acquired similarity (b). The arrows indicate the direction of change in
perceptual sensitivity from the initial state (= dashed line) to native-like
perception (= solid line).
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Liberman et al. (1961) compared the perception of a /to-do/ continuum2 in English
listeners, for whom the /t-d/ contrast is phonemic, to the perception of nonspeech
controls. The control stimuli were made by turning the speech spectrograms upside
down before feeding them to the Pattern Playback (Cooper, Liberman & Borst,
1951), a device for speech synthesis (see Barney & Dunn, 1957). The researchers’
reasoning was as follows. If discrimination of the nonspeech continuum shows the
same peaks as discrimination of the speech continuum, the peak must be innate. For
some reason, listeners must be more sensitive to that acoustic region. However, if
discrimination of the nonspeech continuum does not show the same peaks as that of
the speech continuum, the peak in the speech continuum must have been learned.
Furthermore, the level of discrimination of the nonspeech continuum indicates the
path of learning: (i) in case of chance discrimination of the nonspeech continuum,
the peak in speech is learned through acquired disctinctiveness, (ii) in case of high
discrimination levels for the nonspeech continuum the speech peak is obtained
through acquired similarity, or (iii) in case of intermediate discrimination of the
nonspeech continuum a combination of both hypotheses causes the pattern in speech
discrimination. The results of the speech continuum showed a peak near the
phoneme boundary, as was expected. The nonspeech continuum, however, did not
show a discrimination peak. Hence, Liberman et al. (1961) concluded that the peak
at the phoneme boundary is learned. Moreover, they concluded that this is achieved
through acquired distinctiveness, since the overall level of discrimination for
nonspeech lay lower than for speech.
Pisoni (1991) brought up a number of problems with such speech-nonspeech
comparisons. Firstly, it was unclear whether the nonspeech stimuli contained the
same psychophysical properties as the speech stimuli, and therefore whether they
could form a reliable control condition. Secondly, subjects participating in such
speech-nonspeech experiments were unfamiliar with the nonspeech stimuli prior to
testing. As the control stimuli were unknown, complex signals, it would be difficult
for listeners to use those characteristics that distinguished the stimuli. This, in turn,
could result in chance level performance. And thirdly, the control stimuli were not
labelled in a classification task before being discriminated, in contrast with speech
stimuli that were generally classified first. The labelling may have directed the
listener’s attention to certain aspects of the signal, thereby aiding discrimination. In
sum, the use of nonspeech may not have been the best control condition for
determining how speech sound contrasts are learned.
Since the early speech-nonspeech studies, no research has yet addressed the
question of how a speech contrast develops perceptually, taking Pisoni (1991)’s
critical remarks into account. The present dissertation does. The studies that made
use of nonspeech control signals gave only indirect evidence of the way phoneme
contrasts are learned. Not the actual learning process was studied, but learned
phoneme categories were compared to unknown, nonspeech categories. The goal of
the present study is to provide direct evidence in answer to the question of how
2

The stimuli along the continuum differed in the relative onset time between the first formant
and the second/third formants.
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phoneme contrasts are learned or, in other words, how the discrimination peak that is
generally found at the phoneme boundary comes into being. Language learning will
be monitored within learners and the manner of learning, acquired distinctiveness or
acquired similarity, will be derived from a comparison between pre-learning and
post-learning perception of an initially unfamiliar speech sound contrast. Before the
investigation presented in this dissertation is introduced more elaborately, earlier
work on perceptual learning will be discussed.

1.3 Perceptual learning: a review
In this section studies on perceptual development of both visual and auditory
stimuli, and on development as a function of the learner’s age are reviewed. Section
1.3.1 deals with studies that tested the above-mentioned hypotheses, AD and AS,
with a range of nonspeech visual and auditory stimuli. These studies provide insight
into perceptual learning of stimuli varying along one or multiple dimensions. Next,
section 1.3.2 reviews relevant studies with respect to the perception and the
perceptual development of phoneme contrasts in both a first (L1) and a second
language (L2). Finally, the effect that a learner’s age has on learning a language is
introduced in section 1.3.3.

1.3.1

Learning in visual and auditory perception

Does perceptual learning occur through acquired distinctiveness or through acquired
similarity? For the learning of phoneme contrasts, this question has, to my
knowledge, never been addressed directly. However, for visual perception (e.g.
Goldstone, 1994; Livingston, Andrews & Harnad, 1998), and for the perception of
auditory nonspeech stimuli (Guenther, Husain, Cohen & Shinn-Cunningham, 1999)
these learning hypotheses were studied experimentally.
Goldstone (1994) found evidence in support of both hypotheses, acquired
distinctiveness and acquired similarity, but their occurrence depended on the
relevance of the stimulus dimension in learning. In one experiment, for instance,
visual stimuli varying in both size and brightness were presented. Participants were
subjected to one of four categorisation training conditions: Size, Brightness, Size &
Brightness, controls (i.e. no training). Training lasted 1 hour and was followed by 40
minutes of testing. The results of this experiment showed that category-relevant
dimensions acquired distinctiveness, such as the size dimension for participants in
the Size training condition. On the other hand, acquired similarity was found for size
when it was an irrelevant dimension, i.e. in the case of participants trained on
Brightness. Furthermore, changes due to learning did not necessarily affect entire
dimensions, but could be restricted to a certain region within the dimension, i.e.
local sensitization. In another experiment, visual stimuli differed in both brightness
and saturation, two dimensions that are more difficult to separate for perceivers.
Acquired distinctiveness was again found for category-relevant dimensions, but
acquired similarity did not occur. Livingston et al. (1998) found only acquired
similarity within learned categories of visual stimuli differing along two dimensions.
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They used a similarity rating instead of a classification task. These two studies on
learning in visual perception gave contradictory results. As Livingston et al. (1998)
commented, the differences could be task- and/or stimulus-related, but determining
the exact cause would require further research.
A study that made use of auditory, nonspeech stimuli obtained results
consistent with either hypothesis (Guenther et al., 1999). Their research question
was whether it would be possible to find acquired similarity for a category-relevant
dimension of auditory noise stimuli. In their first experiment participants learned to
identify sounds as belonging to a certain training region in a 1.5 hour baselinetraining-posttest design. Stimuli in the training region acquired similarity. In a
second experiment, however, the same stimuli acquired distinctiveness after AX
discrimination training. These experiments crucially differed in the training
paradigm, which apparently influenced the learner’s perceptual reorganization.
When stimuli need to be treated as coming from a single category, as in the first
experiment, within-category discrimination is reduced. When stimulus differences
need to be detected, as in the second experiment, the listener is directed towards
subtle differences, which results in a within-category discrimination increase.
Taken together, these studies show in the first place that there is evidence
supporting both types of learning, but that the circumstances that induce these may
differ. When more than one category was learned, a category-relevant dimension
acquired distinctiveness (as in Goldstone, 1994). Within learned categories,
however, acquired similarity was found (Livingston et al., 1998; Guenther et al.,
1999). Secondly, changes in perceptual sensitivity were relatively fast. Forty-five to
60 minutes of training were sufficient to induce changes in visual perception.
Perceptual learning has been defined as “any relatively permanent and
consistent change in the perception of a stimulus array, following practice or
experience with this array…” (Gibson, 1963, p. 29). The learning of new perceptual
categories, such as speech sounds, however, is somewhat more complicated. The
learner’s perception of the stimulus array must change, but it is also imperative for
perception that stimuli that are classified similarly to those from the learned set
follow this change. Otherwise, the learner would not be able to deal with withincategory variation. The next section discusses how listeners’ perception of speech
stimuli varies as a function of language background, and how it is altered by
experience.

1.3.2

Learning in speech perception

Different languages make different use of the acoustic dimensions that are available.
An illustration of this is found in Lisker and Abramson (1970). Thai listeners and
American English listeners identified and discriminated stimuli synthesized along
the Voice Onset Time (VOT) dimension. VOT indicates the lapse of time between
the burst and the onset of vocal fold vibration in stop consonants. The Thai
perceived three phoneme categories (/d, t, tÓ/) and had two boundaries with
corresponding discrimination peaks; one at –20 ms and one at +40 ms VOT. The
English listeners, on the other hand, heard only two phoneme categories (/d, t/) with
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one discrimination peak near +25 ms VOT. In short, listeners from varying language
backgrounds interpret an acoustic dimension differently. The rest of this section
discusses how listeners adapt to language-specific use of dimensions in their native
or a foreign language.
At around six months of age, infants are able to discriminate nonnative
consonant contrasts that adults from those infants’ language environment cannot
discern (e.g. Werker & Tees, 1984; Werker & Lalonde, 1988). Moreover, Werker and
Tees (1984) found that those same infants no longer discriminated the nonnative
phoneme contrasts from 10 to 12 months on. This decline in sensitivity to nonnative
phoneme contrasts has been associated with learning through acquired similarity
(Pisoni, 1991). Some nonnative contrasts, however, do remain discriminable (Best,
McRoberts & Sithole, 1988). Over the first year of their lives, infants increasingly
tune in to the various aspects of their native language (see Jusczyk, 1997). Four-day
old infants, for instance, already show a preference for listening to speech from their
own language environment as opposed to speech from a foreign language (Mehler,
Jusczyk, Lambertz, Halstead, Bertoncini & Amiel-Tison, 1988). It is extremely
difficult, however, to determine whether infants use phoneme-like speech categories
in their perception (see Aslin, 1987, pp. 73-76, for a review). This, in turn, poses
problems for determining how perceptual sensitivity to speech categories develops.
Moreover, discrimination peaks, which have been found in infants (e.g. Eimas,
Siqueland, Jusczyk & Vigorito, 1971), need not be the result of linguistic processing,
but may also reflect some region of heightened auditory sensitivity (see Ades, 1977).
Research on perceptual sensitivity to phoneme contrasts in children mainly
concentrated on children between the ages of five and fifteen, who were either
developing normally (e.g. Morrongiello, Robson, Best & Clifton, 1984; Sussman,
1993) or were language-impaired (e.g. Tallal & Stark, 1981; Hoffman, Daniloff,
Bengoa & Schuckers, 1985; Maassen, Groenen, Crul, Assman-Hulsmans &
Gabreëls, 2001). Perceptual sensitivity to stimulus dimensions was generally lower
in children than in adults (Sussman, 1993), and lower in language-impaired than in
normally developing children (Hoffman et al., 1985; Maassen et al., 2001). At age 5,
children were able to integrate different acoustic dimensions. Morrongiello et al.
(1984) showed that young listeners integrated two cues (silence duration and F1
onset frequency) in their perception of a “say-stay” continuum. Moreover, the fiveyear-old listeners’ perceptual sensitivity showed a peak near their phoneme
boundary. Heightened discrimination near the category crossover was also reported
for 8-year-old children on a /b-d/ continuum (Maassen et al., 2001) and for 6-yearolds on a /w-r/ continuum (Hoffman et al., 1985). In the language-impaired children
included in that study, however, the discrimination peak was absent. Taken together,
these studies into the perceptual development of children from age five on imply
that average sensitivity along a relevant stimulus dimension increases with age.
In addition to the general increase in sensitivity with age, the peak near the
category boundary probably also develops with age or experience, which would be
in line with acquired distinctiveness. I did not find any studies on first language
development, however, that provide data directly supporting this assumption. As for
second language acquisition in children, Williams (1979) presented evidence
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supporting acquired distinctiveness. A cross-sectional study with Spanish-speaking
children aged 8-10 and 12-14 learning English /b-p/ showed a peak at the nonnative
phoneme boundary, which seemed to increase with language exposure. Kikuyu
children were also found to better discriminate the difference between English /b/
and /p/ with exposure to the English language (Streeter & Landauer, 1976). In sum,
there is evidence that perceptual sensitivity in child listeners increases with
experience, and that sensitivity increases at learned category boundaries in an L2.
The investigation into how adult listeners’ perception of phoneme contrasts
develops is restricted to nonnative speech contrasts, as their native phoneme
categories are thought to be relatively fixed. After the 1961 study by Liberman and
colleagues, much work has been devoted to determining the influence of linguistic
experience on a listener’s language processing. In addition, the question of whether
and how listeners can learn to perceive foreign speech contrasts was pursued. An
interesting, early study into the effect of language experience on perception was
conducted by Miyawaki and colleagues (Miyawaki et al., 1975). They investigated
American English and Japanese listeners’ discrimination both of a /ra-la/ contrast,
which is phonemic in English only, and of nonspeech control stimuli. The nonspeech
controls were discriminated similarly by both the Americans and the Japanese, i.e.
between 66% and 89% correct. This relatively high discrimination result with
nonspeech predicts that speech categories are learned through a combination of
acquired distinctiveness (between categories) and acquired similarity (within
categories). The /ra-la/ continuum, however, revealed significant differences
between the listener groups that were more in line with learning through acquired
distinctiveness. Results from speech materials and nonspeech materials obtained in
this study suggested different learning paths for nonnative listeners. This again casts
doubt on the suitability of nonspeech stimuli for predicting speech learning.
After the early speech-nonspeech comparisons, much research has been
devoted to crosslanguage perception of phoneme contrasts such as /r-l/ (e.g.
MacKain, Best & Strange, 1981; Yamada, Tohkura & Kobayashi, 1997), and
acoustic dimensions such as VOT (e.g. Streeter & Landauer, 1976; Pater, Nearey &
Wikeley, 1999). Amongst these studies there are only a few that provide insight into
listeners’ ability to discriminate those contrasts as a function of language experience.
MacKain et al. (1981) compared the perception of the /r-l/ contrast between
inexperienced and experienced Japanese users of English, and American English
listeners. In keeping with learning by acquired distinctiveness, the inexperienced
Japanese had difficulty discriminating any stimulus pair, whereas experienced
learners had a discrimination peak along the continuum near their perceived
phoneme boundary. Their overall discrimination level, however, was not as high as
in native listeners. Significantly different levels of discrimination performance were
also found for an Arabic contrast with French and Arabic listeners (Zahid, 1996).
The native listeners showed higher performance. American listeners, however,
performed equally well or even better than click language users in the perception of
a !Xóõ click contrast that was foreign to both groups of listeners (Best, Traill, Carter,
Harrison & Faber, 2003). In this case, however, the American listeners mostly
reported hearing nonspeech instead of speech sounds.
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The research on child and adult perception which has been discussed so far, has
in common that perceptual development was addressed either by comparing
different groups of listeners, varying in linguistic experience, or by presenting two
types of stimuli: speech and nonspeech. Taken together, these studies provide us
with evidence that mainly supports one of the learning hypotheses introduced in
section 1.2, i.e. acquired distinctiveness. Since these studies, however, did not aim at
studying development of perceptual sensitivity along an acoustic dimension that
contrasts two phonemes, they never provided direct evidence in support of either
hypothesis. Direct evidence for perceptual development can be obtained in withinsubjects designs, which were also used in the research into visual development (see
section 1.3.1). Such designs usually consist of a baseline measurement, training with
the new materials, and post-training measurements, which are compared to the
baseline. Some studies on learning in speech perception did employ this design.
Early studies that tried to change phoneme perception through laboratory
training were not very successful (see Strange & Jenkins, 1978, for a review). Later
studies, however, have shown that nonnative phoneme contrasts can be learned
through relatively short laboratory training (see Strange, 1995, for a review), and
their success was explained by improved training paradigms (e.g. Jamieson &
Morosan, 1986; Morosan & Jamieson, 1989; Lively, Logan & Pisoni, 1993). Only a
few training studies monitored changes in perceptual sensitivity along the learned
acoustical dimension by including a discrimination task (Strange & Dittman, 1984;
Jamieson & Morosan, 1986; van Hessen, 1992; Tremblay, Kraus, Carrell & McGee,
1997). Together, these studies indicated that training a nonnative phoneme contrast
resulted in increased perceptual sensitivity near the newly learned phoneme
boundary, which is consistent with learning through acquired distinctiveness. The
discrimination peak, however, remained lower than in native listeners (Strange &
Dittman, 1984).
The four training studies mentioned above did not, however, provide
conclusive evidence on how perceptual sensitivity develops. Firstly, those studies
each used only one training continuum. Lively et al. (1993) showed that variability
in the training materials helps category learning, and that listeners trained on a single
speaker did not transfer the learned categories to any new instances of those
phonemes. The use of only one training continuum raises the possibility that
listeners actually learn only that stimulus range instead of a language-relevant
distinction. This probably restricted transfer of the synthesized training continuum to
natural stimuli in Strange and Dittmann (1984). Jamieson and Morosan (1986) and
Van Hessen (1992, chapter 7) did not address transfer from the trained materials to
linguistically similar, but phonetically different materials. In those studies learners
were able to improve their discrimination of the phoneme boundary in the learned
stimulus set, but possibly not beyond that. Tremblay et al. (1997) presented their AX
discrimination results across stimulus pairs and showed a significant increase near
the phoneme boundary, but no information was given about the other stimulus pairs
along the continuum. Transfer from training to new materials, however, was present
in this study.
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Speech learning as a function of age

Apart from the question of how speech contrasts are learned, this dissertation is
concerned with whether perceptual development depends on the learner’s age.
Infants up to six months of age are capable of distinguishing many of the world’s
speech sound contrasts, even if those contrasts do not occur in their own language
environment (see Werker & Polka, 1993, for a review). During their first year of life,
however, these infants turn their attention to their native language and no longer
differentiate the wide variety of contrasts (Werker & Tees, 1984). Young children
are, mainly anecdotally, thought to have an advantage in learning foreign languages.
Empirical evidence to support this view with respect to speech perception at the
phonemic level, however, is scarce.
Language learning has been associated with a critical period (Lenneberg, 1967,
p. 179). If development does not begin within this critical period, a learner can no
longer fully master a language. Evidence for this hypothesis came from feral
children who after a period of deprivation from human language never learned to
use a language (Curtiss, 1977). A critical period has also been assumed for learning a
second language. The idea was that one could not learn to produce a foreign
language with a native-like accent if learning began after the early teens (Lenneberg,
1967). Johnson and Newport (1989) hypothesized that if there is a critical period for
learning a second language, children would have systematically higher L2
proficiency scores than learners who had started learning after a certain age. This is
exactly what their results seemed to show. A replication of this study, however
(Birdsong & Molis, 2001), showed a negative correlation between age of learning
onset and ultimate acquisition, but did not find a cut-off point at a certain age after
which proficiency scores were significantly lower. Their results were more
consistent with a sensitive period of language learning which has no sharp cut-off,
but a gradual decline of susceptibility for language learning with age.
The conclusions on learning as a function of age were not based on speech
perception studies. For speech production, Lenneberg’s (1967) claim that native-like
production can only be obtained by early learners has found experimental support
(Flege, 1987; Flege, Yeni-Komshian & Liu, 1999), but there is also evidence that
late learners can learn to speak a second language without a foreign accent
(Bongaerts, 1999). Possibly, native-like production of nonnative speech sounds is
attainable for all children, but only for some adults. The question relevant to this
study is whether children and adults differ in the way they learn to perceive new
phoneme contrasts. The existence of a critical or sensitive period would predict that
children have less difficulty learning second language speech sounds than adults do.

1.4 Research questions, hypotheses and expectations
Despite the converging support from section 1.3.2 for perceptual learning through
acquired distinctiveness in children and adults, and through acquired similarity in
infants, the research reported in this dissertation explores how perceptual sensitivity
develops. The contribution this research makes to the study of perceptual
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development is the pursuit of direct evidence for development in perceptual
sensitivity across age groups. This has not been undertaken before with respect to
the learning of speech contrasts.
The two research questions this dissertation is concerned with are explicitly
spelled out in (1.1) and (1.2):
(1.1) How does perceptual sensitivity develop along a dimension that contrasts
two unknown speech sounds?
(1.2) Does perceptual development vary with the learner’s age?
With respect to the question of how perceptual sensitivity develops the two learning
hypotheses that were introduced into the development of speech perception by
Liberman et al. (1961) will be examined: acquired distinctiveness and acquired
similarity. These hypotheses, adapted to the current study, are given in (1.3) and
(1.4).
(1.3) Acquired distinctiveness
Listeners initially have difficulty perceiving differences along a
dimension that contrasts speech sounds that are non-phonemic in their
native language. As a result of learning, perceptual sensitivity to speech
sounds that are categorized differently increases.
(1.4) Acquired similarity
Listeners initially are good at perceiving differences along a dimension
that contrasts speech sounds that are non-phonemic in their native
language. As a result of learning, perceptual sensitivity to speech sounds
that are categorized together decreases.
The first hypothesis, acquired distinctiveness, is thought to apply to adult learning
according to the research discussed in section 1.3.2. The interpretation of the second
hypothesis, acquired similarity, is somewhat more complicated. Acquired similarity
has been associated with perceptual development in infants (Pisoni, 1991), who
classify any contrast in the first six months of their lives, but lose this ability when
they are around 12 months old. Infants, however, will not be tested in this
dissertation. In order to put the above-mentioned hypotheses to the test, the research
design needs to include a sensitive discrimination task producing high-resolution
results. The youngest children that are thought to be capable of performing such a
task are 6-year-olds. As for young children, the available evidence hints at learning
to perceive phoneme contrasts through acquired distinctiveness.
Apart from 6-year-old children, 12-year-old learners will also be included in
this study. The influence of the learner’s age on changes in perceptual sensitivity
will be examined by comparing development between adults and children. The
question of the learner’s age is directly related to the learner’s language experience.
In both child groups, 6-year-olds and 12-year-olds, phoneme development in the
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first language is assumed to be ongoing. Six-year-old children, for instance, classify
native phonemes less consistently into categories than adults do (e.g. Kuijpers, 1996;
Hazan & Barrett, 2000; Gerrits, 2001; Pursell, Swanson, Hedrick & Nabelek, 2002).
Moreover, they weight certain speech cues differently from adults (e.g. Nittrouer &
Miller, 1997b). At age 12, children are still fine-tuning their native phoneme
categories (Hazan & Barrett, 2000). Adults are thought to have a relatively fixed
native language system. As children differ from adults in the way they perceive
native phoneme contrasts, the learning of new contrasts may also show differences
between these two groups of listeners.
In a pretest-training-posttest design, 6-year-old and 12-year-old children and adults
will be tested on their perceptual development of nonnative phoneme contrasts.
Nonnative phoneme contrasts are used, because these are equally unknown to the
child and adult participants. This research is restricted to the situation where the
native language has one category along the relevant acoustic dimension, whereas the
nonnative target language has two (but see also Escudero, 2005). Listeners will be
trained on speech continua from five different speakers, thus introducing variation in
voices and pronunciation. They will be tested on a phoneme continuum from one
speaker – different from the training speakers – to address language learning instead
of the learning of a single speech continuum. Moreover, posttests will not be run
directly after the last training session, but one day later. This is done to address
effects of linguistic learning instead of effects of phonological priming. If robust
category learning occurs as a result of training, perceptual sensitivity to the test
speaker’s phoneme continuum is expected to change.
The mechanism of perceptual development will be studied along the entire
stimulus dimension. In addition, both learning hypotheses will get an equal chance
by including discrimination tasks at various levels of difficulty. This will be
explained further in the method section of chapter 2. Furthermore, a control group is
included to separate the effect of perceptual development from improvement
through task repetition. In several earlier studies, only the trained group’s progress
was reported. Their improvement was possibly not only caused by speech learning,
but also by factors such as reduction of task uncertainty and practice with the
procedures.
The age factor will be examined partially qualitatively and partially
quantitatively. Due to practical restrictions, children will not in all cases be subjected
to exactly the same procedure as the adults. For instance, children will receive a
fixed amount of training, whereas adults will receive training until they have
reached a certain goal in performance. Such methodological differences prohibit a
direct quantitative comparison of results, but they were maintained in order to
collect optimal data for answering question (1.1), while accepting that the answer to
question (1.2) will in part be based on a qualitative analysis.
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1.5 Outline of this dissertation
Chapter 2 addresses the first main question of how the perception of a nonnative
phoneme contrast develops in adult listeners. In a pretest-training-posttest study
Dutch listeners were trained on the perception of British English /T-s/. The second
main question, i.e. whether the learner’s age influences the way of learning, is
addressed in chapter 3 by examining the perception of the same British English
phoneme contrast in children aged 6 and 12. The goal of chapter 4 is to provide
additional data for evaluating the main research questions in a pretest-trainingposttest experiment in which Dutch 12-year-olds and adults learn to perceive the
Finnish /t-t…/ contrast. Moreover, this chapter explores why the increase of perceptual
sensitivity at the phoneme boundary obtained in chapters 2 and 3 remained relatively
small. Chapter 5 presents a cross-language experiment with Dutch students of
Finnish and native Finnish listeners in which it is investigated whether native-like
perceptual sensitivity can be obtained in advanced language learners. The
acquisition of first language phoneme contrasts is studied in chapter 6. The
development of native phoneme contrasts similar to the nonnative ones used in
chapters 2 to 5, i.e. the duration contrast /A-a…/ and the fricatives /s-f/, was studied in
children aged 5 to 8. Finally, chapter 7 presents the main findings of this
dissertation.

2 Perceptual development of British English /T-s/
in Dutch adults

2.1 Introduction
In chapter 1 the two research goals of this thesis were explained. The first goal is to
provide direct evidence for the way listeners learn to perceive novel phoneme
contrasts. In the present chapter an experiment is presented that was set up to
provide such evidence. The perceptual development of the British English /T-s/
contrast in Dutch listeners is studied as a test case of how listeners learn to perceive
a new phoneme contrast. The second goal, i.e. whether the learner’s age influences
the manner of learning, will be studied by comparing the results on adult learning
from this chapter with results on child learning obtained in chapter 3.
The specific question posed in this chapter is: how do Dutch adult listeners
learn to perceive the British English /θ-s/ contrast? Do they learn to perceive this
contrast in accordance with acquired distinctiveness or acquired similarity? These
hypotheses, which were introduced in chapter 1, are recapitulated here. The first
hypothesis, acquired distinctiveness, states that listeners learn to perceive differences
between speech sounds that they are trained to categorize differently. After learning,
discrimination of stimuli on different sides of the phoneme boundary has improved.
The second hypothesis, acquired similarity, states that all speech sounds can be
distinguished well before learning. As a result of learning, however, perceptual
sensitivity to speech sounds that are categorized together decreases. As a result,
discrimination remains high only for stimuli taken from different phoneme
categories. In other words, the main question is whether the perception of the British
English /θ-s/ contrast develops through an increase in perceptual sensitivity at the
newly learned phoneme boundary, or through a decrease in sensitivity within the
newly learned phoneme categories.
Changes in perceptual sensitivity along one or more stimulus dimensions are
usually examined in discrimination tasks. A number of studies that have investigated
discrimination of speech stimuli as a function of learning a nonnative phoneme
continuum provide evidence in accordance with the view that perceptual learning
follows acquired distinctiveness (Miyawaki, Strange, Verbrugge, Liberman, Jenkins
& Fujimura, 1975; Strange & Dittman, 1984; Jamieson & Morosan, 1986). Before
training, language learners showed relatively constant discrimination functions at a
low sensitivity level. After training, listeners’ discrimination scores had increased
either at the learned phoneme boundary only (Jamieson & Morosan, 1986), which is
exactly what acquired distinctiveness predicts, or at and around the phoneme
boundary (Strange & Dittman, 1984; van Hessen, 1992).
Perception of nonnative phoneme contrasts has more often been studied in a
classification than in a discrimination design. This type of research has shown that
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adult learners generally improve their ability to classify nonnative phoneme
categories as a result of phoneme training (e.g. Jamieson & Morosan, 1986; Logan,
Lively & Pisoni, 1991; Flege, 1995), even though learning of some contrasts was
more successful than learning of others (see Strange & Jenkins, 1978). Furthermore,
when the new speech sounds lie outside the phonetic space used in the native
language, as is the case for example in American listeners perceiving clicks, these
can be discriminated quite well without learning (Best, McRoberts & Sithole, 1988;
Best, Triall, Carter, Harrison & Faber, 2003). Those stimuli are, however, perceived
as nonspeech (Best et al., 2003). When a listener becomes better at identifying a
speech sound as belonging to a certain phoneme category, this may also be
interpreted as an increased ability to perceive the difference between the categories,
or an increase in the discrimination of between-category differences. Therefore,
improvement in classification of nonnative phoneme contrasts may reflect learning
through acquired distinctiveness. I have not found any study that has given evidence
in support of the hypothesis that adults learn to perceive a nonnative phoneme
contrast according to acquired similarity. In sum, the literature on adult learning of
nonnative phoneme contrasts suggests that learning occurs through acquired
distinctiveness.
Although the literature evidently supports one hypothesis over the other, earlier
studies did not provide conclusive evidence in favour of either hypothesis, since
they were not designed to do so. This dissertation aims at showing how language
learners’ perceptual sensitivity develops while previously unknown speech sounds
are learned. In this chapter the general research question of how nonnative phoneme
contrasts are learned is investigated by monitoring how Dutch listeners’ perception
of the British English /T-s/ contrast develops. Most speakers of Dutch have learned
some English, as Dutch children start learning English at school around age eleven.
From that age on they receive English lessons a few hours weekly for several years
in primary and secondary education. The dental fricative /T/ is not a member of the
Dutch phoneme inventory, but /s/ is. While producing English /T/, Dutch natives
most often replace it with /s/ (Collins & Mees, 1999). Furthermore, even if the
Dutch know that /T/ is a different speech sound than /s/, this does not imply that
Dutch listeners successfully distinguish the two speech sounds perceptually.
Whether or not Dutch listeners confuse these speech sounds in perception, however,
has never been studied. It has been shown that native speakers of English may
perceptually confuse /T/ and /s/ under noisy conditions such as everyday
conversation (Miller & Nicely, 1955; Wang & Bilger, 1973). Even though the Dutch
have some knowledge of the English language, they were not expected to have
native-like perceptual representations for the /T-s/ contrast.
The research question was tackled by means of a laboratory training study that
was run with Dutch adults, reported in the present chapter, and with Dutch children
aged 6 and 12, reported in chapter 3. The pretest-training-posttest design allows the
collection of direct evidence for the way perceptual learning develops. The youngest
children that were thought to be capable of dealing with this design were 6-yearolds. At that age, children are still learning the phoneme categories of their native
language (Dutch: Kuijpers, 1996; Gerrits, 2001; English: e.g. Hazan & Barrett,
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2000; Pursell, Swanson, Hedrick & Nabelek, 2002), and they may still be in a
sensitive period for language learning (see Long, 1990). In addition, 12-year-old
children were tested. They are thought to still be in the process of fine-tuning the
perception of some native phoneme contrasts (Hazan & Barrett, 2000), but they are
thought to have passed the sensitive period. Across age groups, research designs
were kept as similar as possible in order to make the results comparable.
A second question that was addressed in the present experiment with adult
learners was whether perceptual learning is influenced by knowledge of the
language one is learning. Or, in other words: do listeners who are told that they are
learning a contrast from English, a language that is not completely new to them,
benefit from this knowledge as opposed to learners who are told that they are
learning a contrast from an unspecified foreign language? Listeners who know they
are listening to English may actively access their knowledge of that language and be
aided by it, which could be reflected by faster and/or more successful learning.
However, it may also be the case that both groups of listeners use the same resources
in tackling the learning problem they are faced with.
The main questions that will be explored in this chapter are:
1.
2.

How do Dutch adults learn to perceive the British English /T-s/ contrast:
through acquired distinctiveness or acquired similarity?
Is learning helped by the opportunity to access knowledge about the
language the contrast was taken from?

With respect to the first question, it was expected that Dutch adults learn to perceive
the British English contrast through acquired distinctiveness. With respect to the
second question it was thought that Dutch listeners who know they are learning
British English speech sounds may be faster at tackling the perceptual problem.

2.2

Method

To answer the research question of how Dutch listeners learn to perceive the British
English /T-s/ contrast, a pretest-training-posttest design was used. This was done in
order to monitor the ongoing learning process within a listener. Before training, the
learner’s baseline was determined in a pretest; after learning, the perception of the
nonnative phoneme contrast was assessed again in the posttest. Both pretest and
posttest consisted of the same absolute identification and discrimination tasks.
Moreover, Dutch control listeners, who did not receive any training, were tested as
well. This group of listeners was included in order to separate the effect of learning,
which is expected for the trained listeners only, from the effect of task repetition,
which may be found for the controls.
In order to address the question of whether learning is aided by knowing from
what language the phoneme contrast was taken, half of the participants were told
they were listening to British English whereas the other half were told they were
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listening to an unspecified foreign language. During testing, the phoneme categories
were associated with pictures instead of with written labels. This was done in order
to make it easier for the youngest participants. To investigate whether adult
participants knew the learned words after the listening tasks, they were asked to
write down those words in a questionnaire that was given after the posttest.

2.2.1

Materials

This section presents the collection of the materials used for testing and training.
Because these materials were also used with children, a single word set differing in
the target phoneme was selected instead of multiple word contexts. Speaker
variation was introduced by using speech from multiple speakers, i.e. 5 training
speakers and 1 test speaker. The use of multiple voices has been shown to aid the
formation of robust phoneme categories (Lively, Logan & Pisoni, 1993). The
phoneme contrast /T–s/ was contained in the one-syllable pseudowords thif and sif,
/TIf–sIf/. With respect to its place of articulation, the dental fricative /T/ lies between
two Dutch voiceless fricatives: labiodental /f/ and alveolar /s/. Furthermore, British
English /s/ is pronounced with sharper friction than Dutch /s/, caused by relatively
more high frequency noise in the British pronunciation of /s/ (Collins & Mees,
1999).
To collect the materials, firstly, speech from several British English speakers
was recorded. Secondly, the materials were analysed and manipulated into phoneme
continua. And thirdly, the phoneme continua were presented to native British
English listeners to check their quality and to find the phoneme boundary in each
continuum. The following subsections present these steps in the making of the
materials in more detail.
2.2.1.1
Recordings
The word lists presented to speakers during recording consisted of both real words
containing /T/ and /s/ in word-initial position (e.g. ‘think’ and ‘sink’) and the thif and
sif nonsense words. The real words were included to provide a context in which the
target phonemes occurred naturally and in which the ‘th’-onset was pronounced
unvoiced3. Nonsense words were used as targets in order to avoid word frequency
effects or lexical bias (cf. Ganong, 1980; Fox, 1984). However, lexical
neighbourhood effects may appear in nonsense words, as was found for /b-p/ and /gk/ continua, but not for /d-t/ (Newman, Sawusch & Luce, 1997).
Recordings were made in a sound-treated booth at the phonetics laboratory of
Utrecht University on a DAT tape with a sample frequency of 48 kHz. An Audiotechnica AT841a microphone was used. The signal was high-pass filtered at 75 Hz.
The recordings were transferred onto a computer and downsampled from 48 kHz to
22.05 kHz.

3

In English, the orthographic sequence ‘th’ can be pronounced both unvoiced as in ‘think’
(/TINk/) and voiced as in ‘that’ (/Dœt/).
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Speech from 11 native speakers of British English, six males and five females,
was recorded. The speakers were studying or working in the Netherlands. Their ages
varied between 21 and 55 years with a mean of 32 years. None of them reported any
speech or hearing problems and they all spoke Standard English. They received
written instructions in which they were asked to speak clearly, to pronounce the
words in the list equally fast and with a constant, flat intonation. Each word was
repeated at least twice. The approximate recording duration was 15 minutes.
2.2.1.2
Analysis of the recordings and construction of the phoneme continua
Preliminary visual and auditory inspection revealed that the recordings from three
speakers could not be used. Firstly, a noise source near the sound-treated, but not
sound-proof recording booth interfered with the speech from one female speaker.
Therefore, her speech was excluded from further analysis. Secondly, two other
speakers’ files were excluded, because these were low in quality due to sounds, such
as whistles and clicks, produced by the speakers themselves. Speech from eight
speakers remained for analysis and manipulation4.
Before interpolation, each speaker’s set of /T/ and /s/ spectra was studied and
the segments’ durations were compared. Voiceless fricatives such as /T/ and /s/ are
produced by a constriction along the vocal tract that causes a turbulent stream of air,
or noise. The place of constriction of these phonemes contributes to their spectral
shape (Stevens, 2000). Energy peaks in the spectrum of /s/ tend to lie over 3500 Hz,
whereas the spectrum of /T/ may already show spectral energy around 1500 Hz
(Strevens, 1960). In addition, the spectrum of /s/ is expected to show more overall
intensity than that of /T/. The spectral envelopes of /T/ and /s/, for each of the
speakers, are shown in Appendix A.1. In general, these productions matched the
expected spectral patterns well. In perception, the spectral composition of the noise
is an important cue for fricative identification (Jongman, Wayland & Wong, 2000).
Furthermore, a comparison of the durations of the /T/ and /s/ fricative noises showed
that /s/ was significantly longer than /T/, t(14)=-3.1; p=.008. The mean duration of
/s/ was 211 ms (s = 26 ms) and it was 174 ms (s = 21 ms) for /T/. After interpolation,
this difference will not be maintained. This should not be a problem, since duration
cannot normally be used as an acoustic cue to differentiate between fricatives in
English (Jongman, Wang & Sereno, 2000).
To synthesize the phoneme continua, linear spectral interpolation was used,
implemented in the program Provo (van Hessen, 1992, chapter 3). For a full
explanation of the method I refer to Van Hessen (1987; 1988; 1992), and the
references to the sine-wave synthesis procedure therein, but a brief sketch of the
procedure is given here. First, the speech segments, i.e. the fricatives, are selected by
visual and auditory inspection. Before interpolation, several parameters such as
window size and window shift are set. The exact parameters for each speaker are
given in Appendix A.2. Then, the speech segments are divided into overlapping time
intervals, so-called frames. For each frame, both the spectrum and the source are
4

Analysis of speech files throughout this dissertation was done by means of the program
Praat (Boersma & Weenink, 1996).
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extracted by means of cepstral deconvolution. Through time scaling, the durations of
the segments are made the same. Next, the two segments are represented as a series
of spectra S1 and S2. An interpolation between the two phonemes for some frame f is
obtained by adding a fraction p of S1f to a fraction (1-p) of S2f. By increasing the
fraction p from 0 to 1 in the desired number of steps, the phoneme continuum of that
number of steps is generated. When p equals 1, the first phoneme’s spectral envelope
is resynthesized. When p equals 0, the spectral envelope is entirely replaced by that
of the second phoneme. Figure 2.1 exemplifies several spectral envelopes from a
continuum, determined in the middle of the fricative steps.

Sound pressure level (dB/Hz)

30
8

20

6
10
3
0

1

–10
0

1000

2000

3000 4000 5000
Frequency (Hz)

6000

7000

8000

Figure 2.1: Example of several interpolation steps taken from one speaker’s
continuum from /T/ (= 1) to /s/ (= 8).
The resulting interpolations are of high quality: talker-specific timbres are preserved
and the signal-to-noise ratio is good. However, there are two drawbacks to this
synthesis method. Firstly, Provo combines the interpolated spectral envelopes with
the source signal from one of the two natural productions. The two original files per
speaker, however, had similar, but not identical pitch patterns. The second
shortcoming is that possible durational differences between the original productions
are lost. In this particular case, however, the goal was to make a continuum based on
spectral differences alone. Therefore, it was actually an advantage that the durational
differences from the original recordings were neutralized.
In sum, eight stimulus continua were generated from minimal pairs of nonsense
words spoken by different speakers. Each continuum consisted of eight stimuli.
2.2.1.3
Classification of the synthesized continua by native listeners
The native classification function of each phoneme continuum was determined. This
was done for two reasons. Firstly, the location of the native phoneme boundary
within each continuum was necessary for comparison of native perception with the
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learners’ perception. Secondly, this information was needed to provide feedback to
learners during training.
A classification experiment was run to determine the phoneme boundaries in
the British English stimulus continua. The tests were run in a sound-treated booth at
the Department of Phonetics and Linguistics of University College London,
England. A Toshiba Satellite 1400 153E laptop computer with an ALi Audio Wave
sound card was used both to present the stimuli at random and to register responses.
Stimuli were presented over Sennheiser HD 475 headphones at a comfortable
listening level. Thirty-one native speakers of British English (8 male and 23 female)
with non-regional accents participated. Their mean age was 23, ranging from 18 to
41. None of the listeners reported any known hearing impairments when asked and
they completed and signed volunteer consent forms. Listeners were paid a fixed
amount of £10 for participation.
Listeners received written task instructions. The task introduction consisted of
16 trials from a real word contrast that was not used in the actual test. A trial started
with a 75 ms tone of 440 Hz that was presented to draw the participants’ attention to
the coming stimulus. After 425 ms a single stimulus was presented. The two
alternative nonsense word responses were constantly shown on the computer screen
and listeners were asked to choose between them on each trial. During testing, the
on-screen positions of the nonsense words were counterbalanced across subjects.
After stimulus presentation, response registration was activated for an unlimited
time. Participants gave their choice by pressing one of two keys on the computer’s
keyboard. Two consecutive trial blocks of five stimulus repetitions were presented.
A trial block lasted about 10 minutes, and between blocks there was a break. Each
stimulus from each continuum was repeated 10 times, which resulted in a total of
640 trials (= 8 speakers × 8 stimuli × 10 repetitions).
The listeners’ responses were represented as percentages of one response
category per stimulus. Listener responses are expected to then form an S-shaped
curve. In order to determine whether listeners had the expected response
distribution, their responses were transformed to z-scores. The z-transforms of an Sshaped function should form a linear function. To test that, the z-scores were
submitted to a Linear Regression analysis per listener with stimulus step as
independent variable. If a linear fit on the listener’s data was possible, that listener’s
data were analysed further.
From the regression fits, the phoneme boundaries and boundary widths were
derived. The phoneme boundary was fixed at z=0, the 50% point, for each listener.
Phoneme boundary widths were determined per listener by subtracting the stimulus
value corresponding to the 25% point (z=-.674) from that corresponding to the 75%
point (z=.674). The mean classification functions per speaker are shown in Appendix
A.4. The responses to two speakers (2 and 6) did not result in sharp classification
functions with two clear phoneme categories. The continua from those two speakers
were discarded, since phoneme continua from the six remaining speakers were
sufficient. The phoneme boundary and boundary width expressed in the number of
stimulus steps are given in Table 2.1 for each of the remaining speakers’
classification functions.
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Table 2.1: Phoneme boundary and boundary width expressed in stimulus
steps for each speaker’s continuum.
Speaker
1
3
4
5
7
8

Sex
f
m
f
m
m
m

Phoneme boundary
3.4
2.2
3.7
3.8
4.5
3.4

Boundary width
1.4
1.6
1.8
1.5
1.3
1.3

In sum, eight-step continua had been synthesized for the British English phoneme
contrast /θ-s/ by means of linear spectral interpolation. The phonemes occurred in
the onset position of a pair of nonsense words: thif – sif (/TIf-sIf/). The phoneme
continua were based on speech from six speakers of Standard English, both males
and females. The location of the phoneme boundary in each continuum had been
determined from a classification study with 31 native British English listeners.
Speaker 5 was the test speaker. His phoneme boundary lay at stimulus pair 3-4. The
continua from the other speakers served as training materials.
After this discussion of the testing materials, we now return to the description
of the pretest-posttest experiment’s methodology.

2.2.2

Participants

Thirty-four Dutch participants (3 male and 31 female) were recruited at the Faculty
of Arts of Utrecht University. Their mean age was 22 years, ranging from 18 to 41.
They were native speakers of Dutch and reported normal hearing. None of them
studied English, but they all reported having learned English as a foreign language.
Half of the subjects received training between pretest and posttest. The other half,
the control group, participated only in pretest and posttest with a time interval of
approximately a week. This roughly corresponds to the amount of time that lapsed
between trained listeners’ pretest and posttest.

2.2.3

Design

A pretest-training-posttest design was used to investigate how listeners learn to
perceive the British English phoneme contrast. For the pretest and posttest, the
phoneme continuum of one male speaker, Speaker 5, was used. The training
materials were phoneme continua based on speech from five different male and
female speakers, other than the test speaker. This was done to encourage robust
category formation, irrespective of speaker characteristics. The listeners’ input was
restricted to auditory information as pictures instead of orthographic labels were
used as phoneme labels. This was done to avoid confusing the youngest participants
(see chapter 3). This made the learning conditions more similar to those in L1
learning: the auditory signal may be combined with visual input, but not with a
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written form. The absence of orthographic labels deviates from the usual classroom
situation of learning a second language in which textbooks are used.
2.2.3.1
Pretest and posttest
In pretest and posttest the same two tasks were presented to participants: 4IAX
discrimination and absolute identification. The speech signal provides the listener
not only with information on the nature of the phoneme, but also with low-level
acoustic information (Pisoni & Tash, 1974; Hanson, 1977). The tasks in pretest and
posttest were selected in such a way that both levels of processing would be
reflected in the listeners’ responses. If low-level processing changed with the
learning of phoneme categories, this would be visible in the results.
4IAX discrimination
The 4IAX discrimination task has been found to reflect auditory as well as
phonemic perception (Pisoni & Lazarus, 1974; Pisoni, 1975; Gerrits, 2001).
Furthermore, this task is thought to be relatively free of bias (Gerrits & Schouten,
2004).
In 4IAX discrimination, four stimuli are presented in two pairs. One pair
consists of the same stimuli, AA, and the other of different stimuli, AB. There are
eight possible orders: AB-AA, AA-BA, BA-AA, AA-AB, BA-BB, BB-AB, BB-BA
or AB-BB. The listener’s task is to identify the pair consisting of the same stimuli.
This test was given twice, once with one-step stimulus pairs (i.e. 1-2, 2-3, …, 7-8)
and once with three-step stimulus pairs (i.e. 1-4, 2-5, …, 5-8). The two different step
sizes were included to give both hypotheses an equal chance. If discrimination
performance improves as a function of training (reflected by an increase in the
percentage of correct responses), this may show up mainly in 1-step discrimination,
since 1-step differences are generally difficult to discriminate. On the other hand, if
discrimination performance falls as a result of training, this may mainly show in
reduced percentages of correct responses to 3-step differences, which are generally
relatively easy to discriminate.
Absolute identification
The second task in pretest and posttest was absolute identification. In this task there
are as many response options as stimuli along the continuum5. Listeners are asked to
indicate exactly which stimulus from the continuum they have heard. This task was
included – instead of the more widely used two-category identification – in order to
study the listeners’ ability to indicate not only to which phoneme class the stimulus
belongs, but also how good an example of that phoneme class it is. Native listeners
are sensitive to within-category differences along a phoneme continuum. This has
for instance been shown by means of eye-tracking, by the finding that listeners have
an increasing number of fixations on lexical competitors when the stimulus taken
5

The term ‘identification’ refers to category classification in speech research, but to stimulus
identification in psychoacoustic research. To prevent confusion, ‘absolute’ is added to refer to
the stimulus identification task.
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from a phoneme continuum lies closer to the phoneme boundary, i.e. sounds more
ambiguous (McMurray, Tanenhaus & Aslin, 2002).
The absolute identification task has been used with auditory stimuli, for
instance with stimuli differing in intensity or frequency (e.g. Chase, Bugnacki,
Braida & Durlach, 1983; Mori & Ward, 1995; Schouten & van Hessen, 1998).
However, it has not very often been used with speech stimuli (e.g. Klatt & Cooper,
1975; Schouten & van Hessen, 1998), and a possible drawback of this task is that it
may be quite difficult as opposed to two-category identification, viz. classification.
In case of learning through acquired distinctiveness listeners are expected to identify
the stimuli relatively poorly before training, leading to large response variances. As
a result of training, response means are expected to become more precise and
variances are therefore expected to decrease. In case of acquired similarity, listeners
will identify the stimuli relatively well before training, which will be reflected by
small response variances. After training, response variances of stimuli within
phoneme classes are expected to increase.
2.2.3.2
Training: classification with feedback
In earlier training studies, both classification and discrimination tests have been used
to train listeners on novel phoneme contrasts. Classification training was thought to
emphasize the presence of two phoneme classes as opposed to discrimination
training, which might discourage category learning, as it asks listeners to distinguish
within-category differences as well (see Jamieson & Morosan, 1986). In line with
this view, it has been demonstrated that within-category discrimination may improve
with discrimination training (e.g. Carney, Widin & Viemeister, 1977; Samuel, 1977).
However, both identification and discrimination training may be equally successful
in improving nonnative listeners’ perception of natural tokens (Flege, 1995;
Wayland & Li, 2005). Moreover, in Flege’s (1995) study the effect of discrimination
learning seemed to last longer, but listeners indicated a preference for classification
training.
In the present study the classification paradigm was chosen. This was done
because the classification paradigm stresses the presence of the two categories that
need to be learned, which makes the learning goal clear to the participants. Speech
from multiple speakers was used for making the training materials. Listeners have
more processing difficulty dealing with stimuli from several voices compared to a
single voice in their native language (Martin, Mullennix, Pisoni & Summers, 1989),
and this has also been shown for non-native listeners (Bradlow & Pisoni, 1999).
However, materials from multiple speakers are thought to force listeners to abstract
from individual speaker differences in learning. This, in turn, is expected to help
learners to form robust phoneme categories. Lively et al. (1993) found that training
with only a single speaker did not result in transfer to another speaker’s voice.
During training, feedback was provided on the correctness of the listeners’
responses: learners did not receive explicit feedback on what to attend to. For visual
stimuli, it has been shown that learners benefit from feedback during training,
especially for stimuli that require integration of information from multiple

PERCEPTUAL DEVELOPMENT IN ADULTS

25

dimensions (Ashby, Maddox & Bohil, 2002). Furthermore, participants prefer
receiving feedback over no feedback (Green & Swets, 1966, p. 395).

2.2.4

Procedure

All experiments were run in a relatively quiet room at the Utrecht institute of
Linguistics OTS6. A laptop computer with an ALi Audio Wave sound card was used
both to present the stimuli in a random order and to register responses. Stimuli were
presented over Beyerdynamic DT 770 closed-ear headphones at a comfortable
listening level. Listeners were tested individually. Half of them were told that they
would hear English nonsense words (the English condition), the other half that they
would hear words from an unspecified foreign language (the Foreign Language
condition).
The pretest was completed on the first day. On subsequent days, training
sessions were run until a listener classified the new phoneme contrast correctly in at
least 85% of the trials in two consecutive training tests. During each training
session, one to four training tests of 480 trials each were run. On the final day, one
day after the last training session, the posttest took place. This test was of a similar
content as the pretest, apart from a short questionnaire that was filled out after the
listening tests. In this questionnaire, the listeners were asked about the spelling of
the newly learned words and their experience with foreign languages.
2.2.4.1
Pretest and posttest procedure
The order of the one-step and three-step 4IAX discrimination tests was balanced
across subjects. Listeners received written instructions asking them to indicate
whether the first or the second word pair they heard consisted of the same stimuli. It
was stressed that differences could be small. Responses were given by striking one
of two keys on the computer’s keyboard. The task introduction consisted of eight
four-step stimulus pairs from the test continuum. Inter-stimulus intervals were set at
300 ms, inter-pair intervals at 500 ms, and response times were unlimited. The eight
different orders per stimulus pair were each presented four times, resulting in 224
trials for the one-step test (= 4 repetitions × 7 stimulus pairs × 8 possible orders) and
160 trials in the three-step test (= 4 repetitions × 5 stimulus pairs × 8 possible
orders). Trial order was randomized and there were three short breaks at regular
intervals.
Before the absolute identification task listeners received written instructions,
telling them to indicate exactly which stimulus from the continuum they had heard.
The instructions included a picture of a row of eight buttons numbered 1 to 8 from
left to right, which was similar to the on-screen view during testing. This is shown in
Figure 2.2. Over the first and eighth buttons, pictures of a male head wearing
headphones were shown: these picture only differed in the colour of the headphones.
6
Listeners were not tested in a sound-treated booth in order to make the testing environment
comparable between adults and children. The children were tested at their schools, where only
a quiet room was available.
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It was explained that each button hid a unique word, with the words changing in
steps from the name of the first man (behind button 1) to the name of the second
man (behind button 8).

1

2

3

4

5

6

7

8

Figure 2.2: Illustration of the on-screen situation during the absolute
identification task.
The stimuli were introduced five times in increasing, decreasing and random
sequences. One button changed its colour, signalling that the corresponding sound
file would be presented. After presentation of the sound file, the button changed its
colour back to the default and the next button changed its colour to signal the
upcoming sound file. Listeners were asked to listen very carefully and to try to
remember which button corresponded to which word. During testing, stimuli were
presented 20 times in random order, which resulted in a total of 160 trials. Listeners
responded by mouse-clicking one of eight on-screen buttons. Response times were
unlimited and there were two short breaks at regular intervals. The pretest or posttest
lasted for 75 to 90 minutes.
2.2.4.2
Training procedure
During classification training, the two phoneme categories (/T/ and /s/) were
represented by the pictures of the men, and were introduced as the men’s names (thif
and sif). The test was started by presentation of both endpoint stimuli from each of
the five, male and female, training speakers. Listeners received immediate feedback
on each trial, informing them of the correctness of their choice. Three breaks were
given at regular intervals. During each break, and also at the end of a training test,
the percentage of correct responses so far was shown to the participant. The training
tests each contained 480 trials (= 5 speakers × 8 stimuli × 12 repetitions).

2.3

Analysis and results

Two participants out of 17 did not meet the training goal of 85% correct responses
across speakers in two consecutive training tests after many hours of training.
Furthermore, three participants reached the training goal during their first training
session, which means that they needed hardly any training. The data from these five
participants, two in the English condition and three in the Foreign Language
condition, were excluded from further analyses. In the trained group, there remained
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seven listeners in the English condition and five listeners in the Foreign Language
condition.
Training results were first represented as percentages of sif-responses per
stimulus for each of the five speakers in the training set. Next, the phoneme
boundaries and boundary widths were computed from these percentages. They were
transformed to z-scores to be submitted to a Linear Regression analysis per listener,
with z-score as dependent variable and spectral step as independent variable. The
phoneme boundary was fixed at z=0, the 50% point, for each listener. Phoneme
boundary widths were determined by subtracting the stimulus value corresponding
to the 25% point (z=-.674) from that corresponding to the 75% point (z=.674).
For 4IAX discrimination, percentages of correct responses were determined per
stimulus pair. In the three-step discrimination test, percentages correct were arcsine
transformed (Studebaker, 1985). Another measure for presenting results is the d′
measure of perceptual sensitivity (Macmillan & Creelman, 1991). That measure was
not chosen, however, because of the relatively small number of stimulus
presentations throughout this dissertation in comparison with design requirements
for computing d′-values (see Green & Swets, 1966). From the absolute identification
results, the mean responses to each of the stimuli and the corresponding response
variances were computed.
The training results are presented in section 2.3.1. In subsequent sections the
pretest-posttest results for each of the tasks will be presented: one-step
discrimination in section 2.3.2, three-step discrimination in section 2.3.3 and
absolute identification in section 2.3.4, followed by the results of the posttest
questionnaire.

2.3.1

Training

Trained listeners were required to reach the predetermined level of at least 85%
correct responses in two consecutive 480-trial training sessions. The trained
listeners’ mean percentages of correct responses increased from 73% in the first
training to 86% in the last one, t(10)=-5.9, p<.001. Table 2.2 shows the mean
percentage of correct responses across learners for each training speaker in both the
first and the last training session.
Table 2.2: Percentages of correct responses across listeners in the first and
the last training session, as well as the difference between those percentages,
given for each training speaker.
Speaker
1
3
4
7
8
Average

First training
68%
81%
67%
70%
79%
73%

Last training
81%
92%
82%
85%
92%
86%

Difference
13%
11%
15%
15%
13%
13%
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Listeners in the English condition needed between 4 and 10 training tests (i.e.
between 1920 and 4800 trials) to reach the predetermined level of 85% correct
responses in two training sessions, and listeners in the Foreign Language condition
needed between 3 and 10 training tests (i.e. between 1440 and 4800 trials). There
were no obvious differences in amount of training as a function of language
condition.
The perceived phoneme boundaries and boundary widths from the first and the
last training sessions in comparison with those defined by the British English native
listeners (see section 2.2.1) are given in Appendix A.3. Per training speaker, the
location of the boundary and its width were compared between the first and the last
training session in t-tests for paired samples. These analyses showed that the
boundary location changed only for speaker 4 (p=.013). Boundary widths became
significantly smaller for speakers 1, 7 and 8, and marginally smaller for speaker 4
(p=.053).
Before training, the Dutch listeners’ phoneme boundaries were quite close to
those of the English, but the Dutch initially were less consistent than the English. As
a result of training, however, the learners became more consistent (see Appendix
A.3).

2.3.2

One-step 4IAX discrimination

In pretest and posttest, 4IAX discrimination was administered at two different step
sizes to determine whether learning a nonnative phoneme contrast would occur
through acquired distinctiveness or acquired similarity. The expectation was that
adult learners would acquire distinctiveness along the phoneme continuum, which
would be reflected by an increase in the posttest discrimination scores near the
newly learned phoneme boundary, i.e. near stimulus pair 3-4 for the test speaker (see
Table 2.1).
The pretest and posttest results of one-step discrimination are shown in Figure
2.3a and Figure 2.3b, respectively. Along the horizontal axis the stimulus pairs from
/T/-like to /s/-like speech sounds are indicated, whereas the vertical axis shows the
percentages of correct responses. To compare pretest and posttest perceptual
sensitivity in the one-step 4IAX discrimination task, a repeated measures ANOVA
was run with within-subjects factors Test (pretest vs. posttest) and Stimulus Pair (1-2
to 7-8), and between-subjects factors Training (trained vs. control) and Language
(English vs. Foreign). If necessary, degrees of freedom were Huynh-Feldt
corrected7. This holds for all repeated measures ANOVAs throughout this chapter.

7

Huynh-Feldt correction is applied in repeated measures analyses when the sphericity
assumption is violated. The sphericity assumption states that the differences between the
conditions have equal variances (Hays, 1994).
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Pretest results of one-step 4IAX discrimination.
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Posttest results of one-step 4IAX discrimination.

Figure 2.3: Results of one-step 4IAX discrimination for both the trained
listeners and the control listeners in pretest (a) and posttest (b).
First of all, a Test × Stimulus Pair × Training interaction was found, F(6,150)=2.4,
p=.028, ηp2=.098. Secondly, a main effect of Test was found on the mean percentage
of correct responses, F(1,25)=18.6, p<.001, ηp2=.43. On average, listeners gave
more correct answers in the posttest, 62%, than in the pretest, 57%. Moreover, a
main effect of Stimulus Pair was found, F(6,150)=7.9, p<.001, ηp2=.24. Listeners
8

Partial eta squared (ηp2) estimates the proportion of the variation that is explained by the
factor. It was computed as ηp2 = SSfactor/(SSfactor + SSerror), (Pierce, Block & Aguinis, 2004).
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apparently did not discriminate all pairs of stimuli equally well. The betweensubjects factor Training displayed a marginally significant effect on the percentages
of correct responses, F(1,25)=3.9, p=.059, ηp2=.14. This tendency shows that there
was a difference in performance between trained listeners and control listeners, as
can be seen from the larger posttest differences between the groups in Figure 2.3b
than in Figure 2.3a. The expected increase at stimulus pair 3-4, however, is not
obviously present for the trained listeners. The second between-subjects factor,
Language, showed no effect: listeners who knew they were listening to English did
not differ in their responses from listeners who were listening to an unspecified
foreign language.
In order to compare the listener groups within the pretest or the posttest,
separate ANOVAs were run with fixed factors Training (trained vs. control) and
Stimulus Pair (1-2 to 7-8). These analyses revealed an effect of Training on the
posttest data only, F(1,189)=10.5, p=.001, ηp2=.05. After practice, trained listeners
reached higher discrimination scores than control listeners (65% vs. 59%), whereas
the listener groups’ discrimination performances did not differ from each other in the
pretest. In both pretest and posttest, effects of Stimulus Pair were found
[F(6,189)=2.8, p=.011, ηp2=.08, and F(6,189)=4.7, p<.001, ηp2=.13, respectively].
Pretest-posttest differences in discrimination were furthermore examined per
listener group. On average, trained listeners improved from 59% to 65% correct
responses, while control listeners improved from 56% to 59%. The trained listeners’
responses revealed a marginally significant Test × Stimulus Pair interaction,
[F(6,60)=2.2, p=.056, ηp2=.18], which shows that the distribution of correct
responses changed with testing moment. Both listener groups showed improvement
from pretest to posttest, [trained: F(1,10)=14.8, p=.003, ηp2=.60; controls:
F(1,15)=5.3, p=.037, ηp2=.26].
Moreover, Wilcoxon Signed ranks tests on each stimulus pair showed that the
trained listeners’ discrimination scores increased at stimulus pairs 2-3 (p=.004), 6-7
(p=.010) and 7-8 (p=.011), and marginally at 4-5 (p=.068), and that control listeners
became better at discriminating stimulus pairs 5-6 (p=.024) and 7-8 (p=.011). Near
the British-English phoneme boundary, trained listeners showed some improvement.
Their numbers of correct responses, however, did not increase at stimulus pair 3-4,
where the increase in correct responses was expected. Possibly, the Dutch learners
did not place the phoneme boundary of the test speaker at the same location as the
British natives did.

2.3.3

Three-step 4IAX discrimination

If learning occurred through acquired similarity, this would most likely be reflected
by the three-step discrimination results. Since three-step differences can be
discriminated well above chance before training, a decrease in perceptual sensitivity
as a result of learning would be demonstrated in this task. The results for three-step
4IAX discrimination are shown in Figure 2.4a for the pretest and in Figure 2.4b for
the posttest. The stimulus pairs are shown along the horizontal axis, and the
percentage of correct responses on the vertical axis. Figure 2.4a shows that the
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stimulus differences in three-step discrimination were indeed relatively easy to hear
before training.

Pretest
100
80

% correct responses

60
40
Trained

20
0
1-4

Control
2-5

3-6

4-7

5-8

Stimulus pair

a.

Pretest results of three-step 4IAX discrimination.
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Posttest results of three-step 4IAX discrimination.

Figure 2.4: Results of three-step 4IAX discrimination for both the trained
listeners and the control listeners in pretest (a) and posttest (b).
To study the pretest-posttest differences, a repeated measures ANOVA was run with
within-subjects factors Test (pretest vs. posttest) and Stimulus Pair (1-4 to 5-8), and
between-subjects factors Training (trained vs. control) and Language (English vs.
Foreign). The analysis showed main effects of Test [F(1,25)=16.2, p=.001, ηp2=.39]
and of Stimulus Pair [F(3.7,93.5)=6.5, p<.001, ηp2=.21] on the mean percentages of
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correct responses. As in the case of one-step discrimination, more correct
discrimination responses were given in the posttest, 94%, than in the pretest, 89%.
This increase runs counter to learning through acquired similarity.
The Language factor showed no effects, as had been found for one-step 4IAX
discrimination. However, the effect of Training on the percentages of correct
responses was significant, F(1,25)=4.9, p=.037, ηp2=.16. On average, trained
listeners gave more correct responses than untrained listeners (93% versus 89%).
This was mainly caused by the fact that trained listeners gave more correct
responses in the posttest than control listeners did, F(1,135)=21.4, p<.001, ηp2=.14.
However, trained listeners were slightly better than the controls in the pretest as
well, F(1,135)=4.0, p=.049, ηp2=.03. This small a priori difference must be
explained by random group differences.
Furthermore, in the posttest an effect of Stimulus Pair was found,
F(4,135)=5.0, p<.001, ηp2=.13. Stimulus pair 1-4 received fewer correct responses
than the other pairs across moment of testing, but trained listeners gave more correct
responses to this between-category stimulus pair than controls did, t(27)=2.9,
p=.007.
Examination of pretest-posttest differences for each of the listener groups
separately by means of Wilcoxon Signed Ranks tests showed that trained listeners
improved their discrimination scores on stimulus pairs 2-5 (p=.027) and 5-8
(p=.021), whereas control listeners improved on stimulus pairs 4-7 (p=.044) and 5-8
(p=.004). Control listeners showed no between-category improvement, whereas
trained listeners did (at pair 2-5).

2.3.4

Absolute identification

In the absolute identification task it was expected that, if learning follows acquired
distinctiveness, listeners should identify the stimuli poorly in the pretest. This
would, in addition, be reflected by large response variances. After training,
identification of the stimuli was expected to improve, which would be accompanied
by decreasing response variances.
To compare pretest-posttest results, repeated measures ANOVAs were run on
the listeners’ mean responses and response variances with within-subjects factors
Test (pretest vs. posttest) and Stimulus (1 to 8) and between-subjects factors
Training (trained vs. control) and Language (English vs. foreign). The results of the
mean responses and the response variances will be discussed consecutively.
Figure 2.5 shows the listeners’ mean responses in absolute identification.
Firstly, the mean responses to each of the stimuli showed a Test × Stimulus
interaction, F(4.1,102.7)=4.2, p=.003, ηp2=.15. The listeners’ mean response to
several stimuli at the /T/-end, i.e. at low and intermediate stimulus numbers, shifted
towards the intended stimuli. This can be seen by comparing Figure 2.5a with Figure
2.5b. Furthermore, a main effect of Test on the mean responses was found, as well as
an effect of Stimulus, F(1,25)=30.6, p<.001, ηp2=.55 and F(2.5,62.1)=639.3, p<.001,
ηp2=.96, respectively .
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The between-subjects factors Training and Language showed no effects on the
listeners’ mean responses. Furthermore, the pretest and posttest data separately did
not show effects of Training: even in the posttest, trained listeners did not differ
from controls. Therefore, the mean responses in the absolute identification task
revealed no difference between the trained and the control listeners.
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Figure 2.5: Mean responses to each of the stimuli for the trained listeners
and the control listeners in pretest (a) and posttest (b). The line of short-long
dashes shows the ideal case of error-free perception.
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Next, the response variances to each of the stimuli were analysed. Figure 2.6 shows
the response variances.
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Figure 2.6: Mean response variances for each of the stimuli in pretest (a) and
posttest (b) for both the trained listeners and the control listeners.
In Figure 2.6a, stimulus 2’s pretest variance for the trained listeners is relatively
high. When the data from the individual listeners were inspected more closely, one
listener’s variance turned out to be extremely high for that stimulus number. In order
to investigate whether this listener’s behaviour influenced the group’s performance,
two sets of analyses were run, one with the original data and one in which this
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listener’s response variance for stimulus 2 was replaced by the other trained
listeners’ pretest mean. These two analyses revealed no different outcomes and
therefore analyses of the original data are discussed below.
Response variances were expected to decrease after training. A repeated
measures ANOVA revealed that a marginally significant Test × Stimulus interaction
was present, F(4.3,108)=2.4, p=.051, ηp2=.09, meaning that the variances did not
tend to change to the same degree along the entire stimulus continuum. Moreover,
main effects of Test and of Stimulus on the listeners’ response variances were found,
F(1,25)=20.3, p<.001, ηp2=.45, and F(4.7,116.4)=5.0, p=.001, ηp2=.17, respectively.
Posttest variances were smaller than pretest variances, implying that participants had
become more accurate at identifying the stimuli. The analysis revealed no effects of
the between-subjects factors Training and Language.
ANOVAs with fixed factors Stimulus and Training on both the pretest and the
posttest data were run to compare the listener groups on each of the test moments.
These analyses showed no differences between the trained listeners and the controls
in the pretest, but in the posttest trained listeners’ variances were smaller than those
of the controls, F(1,216)=3.9, p=.049, ηp2=.02. Apparently, trained listeners became
more accurate than untrained listeners did.

2.3.5

Posttest questionnaire

After the posttest perception tests, listeners wrote down the words they had learned
(for trained listeners) or those that they had heard as stimuli 1 and 8 during absolute
identification (for controls). This task was included to determine whether adult
participants could write down the word forms correctly after the listening tasks.
Remember that acoustically only the first consonant varied between stimuli thif,
/TIf/, and sif, /sIf/. The reported word sets varied greatly and only four listeners from
the trained group reported the correct pair of words. None of the control listeners
succeeded in doing this.
The listeners’ word sets showed three types of errors. Listeners (a) replaced the
target phonemes, /T/ or /s/, with other phonemes, (b) reported hearing speech sounds
that were not present in the signal or (c) reported hearing differences between the
vowels or between the coda consonants. The third type of mistake is especially
surprising, since that part of the speech signal had not been manipulated. The errors
of these three types were summed per listener group and subsequently divided by
the number of listeners in each group. Participants in the control group made more
errors than the trained listeners did (2.8 vs. 1.8 errors per listener9). The untrained
listeners made the majority of these in their responses to the first consonant, i.e. the
target phoneme. They used almost twice as many substitutions, and also additions
that resulted in complex onsets such as stif instead of thif. Moreover, controls more
often replaced the coda consonant with another one as in striss instead of thif.
9

The maximum number of possible errors was 8, i.e. 2 substitution errors for the target
phonemes, 2 substitution errors for the other 2 phonemes in the syllable, and 4 additions to
form either complex onsets or codas (which can consist of maximally 3 consonants each).
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2.4

Discussion

A pretest-training-posttest design was used to study whether Dutch adults learn to
perceive the /T-s/ contrast from British English through acquired distinctiveness or
through acquired similarity. It was expected that adult learners would follow
acquired distinctiveness, i.e. that their perceptual development would be
characterized by an increase in perceptual sensitivity near the newly learned
phoneme boundary. A second question that was raised was whether learning of the
contrast would be influenced if a listener knew the contrast was taken from a known
language. To answer this question, half of our participants were told that they were
listening to British English, while the other half were told that the words came from
an unspecified foreign language. In general, the listeners’ learning strategy was
found to be most consistent with acquired distinctiveness. Moreover, listeners were
not aided by explicitly knowing the language from which the phoneme contrast was
taken.
As a result of training, discrimination scores increased and response variances
in absolute identification decreased. These findings are in line with learning through
acquired distinctiveness, and they confirm the expectations based on earlier
literature (e.g. Jamieson & Morosan, 1986). Nevertheless, increases in
discrimination scores were not only found at the phoneme boundary, as
hypothesized, but were found at within-category stimulus pairs as well. In addition,
the increases were much smaller than expected if native-like perceptual sensitivity
had developed. Learning by acquired similarity was not found. For that to be the
case discrimination scores to stimuli belonging to the same category should have
decreased and their response variances in absolute identification should have
increased.
The main question these findings raise is why the increase in perceptual
sensitivity near the newly learned phoneme boundary remained so small. Four
possible causes of this effect will be discussed: (i) lack of transfer, (ii) the nature of
the discrimination task, (iii) an actually small learning effect, and (iv) high pretest
performance.
Firstly, a lack of transfer from the training speakers to the test speaker may
have restricted the amount of change measured between pretest and posttest. In the
design of this experiment it was not possible to directly determine the perceived
phoneme boundary of the test speaker’s continuum, and therefore transfer could not
be proven directly. However, Lively et al. (1993) have shown that performance
generalizes to other speakers after training with speech from several voices.
Furthermore, generalization to stimuli that do not occur in the training set has also
been repeatedly demonstrated (e.g. Tremblay, Kraus, Carrell & McGee, 1997).
There are therefore good reasons to assume that transfer from training speakers to
the test speaker was present in this experiment as well, and that lack of transfer was
not the main cause of the relatively small increase in discrimination performance.
Secondly, the nature of the discrimination task, 4IAX discrimination, may have
played a role in determining the size of the discrimination peak. It was expected that
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both auditory and phonemic perception would be reflected by 4IAX discrimination
(Pisoni & Lazarus, 1974; Pisoni, 1975). However, the role of phonemic knowledge
in this task may have been smaller than predicted. In support of this, Gerrits (2001,
p. 41) found that only one in every three listeners made use of phonemic knowledge
in 4IAX discrimination responses to a Dutch /pup/-/pip/ vowel continuum, and when
inter-stimulus intervals were shorter, this number was even smaller. She concluded
that on average, 4IAX performance is not determined by phonemic labelling.
However, assuming that 4IAX discrimination did measure perception as expected,
i.e. that listeners’ decisions were based on both acoustic and phonemic differences,
the small increase must be interpreted as reflecting the fact that Dutch listeners’
phoneme perception had not yet fully developed towards that of native listeners.
Thirdly, the small discrimination increase may have been caused by minimal
changes in perceptual sensitivity along the nonnative phoneme continuum. In
support of this view, the increase near the phoneme boundary reported in Jamieson
and Morosan (1986) was also quite small. In addition, advanced learners were found
to show higher sensitivity in their discrimination results than relatively
inexperienced learners, but the effect was not as strong as in native listeners
(MacKain, Best & Strange, 1981). This implies that, despite the fact that listeners do
not differ from English natives in their classification of the training continua,
perceptual sensitivity along a similar continuum did not become native-like.
The fourth possible explanation of the small increase from pretest to posttest is
that the listeners’ pretest performance may have been too high, because Dutch
listeners have learned English in school. This could have restricted the amount of
learning. Especially in absolute identification, pretest-posttest changes in the mean
responses were minimal (see e.g. Figure 2.5). However, the results of one-step
discrimination do not corroborate the explanation that the small changes were due to
existing phoneme categories. If the phoneme representations had already been
present in our participants, the discrimination results would have shown a sharper
peak near the phoneme boundary in the pretest (and also the posttest). Moreover, it
has been shown that other groups of learners who have received education in the
English language may still have difficulty perceiving English phoneme contrasts in a
native-like manner. Examples of this are found in the large number of studies testing
the perception of /r/ and /l/ in Japanese learners (e.g. Strange & Dittman, 1984;
Logan et al., 1991; Takagi, 2002), and in studies on the perception of word-final /t-d/
in Chinese learners of English (Flege & Wang, 1989; Flege, 1995).
In answering the question of why the increase in perceptual sensitivity near the
learned phoneme boundary was relatively small, two possible causes remain: the
4IAX discrimination task did not sufficiently measure phonemic perception (ii), or
perceptual sensitivity truly changed only minimally in the training design of this
experiment (iii). These explanations will be investigated in later chapters of this
dissertation.
Not surprisingly, trained listeners’ perception developed from pretest to
posttest. Untrained listeners, however, also showed some pretest-posttest changes. In
general, trained listeners outperformed control listeners in most posttest tasks. For
instance, 4IAX discrimination revealed that trained listeners’ pretest-posttest
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differences were larger than those of the controls. However, the control listeners still
performed rather well. This may have been caused by the fact that the pretest was
relatively long in duration – up to one and a half hours – and therefore could have
constituted a training session in itself. Furthermore, task uncertainty was reduced in
the posttest: control listeners knew better what they could expect. Whatever the
cause, control listeners slightly improved through task repetition. This finding
illustrates that it is important to include a naïve control group that completes both
pretest and posttest in the design of a phoneme training study. This has often not
been the case (e.g. Logan et al., 1991; Lively et al., 1993; Flege, 1995). Studies that
only reported a test group’s progress may actually have shown a combination of
both learning and task repetition.
The second question that was addressed in the present study was whether
knowledge of the language one is learning influences perceptual learning. The Dutch
adults in the present experiment had all learned English in school, and therefore the
British English /T-s/ contrast was not entirely new to them. No evidence was found
to support the idea that participants who were told they were listening to English
benefited from this knowledge, as opposed to listeners who were told they heard
words from an unspecified foreign language. So either listeners in both the English
and the Foreign Language conditions used their knowledge of English equally, or
neither of the groups accessed this knowledge actively in tackling the perceptual
problem they were faced with.
After the posttest, the participants were asked to write down the two men’s
names. Pictures had been used as category labels instead of written labels which
were thought to be more difficult for the youngest participants. The use of pictures
forced participants to base their judgments on auditory information only and
prevented them from applying the knowledge that ‘th’ is the orthographic form of
either /T/ or /D/ in English.
The participants made a surprisingly high number of errors in their written
responses. An explanation that may account for a portion of these errors is an effect
called ‘verbal transformation’ (Warren, 1961). In Warren’s study, listeners heard an
uninterrupted sequence of repetitions of a word or phrase. Listeners reported hearing
words that were not present in the speech signal. In our study, comparable
misperceptions were reported. Although there were silent intervals between
subsequent presentations of word forms, perceptual disturbances may still have
occurred. Schouten and Van Hessen (1998), for example, reported that their
participants sometimes ‘hallucinated’ as a result of prolonged exposure to speech
sounds taken from a phoneme continuum. However, by including regular breaks in
the research design, an attempt was made to prevent such effects. The fact that
control listeners made more errors than trained listeners may be explained by
differences between the two listener groups in (i) speaker variation and (ii) amount
of exposure. During the course of the experiment, trained listeners heard the word
forms spoken by six different voices, which allowed these listeners to abstract from
a certain amount of variation, whereas control listeners heard only the test speaker’s
voice. Furthermore, trained listeners had heard more repetitions of the word forms,
which allowed them to form more robust representations.
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Conclusion

Dutch adult listeners improved their classification of British English /T-s/ during
training. This is consistent with results from earlier training studies. Trained listeners
performed better in the posttest than in the pretest and in several respects they also
did better than the untrained control group. The improvement in their performance
excluded acquired similarity, but acquired distinctiveness was not found exclusively
at the phoneme boundary. Furthermore, control listeners, who received no training,
also improved by simply performing the tests twice, in pretest and posttest. These
results show that it is important to include an equally naïve control group in the
design of a phoneme training study, which has not always been the case. Finally,
listeners who knew that they were listening to British English did not use this
knowledge to their benefit over listeners who were told they were listening to an
unspecified foreign language.
The two explanations that were put forward to explain why the change in
discrimination behaviour remained small will be studied in chapter 4. These
explanations are (i) 4IAX discrimination did not sufficiently measure phonemic
perception, and (ii) perceptual sensitivity truly changed only minimally with
training. The next chapter examines how Dutch children in contrast to adults learn to
perceive the same British English phoneme contrast. Children are generally assumed
to be better at picking up new languages and they might therefore show a larger
change in their perceptual sensitivity along the British English phoneme continuum.
Furthermore, 6-year-old children, who are still learning their native language, may
approach the learning of novel, nonnative phoneme contrasts in a way that is similar
to how they are learning their first language. This learning strategy may differ from
the one used by adults in learning nonnative phoneme contrasts.
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3 Perceptual development of British English /T-s/ in
Dutch children

3.1 Introduction
Young children are often thought to pick up foreign languages quite easily. If this is
true, we expect them to learn to perceive non-native phoneme contrasts with greater
ease than adults do. Furthermore, as young children are still acquiring their native
language, they may approach new language information – such as nonnative
phoneme contrasts – differently from adults, who have a fully developed native
language system. The previous chapter showed that adult perception of a non-native
phoneme contrast developed in a way that was most in line with acquired
distinctiveness. With training, adult discrimination scores increased. However, the
increases did not lead to the discrimination peak near the perceived phoneme
boundary that is generally found for native listeners. The present chapter
investigates how child perception of the same non-native phoneme contrast develops
and examines whether child learning of that phoneme contrast is similar to adult
learning.
In the literature, there are few studies that have examined perception of nonnative phoneme contrasts by children between the ages of 4 and 12 (Bond &
Adamescu, 1979; Burnham, Earnshaw & Clark, 1991; Walley & Flege, 1999;
Werker & Tees, 1983) or perceptual learning of such contrasts (Streeter & Landauer,
1976; Williams, 1979). In accordance with the assumption that young children easily
pick up nonnative speech sounds, Bond and Adamescu (1979) found that English 4year-olds correctly identified nonnative implosive stop consonants more often than
English children aged 11 to 13 and adults did. On the other hand, English 4- to 12year-old children and adults equally poorly discriminated a contrast from Hindi
(Werker & Tees, 1983). Streeter and Landauer (1976) showed that child perception
of some nonnative contrasts improved with language training. They compared
discrimination scores between several age groups of Kikuyu children (aged 7 to 15)
who varied in their time of exposure to English. Without any training, children
discriminated certain nonnative VOT contrasts better than others. Moreover, their
perception of some contrasts improved as a function of exposure to English. Streeter
and Landauer’s findings suggest that children learn to discriminate nonnative
phoneme contrasts through experience, i.e. through acquired distinctiveness.
Further evidence in support of that hypothesis comes from a study by Williams
(1979). Two groups of Spanish children (aged 8 to 10 and 14 to 16) who were
learning English as a second language were tested on their perception of /b/ versus
/p/, differing in VOT, as a function of age and exposure to English. Exposure to
English positively influenced the Spanish children’s classification of the /b-p/
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continuum, but there was no effect of age. Furthermore, children who had received
longer exposure to English showed a larger discrimination peak at the phoneme
boundary. This adds to the evidence that perceptual development of non-native
phoneme contrasts in children occurs through acquired distinctiveness. Before I
began this investigation (see Heeren, 2004, for a first report), I knew of no studies in
which children were trained on a nonnative consonant contrast to monitor ongoing
development within learners. The present investigation studies perceptual
development of a nonnative phoneme contrast in precisely this way.
In contrast to the small number of studies on the perception of nonnative
phoneme contrasts by children, the perception of nonnative phoneme contrasts by
infants has been more widely studied (e.g. Best, McRoberts & Sithole, 1988;
Burnham et al., 1991; Werker & Lalonde, 1988; Werker & Tees, 1984). At around 6
months of age, infants discriminate speech sounds from foreign languages that
cannot be discriminated by adults from the infants’ language environments. Before
these infants reach age one, they lose the ability to discriminate many of the foreign
phoneme contrasts. This type of perceptual development seems to be consistent with
learning by acquired similarity as Pisoni (1991, p. 231) proposed: “…data has been
obtained in infant studies suggesting that the form of learning in speech perception
is probably more nearly one of acquired similarity rather than acquired
distinctiveness”. Remarkably, it is relatively well known how infants perceive both
native and nonnative speech, whereas research with older children has mainly been
restricted to native language development.
Studies that focus on native language learning in children agree on the fact that
they learn to classify the phoneme contrasts from their native language more
consistently with age (e.g. for English: Hazan & Barrett, 2000; Pursell, Swanson,
Hedrick & Nabelek, 2002; Slawinski & Fitzgerald, 1998; Walley & Flege, 1999; for
Dutch: Gerrits, 2001; Kuijpers, 1996). Hazan & Barrett (2000) have shown that
children at age 12 do not yet display adult-like behaviour on some phoneme
contrasts. Apparently, the process of attaining adult-like classification may at least
continue until children reach their early teens. Since children are still learning to
perceive the speech sounds of their native language, they may deal with secondlanguage speech sounds differently from adults. Furthermore, this influence is
expected to be larger for younger children than for older ones, for whom the
language system is closer to that of adults.
Ideally, infant listeners would have been included in the present study, since
their perceptual development has been associated with learning through acquired
similarity (Pisoni, 1991). However, they cannot be subjected to the discrimination
tasks that need to be used to study the research question. The youngest children that
were thought to be capable of performing these tasks were 6-year-olds. At that age,
first language development of speech sounds is still ongoing (Gerrits, 2001;
Kuijpers, 1996). This age group is interesting, because after age 6 the ability to fully
acquire a nonnative phonological system starts to decline (Long, 1990, p. 280).
Although Long´s conclusion was drawn mainly on the basis of speech production
studies, it is in keeping with learning in other fields of linguistics (e.g. Birdsong &
Molis, 2001; Johnson & Newport, 1989). Young listeners may therefore learn to
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perceive nonnative speech contrasts differently from adults. The second group that
was included in the present investigation consisted of 12-year-old children. Their
native language is much more developed towards the adult pattern, but it is not yet
fully adult-like (Hazan & Barrett, 2000). Moreover, at this age, children may still
learn to speak a second language without a foreign accent (Flege, Munro & MacKay,
1995; Lenneberg, 1967).
This chapter studies how Dutch children aged 6 and 12 learn to perceive the
British English /T-s/ contrast in order to compare perceptual development in children
with that in adults. It was expected that 12-year-old children would learn through
acquired distinctiveness. The 6-year-old learners might show learning behaviour that
differed from that of the adults. Before the actual training experiment was
administered, pilot experiments were run in order to check the suitability of the
research design for the young listeners.

3.2 Pilot 1: Testing the experimental design with children
Children process speech differently from adults. For example, children around age 8
need larger acoustic differences in transition discrimination of consonant-like sounds
than young adults do (Elliott, Hammer, Scholl & Wasowicz, 1989), and children
between 6 and 8 have larger JNDs10 for voice onset time in CV syllables from a /bapa/ continuum than adults do (Elliott, Busse, Partridge, Rupert & DeGraaff, 1986).
However, other studies have shown that children aged 5 already perceive some
aspects of the speech signal in an adult-like way (e.g. Morrongiello, Robson, Best &
Clifton, 1984; Ohde, Haley & McMahon, 1996). In addition to possible differences
in speech processing between children and adults, young listeners may have trouble
performing some of the tasks used in perception experiments. An example of this is
the finding that 4-year-olds may have difficulty with the concepts “same” and
“different” in an AX discrimination task (Beving & Eblen, 1973). Since children
may differ from adults not only in their perception of speech sounds, but also in their
understanding of the task used to investigate perception, it is necessary to check
whether the research design of this study is suited for the young participants.
The present pilot study questioned whether the research design that had been
developed for testing the children, and that was very similar to the one used with the
adults in chapter 2, was suitable for them. It was expected that both the 6-year-old
and 12-year-old children would be able to perform the tasks.

3.2.1

Method

The experimental setup, the overall layout of which was largely the same as for the
adults, consisted of a pretest, a training session during which the new contrast was
presented, and a posttest. The pretest and posttest both consisted of two experiments:

10

JND = just noticeable difference.
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(1) four-interval oddity discrimination (Gerrits, 2001; Heller & Trahiotis, 1995), and
(2) absolute identification.
In chapter 1 it was explained that the main goal was to find an answer to the
question of how perception develops. With children, a relatively short task duration
is expected to lead to more reliable results than long task durations. The 4IAX
discrimination task, that has been used with children before (e.g. Hoffman, Daniloff,
Bengoa & Schuckers, 1985; Kraus, Burton Koch, McGee, Nicol & Cunningham,
1999), is very time-consuming. Therefore, the discrimination task used for the
adults, 4IAX discrimination, was replaced by the four-interval oddity (or 4I-oddity)
discrimination task for testing with children, because it is less time-consuming. This
was thought to be an advantage in working with children. Both tasks allow the
listener to use auditory traces in addition to phonemic labels in processing, and are
relatively bias-free (Gerrits & Schouten, 2004; Schouten, Gerrits & van Hessen,
2003).
In 4I-oddity discrimination, stimulus pair AB is presented in the order ABAA
or AABA, and the listener’s task is to detect whether stimulus B was the second or
the third one presented. A possible disadvantage of this task is that 4I-oddity
discrimination may reflect auditory discrimination only instead of both auditory
traces and phonemic labelling (Gerrits, 2001, p. 48). During the pilot test the
children performed only one-step discrimination and not three-step discrimination,
because the former was estimated to be the more difficult task.
During training, a classification procedure with feedback was used, as had been
done with the adults. The amount of training, however, differed between adults and
children. Children participated in only three training sessions of about 15 minutes
each, because they were not allowed to leave the classroom too long for testing. As a
result, the children had no fixed training goal of 85% correct responses before
proceeding to the posttest as the adults had.
3.2.1.1
Materials
The materials were the same as those used in the adult experiment from chapter 2
(see section 2.2.1): there was a test continuum from /TIf/ to /sIf/ spoken by one male
speaker and there were five training continua from both male and female speakers,
other than the test speaker.
3.2.1.2
Participants
Three 6-year-old children (two boys, one girl) and two 12-year-old children (a boy
and a girl) from a primary school in Leiden participated. At this school, children
receive 1 to 2 hours of English lessons weekly during the final two years of their
primary education. The 12-year-olds in this study were in their final year of primary
school. The children and their parents were speakers of standard Dutch. Child
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participants had not suffered from ear infections within the 3 months prior to testing,
did not wear ear tubes11, and performed normally in school.
3.2.1.3
Procedure
All experiments were run at the school of the children in a room that was as quiet as
possible. A Toshiba Satellite 1400 153E laptop computer with an ALi Audio Wave
sound card was used both to present the stimuli at random and to register responses.
Stimuli were presented over Beyerdynamic DT 770 closed-ear headphones at a
comfortable listening level. The children were tested individually on five
consecutive days. The pretest was completed on the first day and consisted of two
testing moments: one for the discrimination task and one for the absolute
identification task. Together these tasks lasted approximately 45 minutes. On the
second, third and fourth days training sessions of about 15 minutes were run. On the
fifth day the posttest took place. This test was of the same duration and content as
the pretest. During the different pretest and posttest tasks, breaks were given at
regular intervals, during which the 6-year-old children completed a part of a puzzle.
The 12-year-olds just relaxed for a short time. The following subsections explain the
procedures of the different tests in more detail.
Four interval oddity discrimination
The children were told that they would hear four words in a row that had got mixed
up. Either the second or the third word in the row did not belong there, because it
differed from the other three. The children were asked to indicate whether the
second or third word differed from the others. They responded by pressing one of
two buttons on the computer’s keyboard: the button for ‘2nd different’ was on the left
side of the keyboard and corresponded to an on-screen button with the number “2”,
and the button for ‘3rd different’ was on the right side of the keyboard corresponding
to an on-screen button labelled “3”. Furthermore, coloured stickers showing the
number 2 or 3 were placed right next to the keys. First, the experimenter
demonstrated the game using her own voice. She gave the children a few Dutch
examples with words differing from those in the test set. She said either “pak pak tak
pak” or “pak tak pak pak” and asked the children to identify whether the second or
the third word differed from the other three. These Dutch examples were included to
check whether the children understood the test procedure, which they seemed to do.
The actual task introduction consisted of ten three-step stimulus pairs from the
test continuum. Due to the relatively large step size, it was thought to be easy to
detect the odd stimulus. After the task introduction, the experimenter explained to
the children that the test would be more difficult and that they would have to listen
very carefully. Inter-stimulus intervals were set at 500 ms. A trial started with a 75
ms 440 Hz tone to draw attention to the upcoming stimulus. After 425 ms the stimuli
were presented, followed by an unlimited response time. The two stimulus orders
11
At age 12, it is relatively unusual for children to wear ear tubes, but it may occur. Mainly
children between the ages of 2 and 6 are diagnosed with chronic ear infections that require the
implantation of ear tubes.
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AABA and ABAA were each presented 8 times: 8 repetitions × 7 stimulus pairs × 2
possible orders resulted in 112 trials that were presented in random order. Total
testing duration was 20 to 25 minutes.
Absolute identification
The absolute identification task was explained to the children with the help of a
printout showing the test screen’s layout. The printout showed eight numbered
buttons in a row and two pictures of bear faces, one over the first and one over the
last button12. The bear faces differed only in colour, not in shape, and the bears’
names were the continuum’s endpoints: thif and sif. The children were told that there
were eight buttons and that each button hid a unique word. These words changed in
steps from the name of the first bear (hidden behind button 1) to the name of the
second bear (hidden behind button 8). Next, the stimuli were introduced. The
children were instructed to listen very carefully and to try to remember which button
hid which word. During the introduction one of the eight on-screen buttons became
‘active’ by changing its colour from blue to red. Then, the corresponding stimulus
was presented. After the stimulus sound, this button’s colour turned back to blue
again and the next button would become red. All stimuli were presented five times
in increasing, decreasing and random sequences.
Before being tested, the children were told that all words would be presented
and that all buttons could be used. This was done in order to prevent the children
from preferring the buttons with a corresponding picture. Stimuli were presented 20
times in random order. This resulted in a total of 160 trials. A trial started with a 75
ms 440 Hz tone to draw attention to the upcoming stimulus. After 425 ms a stimulus
was presented and after that response registration was started for an unlimited time.
The children responded by mouse-clicking one of eight on-screen buttons. The test
lasted about 15 minutes.
Classification training
For training, a classification design was used. It was explained to the children that
they would participate in this game three times with the goal of learning the bears’
names. Printouts of the bear faces were used as a reminder. The experimenter
explained that the two bear faces would be shown on screen. During the game, one
of the speakers would say a name and the child would have to indicate which bear
had been mentioned. If the correct bear was chosen, a smiley face would appear as
feedback, but if the incorrect bear was chosen an unhappy looking face would turn
up. The children were encouraged to maximize the number of smiley faces. After
these instructions, the introduction was run, during which each of the speakers
pronounced the bears’ names once while the corresponding button lit up on screen
and subsequently the game was started.
The child responded by pressing one of two keys on the keyboard of the
computer. Immediate feedback was given after each choice. The first two 6-year-old
12

The pictures of the two men wearing headphones that were used for the adults in this task
(see Figure 2.2), were replaced by pictures of bears for the children.
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children received two training sessions of 6 and one of 8 repetitions per stimulus for
each of the speakers13. For them, 2 × 240 + 320 = 800 stimuli were used for training.
The other children (one 6-year-old and two 12-year-olds) received three training
sessions of 7 repetitions per stimulus resulting in a total of 3 × 280 = 840 training
stimuli.

3.2.2

Analysis and results

Per training session, the mean percentages of correct classification responses across
speakers were determined. Discrimination results were expressed in terms of
percentages of correct responses per stimulus pair. For absolute identification, the
mean responses and response variances were computed per stimulus.
3.2.2.1
Training
Table 3.1 shows the mean percentages of correct responses for each of the
participants per training session. The children’s ages (in years;months) are given in
the third column.
Table 3.1: Percent correct responses across training speakers per
classification training for each participant.
Participant
1. FV
2. WK
3. FG
4. NVo
5. NVe

Sex
f
m
m
f
m

Age
6;9
6;8
6;7
12;02
11;11

Training 1
55%
51%
52%
76%
70%

Training 2
53%
50%
59%
75%
67%

Training 3
54%
50%
57%
67%
70%

Across training sessions, the 6-year-olds’ mean percentage of correct responses was
53% and for the 12-year-olds this was 71%. Whereas the 6-year-olds did not classify
the stimuli from the continuum above chance level, the 12-year-olds seemed to
perceive the difference between the two categories. However, the 12-year-olds’
percentages of correct responses did not increase with training.
3.2.2.2
One-step four interval oddity discrimination
The first task in pretest and posttest was one-step 4I-oddity discrimination. The
mean percentages of correct discrimination responses to each of the stimulus pairs
along the /T-s/ continuum are shown in Figure 3.1 for both age groups. Low stimulus
numbers are /T/-like speech sounds and high numbers are /s/-like speech sounds.
Figure 3.1a shows the results of the 6-year-olds and Figure 3.1b those of the 12year-old children.

13

Initially, the number of repetitions per stimulus in a training session was restricted, because
testing with children was expected to be more time consuming. As the children responded fast
enough, the number of repetitions was increased.
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a. Results of the 6-year-old children in pretest and posttest.
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b. Results of the 12-year-old children in pretest and posttest.
Figure 3.1: Four-interval oddity discrimination results along the /TIf–sIf/
continuum for the three 6-year-old (a) and the two 12-year-old (b) children.
A first glance at Figure 3.1 indicates a difference between the two age groups: the 6year-old children show no improvement from pretest to posttest, whereas the 12year-olds’ discrimination scores increase from pretest to posttest, and this
furthermore occurs at the expected stimulus pair. The effect of Age on the
percentages of correct responses was tested for the pretest and the posttest results
separately by means of two-way ANOVA’s with factors Age (6 vs. 12) and Stimulus
Pair (1-2 through 7-8). At both testing moments, a significant effect of Age was
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found, [pretest: F(1,21)=8.4, p=.009, ηp2=.29; posttest: F(1,21)=25.8, p<.001,
ηp2=.55]. In both cases, the 12-year-olds outperformed the 6-year-olds.
Subsequently, the individual listeners’ responses, given in Appendix B, were
examined. Both 12-year-old children showed an increased percentage of correct
responses near the British English phoneme boundary at stimulus pair 3-4. In the
pretest, the 12-year-olds gave 61% correct responses, and in the posttest the
percentage correct was 71%. The posttest results, furthermore, showed a peak of
94% correct at the location of the phoneme boundary (as defined by the native
British English listeners) and, also, stimulus pairs 2-3 and 4-5 were discriminated
somewhat better after training (78% and 75%, respectively).
The 6-year-olds’ individual results were less uniform. The first child showed
some improvement from pretest to posttest at stimulus pair 3-4 and the second child
improved somewhat at stimulus pairs 4-5 and 6-7. Both reached a level of 75%
correct responses at the highest peak. The third 6-year-old, however, had a
completely flat posttest function around 50% correct. The location of the posttest
peak was quite variable as opposed to that of the older children. On average, the 6year-olds reached only 49% correct responses in the pretest and 50% in the posttest.
3.2.2.3
Absolute identification
The mean responses and response variances along the /TIf-sIf/ continuum in absolute
identification are shown in Figure 3.2 and Figure 3.3 for both age groups. Low
stimulus numbers are /T/-like and high stimulus numbers are /s/-like speech sounds.
Just as for the discrimination results, the differences between the 6-year-old
and the 12-year-old participants on these two measures were quite large. The effect
of Age on the mean responses was examined for the pretest and posttest results
separately by means of two-way ANOVA’s with factors Age (6 vs. 12) and Stimulus
(1 through 8). Both testing moments revealed Age × Stimulus interactions, [pretest:
F(7,24)=5.0, p=.001, ηp2=.60; posttest: F(7,24)=37.3, p<.001, ηp2=.92]. The
responses in the absolute identification task varied with the listener’s age.
Furthermore, a main effect of Age [pretest: F(1,24)=4.3, p=.048, ηp2=.15; posttest:
F(1,24)=24.8, p<.001, ηp2=.51], and a main effect of Stimulus were present [pretest:
F(7,24)=4.0, p=.005, ηp2=.54; posttest: F(7,24)=37.6, p<.001, ηp2=.92].
The 6-year-olds’ mean responses did not change with testing moment. Their
responses seemed to be completely random as all eight stimuli received similar
response means halfway along the response set. The 12-year-olds’ responses seemed
to show pretest-posttest differences. The mean pretest responses of the 12-year-olds
ranged from 3.4 for stimulus 2 to 6.7 for stimulus 8. Ideally, listeners would have
responded only ‘1’ to stimulus 1 and ‘2’ to stimulus 2, which would have resulted in
a diagonal response function. The 12-year-olds’ mean posttest responses came closer
to the intended stimuli: these ranged from a mean of 1.8 for stimulus 1 to 7.6 for
stimulus 8.
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a. Results of the 6-year-old children in pretest and posttest.
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b. Results of the 12-year-old children in pretest and posttest.
Figure 3.2: Mean absolute identification responses for both the 6-year-old
(a) and the 12-year-old (b) children.
The differences between the 6-year-old and the 12-year-old listeners were also
reflected in the mean response variances, as shown in Figure 3.3. The effect of Age
was again examined for the pretest and the posttest separately by means of two-way
ANOVA’s with factors Age (6 vs. 12) and Stimulus (1 through 8). The pretest
showed neither an effect of age, nor of stimulus number. Children at both ages were
equally inaccurate before training. The posttest did reveal a large main effect of Age,
F(7,24)=206.1, p<.001, ηp2=.90. The 12-year-olds were much more accurate at

PERCEPTUAL DEVELOPMENT IN CHILDREN

51

placing the stimuli along the continuum than the 6-year-olds, who still seemed to
have no clue as to the order of stimuli within the continuum.
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a. Results of the 6-year-old children in pretest and posttest.
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b. Results of the 12-year-old children in pretest and posttest.
Figure 3.3: Mean variances of the absolute identification responses for both
the 6-year-old (a) and the 12-year-old (b) children.

3.2.3

Discussion and conclusion of pilot 1

The present pilot experiment was designed to determine whether the procedures that
had been developed for testing with 6- and 12-year-old children were suitable. The
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results showed that the procedure indeed seemed fit for the 12-year-olds, but that the
6-year-old children encountered serious difficulty with it.
The 6-year-olds showed no obvious changes between their pretest and posttest
responses in either 4I-oddity discrimination or absolute identification. Responses to
both tasks were near chance level before training and remained at approximately the
same level after training, even though small individual differences were present.
Moreover, during training the 6-year-olds scored around chance level in each of the
sessions, which means that they did not perceive the difference between the bear’s
names, i.e. the difference between /T/ and /s/. This also implies that they did not
learn the nonnative phoneme contrast. On the basis of these data it must be
concluded that the present design is not fit for 6-year-old children.
The 12-year-olds’ responses to the learned non-native phoneme categories
seemed to change from pretest to posttest. Pretest discrimination showed a relatively
flat discrimination function, but after training a discrimination peak was found at
stimulus pair 3-4, where the test speaker’s phoneme boundary lies according to
native listeners of British English. This result is in line with a sharpening of
perceptual sensitivity at the newly learned phoneme boundary, i.e. with learning by
acquired distinctiveness. The discrimination peak was not expected to appear so
strongly in the 4I-oddity discrimination task. According to Gerrits (2001) this
discrimination task is unrelated to classification behaviour, but these pilot results
indicate that this may not always be the case. Interestingly, the peak these two 12year-old listeners showed was much larger than the mean discrimination increase
found for the adults in chapter 2, which suggests that 12-year-old children might be
faster learners than adults. The collection of additional data from 12-year-old
learners in section 3.4 will show whether the pattern obtained in this pilot study is
reliable.
The most crucial task in pretest and posttest is the discrimination task, because
it can reflect how perceptual sensitivity develops. The present discrimination task,
however, was not suitable for 6-year-old participants. In the first place, the
discrimination task may have been too difficult for the children, even though they
did seem to understand it during the task introduction. Secondly, stimulus
differences in the one-step task may have been too small to be reliably detected by
the young children, as has been shown for other acoustic differences (e.g. Elliott et
al., 1989). In section 3.3 it is examined whether the use of larger stimulus
differences in 4I-oddity discrimination or the use of another discrimination task
would make the research design suitable for including 6-year-old children after all.

3.3 Pilot 2: Adjusting the design to include 6-year-old listeners
In pilot 1, the 6-year-old listeners encountered great difficulty with the research
design, which was reflected by performance around chance level on all three tasks.
It is crucial, however, to include at least a discrimination task in the design to study
how perceptual sensitivity develops. The 6-year-olds’ inability to discriminate the
stimulus pairs from the /T-s/ continuum may have had several causes. Two of those
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were explored in this second pilot test with the goal of determining how the research
design could be altered to include 6-year-old participants in the developmental
study.
In the first place, the four-interval oddity discrimination task may have been
too demanding for the children’s processing capacities. In another discrimination
task, AX discrimination, acoustic processing is thought to be relatively easy (Carney,
Widin & Viemeister, 1977), and it has been used with young children before (e.g.
Beving & Eblen, 1973; Bogliotti, 2003; Stockmal, Muljani & Bond, 1994). Beving
and Eblen (1973) showed that the AX discrimination task was relatively difficult for
4-year-old children listening to real word pairs, but 6-year-old children performed
reasonably well. Bogliotti (2003), on the contrary, found that children aged 6 had
great difficulty with two-step stimulus pairs taken from a ten step /to-do/ continuum
in an AX discrimination task. Taken together, these studies suggest that 6-year-old
children may be able to perform the AX discrimination task, but have difficulty
distinguishing word pairs on the basis of small acoustic differences. This leads me to
the second explanation for the findings from pilot 1, i.e. that the one-step stimulus
differences in the four-interval oddity task were acoustically too small, making them
inaudible to the young children. This would explain why children from 6 years on
have been successfully tested with the 4IAX discrimination task (Hoffman et al.,
1985; Kraus et al., 1999), which is relatively similar to 4I-oddity discrimination.
Still, the design used in pilot 1 was too difficult for them.
The question pilot test 2 addressed was whether (i) the use of larger stimulus
differences, or (ii) the use of another discrimination task, i.e. AX discrimination,
would allow the 6-year-old children to perform above chance level. If so, they could
be included in the research design to study perceptual development of nonnative
phoneme contrasts. With respect to the step sizes, it was expected that three-step
stimulus distances would be easier to discriminate than smaller stimulus distances
such as one-step or two-step pairs. With respect to the discrimination task, it may be
the case that AX discrimination gives higher discrimination scores than four-interval
oddity discrimination.

3.3.1

Method

The discrimination task, four-interval oddity or AX discrimination, and the stimulus
distance, two-step or three-step, were varied in this pilot test. Each participant
completed four-interval oddity discrimination at both step sizes, and AX
discrimination at one of the two step sizes: three of the seven listeners performed
two-step AX discrimination, the other four did three-step AX discrimination.
3.3.1.1
Materials
The eight-stimulus /T-s/ continuum from thif to sif spoken by one male speaker was
used. This was the same speaker as in the pretest and posttest from pilot 1.
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3.3.1.2
Participants
At a primary school in Leiden eight 6-year-old children (two boys, six girls) were
selected according to the same guidelines as in pilot 1: no ear infections, no ear
tubes and normal school performance. Their ages varied from 6;7 to 6;9 with a mean
of 6;8. Data from one child were not analysed, since she turned the task into a game
of her own: she kept repeating the stimuli aloud before responding.
3.3.1.3
Procedure
All experiments were run at the school of the children in a room that was as quiet as
possible. The testing equipment was the same as that used during pilot 1 (see section
3.2.1.3). The children were tested individually and completed one test per session,
which lasted for 15 to 25 minutes. Trials were presented in random order and at
regular intervals a short break was given. Test order was counterbalanced across
subjects.
4I-oddity discrimination
The 4I-oddity procedure was the same as described in section 3.2.1.3, apart from the
fact that either two-step or three-step stimulus distances were presented. For twostep discrimination there were 96 trials per test (= 8 repetitions × 6 stimulus pairs ×
2 possible orders). Three-step discrimination consisted of 80 trials (= 8 repetitions ×
5 stimulus pairs × 2 possible orders).
Same-different discrimination
The concepts ‘same’ and ‘different’ were introduced and explained by means of two
pictures that also served as response labels during the task. The first picture showed
two identically shaped and coloured stars (‘same’). On the second picture the stars
were identically shaped, but differently coloured (‘different’). Next, the
experimenter explained to the children that they would hear two words in a row and
that these would be pronounced either exactly the same or somewhat differently. If
they thought that the words were pronounced exactly the same, they were instructed
to press the button corresponding to the picture denoting ‘same’. However, if the
words sounded different, they were instructed to press the button corresponding to
the picture signifying ‘different’. As practice, 16 four-step trials were presented.
During testing, each stimulus pair AB occurred in the orders AB, BA, AA and
BB. Each of these orders was presented eight times. For two-step discrimination this
resulted in 192 trials per test (= 8 repetitions × 6 stimulus pairs × 4 possible orders).
Three-step discrimination consisted of 160 trials (= 8 repetitions × 5 stimulus pairs ×
4 possible orders). ISI’s were set at 500 ms.

3.3.2

Analysis and results

For both discrimination tests, at each of the step sizes, the percentages of correct
responses were determined across stimulus pairs. This was done to determine if the
listeners’ mean percentages of correct responses would reliably exceed chance level.
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3.3.2.1
Four-interval oddity discrimination
The mean percentages of correct responses were compared between the two step
sizes. It was expected that three-step discrimination would on average give higher
percentages of correct responses than two-step differences. A t-test for paired
samples revealed an effect of Step Size, t(6)=-2.56, p=.043, which was in line with
the expectation. The mean percentage of correct responses for two-step four-interval
discrimination was 52% and for the three-step test it was 60%. This implies that in
two-step discrimination the 6-year-olds still had severe difficulty discriminating the
stimulus pairs, because they did not score above chance level. Furthermore, threestep discrimination was still rather difficult, but discrimination was above chance,
t(34)=3.2, p=.003.
A one-way ANOVA with factor Listener was run on each of the step sizes’
results. In two-step discrimination a main effect of Listener was found, F(6,35)=4.6,
p=.001, ηp2=.44, but three-step discrimination revealed no significant effect. Post
hoc analyses on the two-step results showed that one listener outperformed most
others. Her mean percentage of correct responses in two-step discrimination was
76%, whereas the group mean was 52%. Excluding this exceptional listener’s data
from the computation of the mean gave means of 48% correct responses in two-step
discrimination and 58% in the three-step test.
3.3.2.2
AX discrimination
The individual AX discrimination results are shown in Figure 3.4. The mean
percentages of correct responses did not significantly differ between the step sizes.
In two-step AX discrimination the mean percentage of correct responses across
listeners was 54% and in three-step discrimination it was 55%: in neither step-size
did the children score above chance. The listener who performed best in two-step
AX discrimination was the same one who performed well in 4I-oddity
discrimination. Furthermore, one listener performed quite well in three-step AX
discrimination with a mean of 76% correct responses. This listener also did
reasonably well in the three-step 4I-oddity test (68% correct responses).
Nonetheless, the majority of 6-year-old participants did not perform above chance
level in AX discrimination.
The 6-year-olds had a preference for answering ‘same’. In the case of stimulus
pairs that required a SAME-response, the children gave the correct answer in 68% of
the cases for two-step stimulus distances, and in 71% of the cases for three-step
stimulus pairs. If a DIFFERENT-response was required, children gave a correct
response in only 44% (two-step) or 43% (three-step) of the cases. This is probably
due to the fact that they did not detect the differences on many of the AB and BA
trials. During the task introduction, which consisted of eight SAME and eight
DIFFERENT trials, four out of seven children scored 12 or more correct responses
(i.e. 75%) with four-step stimulus differences. Two more children scored just above
chance with nine correct responses. This seems to indicate that the children were
capable of performing the task as long as the difference between stimuli was large
enough.
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Figure 3.4: AX discrimination levels for individual 6-year-old listeners at
either a two-step or a three-step stimulus distance with a reference line at
chance level (i.e. 50% correct).

3.3.3

Discussion of pilot 2

Pilot 1 had shown that 6-year-old Dutch listeners had difficulty discriminating onestep stimulus pairs taken from the British English /T-s/ continuum. The present pilot
investigated whether the use of larger stimulus differences or the use of another
discrimination task could help the 6-year-olds to perform above chance such that
their perceptual development of nonnative phoneme contrasts could be studied. It
was expected that larger stimulus distances would increase the numbers of correct
responses, and that AX discrimination would possibly be easier for 6-year-old
children than 4I-oddity discrimination due to restricted demands on memory.
The results for both discrimination tasks, four-interval discrimination and AX
discrimination, were comparable: 6-year-old Dutch children had difficulty
discriminating stimulus pairs taken from the British English /TIf-sIf/ continuum.
This was even the case at larger step sizes – 6-year-olds’ average scores did not
exceed 60% correct in three-step discrimination – whereas adult listeners reach
almost 90% correct responses in a similar task. There was some improvement as a
function of step-size, but only in 4I-oddity discrimination. Furthermore, AX
discrimination did not give better results with 6-year-olds than the other task.
Mainly the relatively small acoustic differences were thought to be difficult for
the 6-year-old listeners. It has been shown that children have difficulty
discriminating stimulus pairs taken from a native phoneme continuum when the
stimuli lie relatively close together (Bogliotti, 2003) and that they need larger
acoustic differences than adults while processing speech (e.g. Elliott et al., 1986;
Elliott et al., 1989). Additionally, until age 7 the items in children’s lexicons are
mostly dissimilar from each other (Charles-Luce & Luce, 1990; Charles-Luce &
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Luce, 1995), and therefore there is in principle no need to form highly detailed
representations. Furthermore, children seem to become increasingly sensitive to the
phonemic level of processing with age (see Walley, 2005, for a review). If
processing of spoken language in children is less fine-grained than in adults,
discrimination of small spectral changes, as in stimuli taken from a nonnative /T-s/
continuum, must be extremely demanding. To further complicate the task for the
children, the speech materials were taken from a nonnative phoneme continuum, and
presented in nonsense words.
It is difficult to interpret the data from the 6-year-old listeners in terms of the
hypotheses under study. However, it seems highly unlikely that young children learn
to perceive nonnative phoneme contrasts through acquired similarity if they have
such difficulty discriminating stimulus pairs taken from a phoneme continuum.
Moreover, it is questionable whether infants, who are thought to show learning
consistent with acquired similarity (Pisoni, 1991), actually learn at the phonemic
level, instead of at a higher level, such as the syllable (e.g. Bertoncini, BijeljacBabic, Jusczyk, Kennedy & Mehler, 1988; Jusczyk & Derrah, 1987). Jusczyk and
Derrah (1987), for example, used the High-Amplitude Sucking procedure to show
that the sucking rate of infants who had been familiarized on [b]-initial CV syllables
increased with the addition of another syllable beginning with either [b] or [d]. The
infants, however, did not show different increases to the [b]-initial versus [d]-initial
syllables, which seemed to indicate that infants did not represent the familiarisation
materials as [b]-vowel sequences. This was thought to mean that infants did not
process the stimuli at the level of the phoneme. If young infants do not learn at the
phonemic level, perceptual development of speech sounds in children seems more
likely to follow acquired distinctiveness than acquired similarity.

3.3.4

Conclusion of the pilot tests

As was mentioned earlier, it is necessary to obtain reliable discrimination data in
order to determine whether phoneme contrasts are learned through acquired
distinctiveness or acquired similarity. Two pilot experiments have shown that the
initial research design was unfit for 6-year-old participants and that adaptations to it
in terms of larger stimulus differences and/or another discrimination task hardly
changed their performance level. Therefore, the question of how the perception of a
nonnative phoneme contrast develops cannot be answered for 6-year-old children in
the present design. Instead, it was investigated how Dutch 6-year-olds’ perception of
first language phoneme contrasts develops, which will be presented in chapter 6.
The remainder of this chapter presents the perceptual development of British
English /T-s/ in 12-year-old Dutch children only.

3.4 Twelve-year-old Dutch children learning British-English /T-s/
Chapter 2 showed that adults learned the British English phoneme contrast in line
with acquired distinctiveness. In the present chapter, pilot test 1 gave promising
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results for further testing with 12-year-old children (see section 3.2). Therefore, the
main question that was examined in the rest of this chapter is how children aged 12
learn to perceive the British-English phoneme contrast, and whether they learn in the
same way as adults do.
As was already mentioned in the introduction, there is little research on
learning nonnative speech sounds in school-aged children (e.g. Streeter & Landauer,
1976; Williams, 1979). Walley (2005) rightly named the introductory paragraph of
her chapter on speech perception in children ‘the gap’, as there is much research on
infant and adult perception, but relatively little on listeners of an intermediate age.
Moreover, that research has mainly been restricted to native language perception. As
for perception of nonnative speech sounds in children, there are to my knowledge no
studies into how perceptual development of phoneme contrasts takes place in
children as a function of training.
To answer the question of how children learn to perceive a nonnative phoneme
contrast, the pretest-training-posttest design from pilot test 1 was run with 12-yearolds. It was expected that the children would learn through acquired distinctiveness
as the adults did, on the basis of the findings from the pilot test and the two earlier
studies with children mentioned above. Furthermore, as the discrimination peak
appeared very quickly in the pilot learners, it may be the case that 12-year-olds show
a larger change in perceptual sensitivity with training than adults do.

3.4.1

Method

The research method and materials were the same as in the first pilot experiment:
(see section 3.2.1). In chapter 2, the adults had completed both one-step and threestep four-interval discrimination. These two step sizes were included to give both
developmental hypotheses, acquired similarity and acquired distinctiveness, an equal
chance. This was explained in section 2.2.3. In pilot test 1, only one-step stimulus
distances were presented to the children. In this main experiment, a three-step
discrimination test was added for the child participants.
3.4.1.1
Participants
At three primary schools, one in Leiden and two in in a village near Tilburg in the
south of the Netherlands, a total of 22 12-year-old children were tested (10 boys, 12
girls). Their native language and that of their parents was Dutch, they had not
suffered from ear infections within the three months prior to testing, and did not
wear ear tubes14. The two children who had already participated in the pilot test were
included in this group15. The children’s ages varied from 11;6 to 13;6 with a mean of
12;2. Thirteen children participated in the complete experimental procedure. As will
be explained in section 3.4.2 data from only eight trained children could be used in

14

See footnote 11.
The two 12-year-olds who had participated in pilot 1 had not done three-step
discrimination. Their responses on this test were not collected later on, since they were no
longer naïve towards the non-native phoneme continua used in this study.

15
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the analyses. The other children served as a control group and only completed
pretest and posttest.
3.4.1.2
Design
The design was similar to that in the pilot study (see section 3.2). Pretest and
posttest both consisted of the same two experimental tasks: 4I-oddity discrimination
and absolute identification. During training a classification task with feedback was
used.
Four I-oddity discrimination was administered at two different step sizes: onestep and three-step discrimination. One-step discrimination consisted of seven
stimulus pairs (i.e. 1-2, 2-3, …, 7-8) and three-step discrimination of five stimulus
pairs (i.e. 1-4, 2-5, …, 5-8). The three-step test was always run after the one-step
test. The task introduction consisted of eight four-step stimulus pairs from the
continuum that would be used during the pretest and the posttest. Per stimulus pair,
the two different orders, ABAA and AABA, were each presented 8 times. For onestep discrimination this resulted in 8 repetitions × 7 stimulus pairs × 2 orders = 112
trials. Three-step discrimination consisted of 8 repetitions × 5 stimulus pairs × 2
orders = 80 trials.
In absolute identification, each stimulus was repeated 20 times, resulting in 160
trials. This was exactly the same as for the adult participants in chapter 2. The
training sessions each contained 7 repetitions per stimulus, resulting in 7 repetitions
× 5 speakers × 8 stimuli = 280 trials per training session.
3.4.1.3
Procedure
The procedure was largely the same as during the pilot test (see section 3.2.1), apart
from the fact that in pretest and posttest children completed three-step
discrimination as well. The three-step discrimination task lasted about 10 minutes,
and included two breaks at regular intervals. It did not contain any practice trials,
since it was always administered directly after the one-step test. Control children
completed only pretest and posttest, about one week apart, and did not receive any
training.

3.4.2

Analysis and results

Training results were represented as percentages of sif-responses per stimulus for
each of the five speakers and for each of the three training sessions. For the
discrimination tests at one-step and three-step stimulus distances percentages of
correct responses were computed, per stimulus pair and per participant. The threestep results were arcsine transformed (see Studebaker, 1985). For absolute
identification, mean responses and response variances were determined, per stimulus
and per participant.
For several reasons data from a number of participants were excluded from the
analyses. One control listener turned out to have misunderstood the absolute
identification task, and therefore her results were left out of the analysis of that test.
A second listener did not participate in the posttest due to illness. Therefore, her
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pretest and posttest data were excluded. Thirdly, if trained children did not reach
enough correct responses during training, i.e. did not improve during training, their
results were not included in the analyses. This will be explained further in section
3.4.2.1. And fourthly, two listeners, one trained listener and one control listener, did
not score above chance level in the three-step discrimination test at either testing
moment, which was thought to be unusual for children of that age. Therefore, their
results were not considered.
Some of the participants had been recruited in Leiden, in the west of the
Netherlands, and the others came from the south of the Netherlands. In order to
exclude any effects of the region in which they lived, the effect of Region (West vs.
South) on their pretest responses was examined. This revealed no differences, and
consequently allowed grouping the children into trained listeners and controls
irrespective of their place of residence.
3.4.2.1
Classification training with feedback
In contrast with the adults, who received training until they had reached the training
goal of 85% correct responses, the children received only three training sessions of
280 trials each. This amount of training was too little for the children to reach such a
training goal. Data from children who gave less than 60% correct responses
throughout their training sessions, however, were excluded from further analyses.
Three trained listeners scored between 54% and 59% correct on each of the training
sessions. As a result, further analyses were based on data from eight trained 12-yearolds and eight control listeners of the same age.
Table 3.2: Percentages of correct responses across listeners in the first and
the last training session, as well as the absolute difference between those
percentages, given for each training speaker.
Speaker
1
3
4
7
8
Average

First training
64%
81%
65%
75%
75%
72%

Third training
66%
85%
69%
72%
84%
75%

|Difference|
2%
4%
4%
3%
9%
3%

The mean number of correct responses during the first training session was 72%
correct, and the percentage correct at the third training session was 75%. Table 3.2
gives the mean percentages of correct responses per training speaker in the first and
the third training session. A repeated measures analysis with within-subjects factors
Training Number (first vs. third) and Speaker (5 levels) only showed a main effect
of Speaker, F(3.3,16.9)=8.5, p<.001, ηp2=.55. The percentages of correct responses
were higher for some speakers than for others. Despite the tendency for percentages
of correct responses to increase from training 1 to training 3, listeners did not
significantly improve with training.
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3.4.2.2
One-step four-interval oddity discrimination
Figure 3.5 shows the one-step discrimination results. Whereas Figure 3.5a shows
that pretest results were quite similar for the two listener groups, trained listeners
and controls, Figure 3.5b reveals that in the posttest trained listeners’ responses near
the phoneme boundary lay at a somewhat higher level than those of control listeners.
Pretest
100

% correct responses

80
60
40
Trained

20
0
1-2

Control
2-3

3-4

4-5

5-6

6-7

7-8

Stimulus pair

a. Pretest results of one-step 4I-oddity discrimination.
Posttest
100

% correct responses

80
60
40
Trained

20
0
1-2

Control
2-3

3-4

4-5

5-6

6-7

7-8

Stimulus pair

b. Posttest results of one-step 4I-oddity discrimination.
Figure 3.5: Results of one-step four-interval discrimination of the 12-yearold trained and control listeners in pretest (a) and posttest (b).
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The mean percentages of correct responses were examined by means of a repeated
measures ANOVA with within-subjects factors Test (pretest vs. posttest) and
Stimulus Pair (1-2 to 7-8) and between-subjects factor Training (trained vs. control).
It was expected that trained children’s percentages of correct responses near the
newly learned phoneme boundary would significantly increase.
The analysis showed a main effect of Test on the listeners’ responses,
F(1,14)=9.4, p=.008, ηp2=.40. The mean percentage of correct responses in the
posttest, 60%, was higher than in the pretest, 55%. From pretest to posttest, trained
listeners improved from 57% to 63% correct responses. Moreover, Wilcoxon Signed
Ranks tests on each stimulus pair showed that trained listeners significantly
increased in their correct responses to stimulus pair 4-5 from 53% to 69% (p=.034).
Furthermore, their number of correct responses marginally increased, from 56% to
68%, at stimulus pair 3-4 (p=.062), i.e. where the British English phoneme boundary
lies. Control listeners’ percentages of correct responses increased from 54% to 58%
between pretest and posttest, but no significant increases to stimulus pairs near the
phoneme boundary were found. They did show a significant increase at pair 7-8
(p=.041). The repeated measures analysis showed no effect of Training or Test ×
Training interaction, meaning that the differences between trained listeners and
controls were overall not very large.
The results from the pretest and posttest were each compared between the
listener groups in two-way ANOVAs with factors Training (trained vs. control) and
Stimulus Pair (1-2 to 7-8). In the posttest, trained listeners performed significantly
better than control listeners [F(1,98)=5.7, p=.018, ηp2=.06], whereas no pretest
difference between the listener groups was found. This suggests that listeners who
had received training became better at discriminating stimulus pairs along the newly
learned phoneme continuum, which was consistent with expectations.
3.4.2.3
Three-step four-interval oddity discrimination
Figure 3.6 shows the three-step 4I-oddity discrimination results. It was expected that
the trained listeners’ percentages of correct responses would increase with training,
which would be consistent with learning through acquired distinctiveness.
A repeated measures ANOVA with within-subjects factors Test (pretest vs.
posttest) and Stimulus Pair (1-4 to 5-8) and between-subjects factor Training (trained
vs. control) was run to examine effects of learning16. The repeated measures analysis
on the three-step discrimination results showed a marginally significant Test ×
Training interaction, F(1,12)=4.5, p=.055, ηp2=.27, and a marginally significant
effect of Training, F(1,12)=4.4, p=.057, ηp2=.27. The interaction indicates that
trained listeners’ percentages of correct responses increased more from pretest to
posttest than those of control listeners did, as Figure 3.6 shows. In addition, trained
listeners on average seemed to give more correct responses than untrained listeners
did. Trained listeners gave 83% correct responses in the pretest and that number
increased to 91% correct in the posttest. Control listeners, on the other hand, showed

16

For the analyses of this particular task data from only six trained listeners were available.

PERCEPTUAL DEVELOPMENT IN CHILDREN

63

a small decrease in their numbers of correct responses from 76% in the pretest to
73% in the posttest.
Pretest
100

% correct responses

80
60
40
Trained

20
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1-4
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4-7

5-8

Stimulus pair

a. Pretest results of three-step 4I-oddity discrimination.
Posttest
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% correct responses

80
60
40
Trained
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1-4
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2-5

3-6

4-7

5-8

Stimulus pair

b. Posttest results of three-step 4I-oddity discrimination.
Figure 3.6: Results of three-step four-interval discrimination for both the
trained and the control listeners in pretest (a) and posttest (b).
Trained listeners gave more correct responses than control listeners did in both
pretest and posttest, but was this difference also significant at both moments of
testing? Examination of group differences within the pretest or the posttest in twoway ANOVAs with factors Training (trained vs. control) and Stimulus Pair (1-4 to 58), revealed that for the posttest results, the effect of Training on the mean
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percentages of correct responses was significant, F(1,60)=25.5, p<.001, ηp2=.30. In
the posttest trained 12-year-old listeners indeed gave more correct responses than the
control listeners. The difference between the listener groups’ pretest scores was
marginal, F(1,60)=3.9, p=.054, ηp2=.06. The fact that neither testing moment
showed an effect of Stimulus Pair indicated that discrimination of three-step
stimulus pairs was high overall, without a preference for stimulus pairs straddling
the phoneme boundary.
Discrimination of three-step stimulus pairs improved in those listeners who had
received training. In the posttest, they gave 18% more correct responses on average
than control listeners. This firstly demonstrates that learners showed acquired
distinctiveness along the entire continuum, which was, however, not restricted to the
boundary region. Secondly, it conflicts with learning through acquired similarity. For
that to be the case, discrimination levels within the newly learned phoneme classes
should have decreased.
3.4.2.4
Absolute identification
The absolute identification task was included to reflect the participants’ control over
the newly learned phoneme continuum. It was expected that, with training, listeners
would become more accurate at placing the stimuli correctly along the continuum.
This would be reflected in the posttest both by response means lying closer to the
intended stimulus numbers, and by smaller response variances, in comparison with
the pretest. The mean response to each stimulus is shown in Figure 3.7 for the
trained listeners and the controls.
A repeated measures ANOVA with Test (pretest vs. posttest) and Stimulus (1 to
8) as within-subject factors and Training (trained vs. control) as between-subjects
factor was run for both the mean responses and the response variances per stimulus.
The repeated measures analysis showed a Test × Stimulus interaction
[F(3.6,46.6)=4.7, p=.004, ηp2=.26], as well as main effects of Test and Stimulus
[F(1,13)=5.9, p=.031, ηp2=.31, and F(1.5,19.3)=39.1, p<.001, ηp2=.75, respectively].
Apparently, participants gave different means to different stimuli, and these
responses changed with the moment of testing as well. The largest differences were
found at the /θ/-end of the continuum, which was confirmed by the Test × Stimulus
interaction.
Furthermore, there was an effect of Training, F(1,13)=5.2, p=.039, ηp2=.29.
Even though both groups became more accurate at the /θ/-end of the continuum, as a
comparison of Figure 3.7a and Figure 3.7b shows by a trend towards lower mean
responses for low stimulus numbers, this effect was larger for the trained listeners
than for the control listeners. This was confirmed by Wilcoxon Signed Ranks tests
on each stimulus separately. The trained listeners’ mean response decreased
significantly to stimulus 2 (from 3.5 to 2.7) and to stimulus 3 (from 4.5 to 3.2). For
controls, only the response to stimulus 4 changed significantly (from 4.6 to 3.9).
The mean response variances in absolute identification were expected to
decrease with training. This hypothesis was tested by subjecting the mean stimulus
variances to a repeated measures analysis with Test (pretest vs. posttest) and
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Stimulus (1 through 8) as within-subject factors and Training (trained vs. control) as
between-subjects factor.
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a. Pretest results of mean responses in absolute identification.
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b. Posttest results of mean responses in absolute identification.
Figure 3.7: Mean responses in absolute identification for trained listeners
and control listeners in pretest (a) and posttest (b).
This analysis only showed a main effect of Test, F(1,13)=5.5, p=.035, ηp2=.30. On
average, listeners’ variances were smaller in the posttest than in the pretest. This was
in principle in line with the expectations, but the absence of a Test × Training
interaction showed that the trained listeners did not become obviously more accurate
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than the controls. Trained listeners’ mean variances did decrease more than those of
control listeners, but this difference was not significant (trained listeners: 3.7 to 2.2,
control listeners: 3.2 to 2.8).
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a. Pretest results of mean variances in absolute identification.
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b. Pretest results of mean variances in absolute identification.
Figure 3.8: Mean variances in absolute identification for trained listeners and
control listeners in pretest (a) and posttest (b).
The response variances of both the trained listeners and the controls are shown in
Figure 3.8. It is obvious that the pretest-posttest difference for trained listeners,
indicated by the solid lines, is larger than for the controls: in the pretest, the trained
listeners’ variance function on average lies higher than that of the controls, whereas
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this is the other way around in the posttest. The pretest and posttest variances were
each compared between the listener groups in two-way ANOVAs with factors
Training (trained vs. control) and Stimulus (1 through 8). The analysis on the pretest
results revealed no effects, but in the posttest, trained listeners’ variances were
significantly smaller than those of the controls, F(1,104)=13.4, p<.001, ηp2=.11.
In sum, although both listener groups showed some progress from pretest to
posttest in the sense that their responses became more accurate, this effect was larger
for the trained listeners than for the controls.

3.4.3

Discussion

The main goal of this experiment was to examine the perceptual development of the
British-English /T-s/ contrast in 12-year-old children. In pilot test 1, two 12-year-old
participants had behaved exactly as expected in the case of development through
acquired distinctiveness. The impression those results left was that children at that
age might be faster learners as they readily adapted to the new language information.
The present section, however, showed that when a larger group of 12-year old
listeners was tested, the effect became smaller. As a result, the hypothesis that these
young learners more easily change their perception of a nonnative contrast than
adults found no support. Still, results were compatible with learning through
acquired distinctiveness, which was furthermore in keeping with research on
nonnative VOT contrasts with children (Streeter & Landauer, 1976; Williams,
1979).
The duration of phoneme training was short in comparison with most adult
training studies (e.g. Flege, 1989; Jamieson & Morosan, 1986; Lively, Logan &
Pisoni, 1993). Moreover, and more importantly, training duration was not long
enough for these 12-year-olds to reach the training goal that was set for the adult
participants in chapter 2. Still, the amount of training that adults received was not
restricted to the amount available to children. In chapter 1 it was already explained
that it was more important to answer the question of how perception develops, than
to compare levels of performance across age groups directly. Adults were trained to
a pre-set performance level in order to guarantee a certain amount of learning, and to
induce changes in perceptual sensitivity. In children, however, the amount of
exposure was restricted. This led to the exclusion of those children whose responses
were relatively inconsistent. In addition to the difference in training duration, a
different discrimination task was used for the children than for the adults. The 4Ioddity task was preferred because it is much less time-consuming than 4IAX
discrimination, while the tasks are fairly comparable in other respects. Therefore, the
main research question, i.e. how perceptual sensitivity develops with learning, could
be studied in both age groups.
Training time was relatively short and this led to the exclusion of some
participants’ data. Practical restrictions had made it impossible to increase the
number of training sessions. Despite the short training duration and the relatively
small number of participants, differences between trained listeners and controls were
clearly present. The 12-year-old children who were trained on phoneme continua
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from five different speakers demonstrated a change in their perception of the British
English speech sounds. In contrast with the control listeners, the trained listeners’
one-step discrimination of stimulus pairs near the newly acquired phoneme
boundary improved. As a result, listeners who had received training outperformed
the control listeners in the posttest. This was also the case for three-step
discrimination, but the effect was not restricted to the phoneme boundary region. In
addition, the largest pretest-posttest differences in the absolute identification task
were found for the trained listeners. Especially at the /T/-end of the continuum, they
became more successful at identifying the stimuli. Across tasks, some small
pretest/posttest changes were found for the control listeners, but these were most
likely due to task repetition.
How does child learning relate to adult learning? There are two factors
complicating a direct comparison between the groups of listeners: (i) the training
time for children was restricted, and (ii), the discrimination tasks differed between
listener groups in order to restrict the amount of testing time with children.
Nevertheless, mainly qualitatively, the similarities and differences in perceptual
development between children, studied in the present chapter, and adults, examined
in chapter 2 will be discussed.
Overall, response patterns found with child participants were remarkably
similar to those obtained with adults. In the first place, the children’s developmental
trends in absolute identification, which could be directly compared to those of the
adults, were fairly similar to them. Both groups of learners had more accurate mean
responses after training, mainly at the /T/-end of the continuum, and their response
variances decreased. Secondly, small increases in discrimination scores near the
learned nonnative phoneme boundary were found for both the children and the
adults. This relatively small effect was the most direct support in favour of the
learning hypothesis of acquired distinctiveness. Although these developmental
patterns were highly comparable between adults and children, the absolute levels of
performance differed between the listener groups. In the absolute identification task,
for instance, adults’ pretest response variances were lower than 2 whereas children’s
pretest variances lay over 3. Before any training was given, adults were already
more accurate. This observation is corroborated by the finding that adults’ mean
responses in the same task were already closer to the corresponding stimuli in the
pretest. This difference in performance may be due to attentional factors differing
between the listener groups, or to the fact that the adults have received more
education in and exposure to the English language. Further research is required to
determine the cause of the adult-child differences. Still, the similarities between the
results of the adults and the children were larger than the differences.
In the discussion following pilot test 1, presented in section 3.2.3, I remarked
that the two pilot listeners’ discrimination responses, which reflected the presence of
a newly learned phoneme boundary, contradicted Gerrits (2001)’s claim about that
discrimination task. She concluded that a listener used auditory rather than
phonemic processing in the 4I-oddity discrimination task. Now that more children
have been tested on this task, the influence of phonemic knowledge on 4I-oddity
results is less explicit. The moderate increases in discrimination scores in the one-
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step task, however, did correspond to the region in which the phoneme boundary is
located. Therefore, it still seems probable that listeners also use phonemic
processing in 4I-oddity discrimination.

3.5 General conclusion
In this chapter we set out to study the perceptual development of Dutch children
aged 6 and 12, learning a British English contrast of voiceless fricatives /T-s/. The
pilot tests (sections 3.2 and 3.3) showed that the experimental setup was not suitable
for 6-year-old children: they had severe difficulty responding above chance level,
even at stimulus distances that received around 75% correct responses from 12-yearold listeners and almost 90% correct responses from adults (in a comparable
discrimination task). The 12-year-old children learned the nonnative phoneme
contrast in a way similar to the adults. Put otherwise, 12-year-old listeners’
perception of the nonnative phoneme continuum seemed to develop through
acquired distinctiveness.
An increase in perceptual sensitivity near the newly learned phoneme boundary
was present, but relatively small, as had also been observed for the adult learners in
chapter 2. Two explanations for this effect were put forward in the discussion of that
chapter. The first was that the discrimination task did not sufficiently reflect
phonemic processing. In the present chapter, where 4I-oddity discrimination instead
of 4IAX discrimination was used, that option remained equally plausible. The two
pilot listeners’ results were interpreted as reflecting phonemic processing, but this
response pattern was not so clearly maintained over more listeners: auditory
processing also seemed to play a role. The second explanation for the absence of a
native-like peak in perceptual sensitivity near the phoneme boundary was that
changes in sensitivity as a result of phoneme training were actually small. This is
also a likely explanation for the present training study with 12-year-old listeners,
since their training times were shorter than for the adults. This may certainly have
restricted the amount of learning, and therefore the amount of change in perceptual
sensitivity.
The next chapter tries to disentangle these two explanations for the relatively
small increases in perceptual sensitivity found in the previous and the present
chapter. Furthermore, in order to test whether the pattern of learning through
acquired distinctiveness that emerged from these chapters also holds for another
nonnative phoneme contrast and across the same age groups, a new set of testing
materials was used.
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4 Perceptual development of Finnish /t-t…/ in Dutch
adults and 12-year-old children

4.1

Introduction

The previous chapters showed that both adults’ and 12-year-old children’s
perception of the British English /T-s/ contrast developed in accordance with
acquired distinctiveness: their perceptual sensitivity along the nonnative continuum
showed an increase in the region of the newly learned phoneme boundary. The size
of this increase, however, was smaller than would be expected for native listeners.
The first goal of this chapter is to explore why the increase remained relatively
small. The second goal is to evaluate the main research questions, introduced in
chapter 1, with respect to the learning of another nonnative phoneme contrast. These
goals were pursued by running pretest-training-posttest experiments in which Dutch
12-year-old and adult listeners learned the Finnish length contrast /t-t…/.
In section 4.1.1 the difference between the status of segment duration in Dutch
and in Finnish is explained, followed by the specific research questions this chapter
deals with in section 4.1.2.

4.1.1

The role of segment duration in Dutch and in Finnish

In some languages, called quantity languages, segment length is phonologically
contrastive, and is mainly cued by duration. Throughout the world’s languages,
vowel length contrasts are found more often than consonant length contrasts (Laver,
1994). Languages that use vowel length contrastively are, for example, Hawaiian,
Arabic and Danish. Consonant length contrasts appear, for instance, in Italian, and
languages such as Finnish or Japanese use contrastive length in both vowels and
consonants. The following subsections will introduce the role of segment duration in
Dutch, which is not a quantity language, and in Finnish, which ís.
4.1.1.1
Segment duration in Dutch
Dutch is not a quantity language, but it does have segments that contrast in length.
There are short-long vowel pairs that are, however, also cued by spectral differences
between the vowels. The short-long vowel pairs are illustrated in example 4.1; the
spectral differences between the vowels are reflected by the different IPA symbols
used in each short-long pair. There are four short-long pairs among a total of 16
vowels in Dutch (Booij, 1995). The long vowels are 1.5-2 times as long in duration
as the short ones (Rietveld, Kerkhoff & Gussenhoven, 2004; Rietveld & van
Heuven, 1997). Average duration is around 100 ms for short vowels and between
150 and 200 ms for long vowels.
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(4.1)

a. tak – taak
b. bit – beet
c. buk – beuk
d. bot – boot

/tAk-ta…k/
/bIt-be…t/
/b{k-bP…k/
/bOt-bo…t/

‘branch-task’
‘bit-bite’
‘bend1sing-beech tree’
‘bone-boat’

In vowel perception, listeners normally use both spectral and durational information
to identify the vowel in tak or taak (as in 4.1a) as either /A/ or /a…/ (Nooteboom &
Cohen, 1995; van Heuven, van Houten & de Vries, 1986). According to Van
Heuven et al. (1986), Dutch listeners seem to weigh spectral information somewhat
more heavily than durational information, but they can perceive the difference on
the basis of duration alone (Nooteboom & Doodeman, 1980; Nooteboom & Cohen,
1995).
With respect to consonants, Dutch has no short-long contrasts. Consonant
duration may, however, be influenced by neighboring speech sounds. Firstly,
consonant duration can be influenced by the length of a preceding vowel (e.g.
Nooteboom, 1972). The most extreme example of this progressive assimilation
process comes from Nooteboom and Cohen (1995, p.128). The measured duration of
[t] in matte, /mAt´/ (= ‘dull’), was 156 ms, and the duration of [t] in mate, /ma…t´/ (=
‘degree’), was 91 ms. The authors concluded that in Dutch a consonant following a
long vowel has a shorter duration than a consonant following a short one. This
effect, but much smaller, was also reported in Nooteboom (1972: 10 ms), Van
Heuven (1992: 5 ms) and Waals (1999: 8-21 ms). On the other hand, several other
studies failed to find a difference in consonant duration as a function of preceding
vowel length for similar Dutch sequences (Jongman & Sereno, 1991; Jongman,
1998; Kuijpers, 1993). Jongman (1998) found that the duration of the vowel in
CV(…)C and CV(…)C´n words did not influence the duration of the following
consonant. In the latter word type, CV(…)C´n words, /´n/ however, was significantly
longer after short vowels than after long ones. Moreover, in CV(…)CC´n words, the
duration of the consonant directly following the vowel, i.e. the coda of the first
syllable, was influenced by the length of the preceding vowel. A 12 ms difference
was found between consonants following either a short or a long vowel.
In sum, small differences in consonant duration compensating for the length of
preceding vowels have been reported for Dutch. In most cases, however, this
difference was in the range of only 5-12 ms. Consonant duration in Dutch can also
be influenced by surrounding consonants (Nooteboom & Cohen, 1995): the more
complex the onset or coda, the shorter the duration of the consonants constituting it.
For example, the initial /s/ phonemes in the Dutch words sop-stop-strop (‘suds-stopnoose’) decrease in duration with increasing onset complexity, since the speaker
adheres to the isochrony principle (Rietveld & van Heuven, 1997) while
pronouncing single-syllable words. A third factor that influences consonant duration
in Dutch, is orthography (Warner, Jongman, Sereno & Kemps, 2004). Dutch has
alternations between forms of the same verb that contain, orthographically, VC in
the infinitive, but VVCC in the past tense plural, such as in baten-baatten and
baden-baadden. Both word pairs consist of the same sequence of phonemes, /bat´n/
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and /bad´n/, respectively. Consonant duration in VVCC written forms, however,
was 3.4 ms longer than in VC forms.
Even though Dutch employs some durational differences on the segmental
level, it does not use segment length contrastively in the way quantity languages do.
With respect to vowels, a durational difference between classes of short and long
vowels occurs in stressed positions. In perception, this difference is relevant and can
even be used to separate the classes. As for consonants, duration may vary as a
function of context. For speech perception, however, these possible differences are
not relevant, since they are too small17. The just noticeable difference in duration for
speech sounds lies between 10 and 40 ms (Lehiste, 1970), which is generally longer
than the differences measured in the studies mentioned earlier. Accordingly, it is
expected that Dutch listeners have difficulty dealing with minimal pairs of words
differing in consonant duration alone, at least in comparison with Italian, Japanese
or Finnish listeners, whose native languages use consonant length contrastively.
4.1.1.2
Segment duration in Finnish
In the Finnish language, consonants and vowels may occur either in singleton or in
geminate form, thereby signalling different word meanings. A well-known example
of a vowel length difference is the word pair tuli-tuuli (/tuli-tu…li/) meaning ‘firewind’, and an example of contrasting consonant length is lika-likka (/likA-lik…A/)
meaning ‘dirt-girl’. These examples make clear that incorrect production and/or
perception of such length-based differences may seriously affect meaning.
Finnish has eight vowel sounds18, which can all occur as singletons and
geminates (Lehtonen, 1970). The mean duration ratio between singleton and
geminate vowels, measured in carrier sentences, is about 1:2.2 according to
Lehtonen (1970), and 1:2.3 according to Wiik (1965: cited by Isei-Jaakkola, 2004).
Furthermore, Finnish has a total of 17 consonant sounds19. Eleven of them occur
both as singletons and geminates (see Isei-Jaakkola, 2004), and their mean
durational ratio is 1:2.11 (Lehtonen, 1970). For example, in Lehtonen (1970)’s
measurements /t/ had an average duration of 99 ms, whereas /t…/’s duration was 197
ms, which is almost twice as long.
As was shown in the previous section, Dutch has no singleton-geminate
consonant pairs. In Finnish, however, segment length is the primary cue in those
word pairs, although other acoustic differences may contribute in perception (O'Dell,
1999).

4.1.2

Learning a nonnative geminate contrast

Chapters 2 and 3 showed that perceptual learning of a nonnative phoneme contrast
was mainly in accordance with acquired distinctiveness for both adults and 12-year17
An interesting question is whether geminates may occur in Dutch across word or morpheme
boundaries (van Heuven, p.c.). For English, this has been proposed by Ladefoged (1993, 250251): /waIt taI/ vs. /waIt aI/ (white tie vs. white eye).
18
The Finnish vowel sounds are: /i, y, e, P, œ, A, o, u/.
19
The Finnish consonant sounds are: /p, t, k, b, d, g, f, s, S, m, n, N, √, j, h, l, r/.
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old children. Near the newly learned phoneme boundary, however, the increase in
perceptual sensitivity remained small, and did not become the expected native-like
peak. Therefore, the first main question addressed in this chapter is: Why did the
change in perceptual sensitivity remain small after a nonnative phoneme contrast
had been learned? Two answers to this question were advanced. Firstly, increases in
perceptual sensitivity around the phoneme boundary may have remained small,
because the discrimination tasks used in chapters 2 and 3 did not tap into phonemic
processing. The second explanation was that increases in perceptual sensitivity
around the phoneme boundary were not found, because perceptual sensitivity
changed only minimally with learning of the nonnative phoneme contrast. These
possibilities will be explored by changing the discrimination task from 4IAX or 4Ioddity discrimination (used in chapters 2 and 3) to 2IFC discrimination (e.g.
Macmillan, Kaplan & Creelman, 1977), which is known to reflect phonemic
processing (e.g. Gerrits & Schouten, 2004). If this change of task reveals a
discrimination peak after training, this will be evidence for the first explanation, i.e.
the discrimination task prevented the peak from showing. However, if no
discrimination peak is found after training, the second explanation finds support, i.e.
perceptual sensitivity changed only minimally with learning.
The second goal of this chapter is to provide additional data for evaluating the
main research questions: (i) does perceptual development of nonnative phoneme
contrasts follow acquired distinctiveness or acquired similarity, and (ii) is perceptual
development dependent on the learner’s age? Learners of both age groups were
expected to again learn through acquired distinctiveness, as the previous chapters
showed. Earlier studies also supported this view (e.g. Jamieson & Morosan, 1986).
The research questions were addressed in two phoneme training studies, one
with Dutch adults, presented in section 4.3, and one with Dutch 12-year-old children
presented in section 4.4. Before that, a pilot study was run to put the new
experimental design to the test. This pilot is discussed in the next section.

4.2

Pilot experiment: cross-language perception of Finnish /t-t…/

The research design used in the present chapter was adapted from that of the
previous two chapters by (i) changing the discrimination task, and by (ii) including a
task that would show whether transfer occurred from the training speakers to the test
speaker. In this pilot, the perception of a Finnish /t-t…/ contrast was compared
between Dutch and Finnish listeners.
The first goal was to determine whether the Finnish listeners’ perception would
agree with the expectations on native speech perception. Native listeners are thought
to have less difficulty discriminating stimuli that are taken from either side of the
phoneme boundary as opposed to stimuli taken from the same phoneme category
(Liberman, Harris, Hoffman & Griffith, 1957). As Finnish listeners have two
phoneme categories, one for /t/ and one for /t…/, they are expected to show a peak in
discrimination that corresponds with their boundary in classification. The Dutch
listeners, however, have no phonemic representations for /t/ versus /t…/, and are
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therefore not expected to show such a peak. The second goal of this pilot was to
determine whether Dutch and Finnish listeners’ perception of the contrast differed
substantially. If the average discrimination results of the Dutch listeners are
generally higher, this suggests learning by acquired similarity. Alternatively, and
more probably, if the Dutch’ discrimination results are lower, this supports learning
through acquired distinctiveness.

4.2.1

Method

Dutch and Finnish listeners were subjected to the new pretest/posttest design. The
method was adapted from the earlier experiments in two respects. Firstly, the
discrimination tasks that were used in the previous chapters, 4IAX and 4I-oddity
discrimination, were replaced by a discrimination task that more closely reflects
phonemic labelling: 2IFC discrimination (Gerrits & Schouten, 2004). Secondly, the
exact location of the perceived phoneme boundary for the test speaker could not be
determined from the absolute identification task that was used earlier. Therefore,
absolute identification was replaced by classification of the test continuum in order
to determine where listeners put the phoneme boundary, and thus to check for
transfer.
A further advantage of both these tasks as opposed to their predecessors was a
reduction in testing duration. In chapter 2, the pretest might have been a training
session in itself due to its 1.5 hour length, which could have helped control listeners
in particular. The total duration of the current tests, classification and 2IFC
discrimination, including instructions and breaks, was only about 30 minutes. This
reduction in test duration should minimize pretest learning by the control group.
4.2.1.1
Materials
As in the training experiment from chapter 2, there was one test speaker and there
were five training speakers. This section presents the collection of the Finnish
material that was used in the present chapter. Only part of this material was used in
this pilot test.
Recordings
A pair of Finnish pseudowords ata-atta (/AtA-At…A/) was recorded, spoken by eight
native speakers of Finnish, three males and five females. Their ages varied from 20
to 56 years. Speech from three speakers was recorded in a sound-treated booth at the
Utrecht institute of Linguistics OTS. This was done on DAT tape with a sample
frequency of 48 kHz. An Audio-technica AT841a microphone was used. The signal
was high-pass filtered at 75 Hz. The recordings were transferred onto a Unix
computer and downsampled from 48 kHz to 22.05 kHz. The other five speakers
participated in a recording session in a silent room at a primary school that they
were visiting as part of an exchange program. These recordings were made directly
onto a Toshiba Satellite 1400 153E laptop computer with an ALi Audio Wave sound
card using a Trust pc microphone. The ata-atta pairs from all speakers were
extracted from the recordings and saved as separate sound files.
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Before the recordings were manipulated into continua, the effects of word
form, /AtA/ vs. /At…A/, on the duration of the individual segments and on the vowels’
formant frequencies were examined. Firstly, the durations of the segments in each
/V1C(…)V2/ file, as well as the vowels’ first and second formants, were measured.
The exact measurements are listed in Appendices C.1 and C.2. Next, duration
measurements were subjected to paired-samples t-tests per position in the syllable.
These analyses showed, as expected, that the duration of /t…/ (mean = 330 ms, s = 73
ms) was longer than that of /t/ (mean = 123 ms, s = 11 ms), t(7)=-8.9, p<.001.
Comparisons of vowel durations revealed that the duration of /V2/ in atta was
significantly shorter than the duration of /V2/ in ata, t(7)=4.0, p=.005. The second
vowel in atta had a mean duration of 100 ms (s = 24 ms), while the mean duration of
the corresponding vowel in ata was 140 ms (s = 38 ms). This means that the
duration of the vowel following the target consonant varied with consonant length.
A similar effect was obtained by Lehtonen (1970, p.111) in a case of CVCVCVCCV minimal pairs: “after the geminate consonant the single vowel of the
second syllable is in duration on average only half the duration of the vowel which
comes after the single consonant”. In our data this assimilation effect was not as
strong as that mentioned by Lehtonen. Before manipulation of the stop closure
durations into continua, however, the difference in vowel duration as a function of
consonant length had to be neutralized to eliminate it as perceptual cue. The first and
second formants of the vowels were subjected to paired-samples t-tests, but no
significant differences were found, which means that the vowels’ formants did not
vary as a function of consonant length.
Making of the stimulus continua
Stimulus continua were made by progressively shortening the closure duration of the
stop consonant in /At…A/. This was done after the final vowel in that word had been
given a duration halfway between the final vowel in /AtA/ and that in /At…A/. This, in
turn, was accomplished by cutting entire periods from the final vowel in /At…A/ or
adding entire periods taken from that vowel. Adding or removing entire periods
could not result in an intermediate vowel with a duration that was exactly the mean
duration between the two originals. The intermediate durations of these vowels and
the means between the original vowels’ durations are given in Appendix C.3.
In equal steps, stop closure duration of /t…/ was linearly shortened to that of /t/.
The size of the durational steps differed per speaker. Figure 4.1 exemplifies the first,
middle and last steps from one of the 7-stimulus continua. Eight /AtA-At…A/ continua
from different speakers were obtained, each consisting of seven stimuli.
Finding the phoneme boundaries
In order to determine the location of the phoneme boundary in each of the phoneme
continua, a classification experiment with native listeners of Finnish was run.
Knowing which stimulus belongs to which phoneme category is necessary (i) to
make comparisons between native and nonnative perception of the continua in the
following perception experiments, and (ii) to give feedback to learners during
training.

77

PERCEPTUAL DEVELOPMENT OF FINNISH /t-t…/

A

t

A

A

[t]

A

A

t:

A

Figure 4.1: Oscillograms of the first, middle and last steps (1, 4 and 7) taken
from one of the ata-atta continua.
Nine female native speakers of Finnish living in the Netherlands participated. Their
ages varied from 24 to 54 years with a mean age of 38. All participants were born in
Finland and had grown up there. Their length of stay in the Netherlands varied from
6 months to 30 years. They all regularly used the Finnish language, for example
during phone conversations or reading. Participants were either tested at their homes
or in the experimenter’s office under quiet circumstances. They received written
instructions. The Finnish natives participated in a classification experiment in which
they responded whether a stimulus sounded as ata or as atta. Each stimulus was
presented 10 times. One listener classified seven phoneme continua out of eight,
since she had also participated in the recording session and did not classify her own
speech. The other listeners classified the eight phoneme continua from all speakers.
The listeners’ responses were represented in percentages of /t…/ responses per
stimulus. Responses were transformed to z-scores that were submitted to a Linear
Regression analysis per listener with z-scores as dependent variable and stimulus as
independent variable. The phoneme boundary was fixed at z=0, the 50% point, for
each listener. Phoneme boundary widths were determined per listener by subtracting
the stimulus value corresponding to the 25% point (z=-.674) from that
corresponding to the 75% point (z=.674). The phoneme boundary and corresponding
boundary width for each of the speakers are given in Table 4.1. Furthermore, the
relative boundary width is given, which was obtained by dividing the width of the
boundary by the duration range of the entire continuum.
The mean classification function per speaker is given in Appendix C.5. Larger
relative boundary widths indicate that it was more difficult for listeners to
consistently classify the speaker’s continuum. Since six speakers were needed to set
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up further training experiments, the phoneme continua from the two speakers that
were most difficult for our listeners, namely those of speakers 5 (18%) and 8 (19%),
were not used any further.
Table 4.1: Mean phoneme boundary and its corresponding width, both as an
absolute and as a relative value, per speaker.
Speaker
number
1
2
3
4
5
6
7
8

Sex
m
m
f
m
f
f
f
f

Phoneme
boundary
209 ms
186 ms
225 ms
226 ms
170 ms
199 ms
179 ms
191 ms

Boundary
width (abs.)
27 ms
30 ms
55 ms
47 ms
21 ms
36 ms
26 ms
45 ms

Boundary
width (rel.)
15%
17%
17%
17%
18%
17%
15%
19%

One speaker’s continuum was selected as the test continuum. This speaker was a 24year-old female. The others were assigned as training speakers. In the present pilot
test only the test speaker’s continuum was used.
4.2.1.2
Participants of the pilot test
Six Dutch and six Finnish20 listeners participated in the pilot test. The Dutch were
students (1 male, 5 females) from Utrecht University with a mean age of 23 years
ranging from 19 to 26. The Finnish listeners were all living in the Netherlands at the
time of testing (6 females). Their mean age was 42 years, ranging from 29 to 54. All
participants reported normal hearing when asked.
4.2.1.3
Design
Listeners completed classification of the ata-atta continuum, followed by 2IFC
discrimination at one- and two-step stimulus distances, which were combined in a
single test. As in the previous chapter, the two step sizes were used to give both
hypotheses, acquired distinctiveness and acquired similarity, a chance. If
discrimination performance improves as a function of training, this will show mainly
in one-step discrimination by an increase in the percentage of correct responses. If
discrimination performance falls as a result of training, this will mainly show in the
reduced percentages of correct responses to two-step differences after training.
In 2IFC discrimination, participants respond by giving the order of two stimuli,
so either AB or BA (Macmillan et al., 1977; Macmillan, Goldberg & Braida, 1988).
It has been found that listeners make use of phoneme labels while performing this
task (Gerrits, 2001; van Hessen & Schouten, 1992), and that they do so to a higher
20

Five of the 6 Finnish participants had also participated in the classification test described in
section 4.2.1.1.
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degree than in the discrimination tasks used in chapters 2 and 3, 4IAX and 4I-oddity
discrimination (Gerrits, 2001, p. 48).
4.2.1.4
Procedure
The listening tests were run in a quiet room at the Utrecht institute of Linguistics or
at the participants’ home or work. A laptop computer with an ALi Audio Wave
sound card was used both to present the stimuli at random and to register responses.
Stimuli were presented over Beyerdynamic DT 770 headphones at a comfortable
listening level. Listeners were tested individually and received written instructions.
Participants classified the continuum by labelling each stimulus as containing a
‘short t’ or a ‘long t’. The Finnish written forms, ata and atta, were not used,
because the Dutch would have expected different vowels on the basis of the written
word forms. In Dutch, the written ‘a’ is produced as /a…/ in an open syllable, as in
ata, but as /A/ before the coda consonant in a closed syllable, as in atta (Booij,
1995). In Finnish, vowel quality does not substantially change depending on
whether it occurs before a singleton or geminate consonant.
The test began with a short introduction by means of two presentations of each
of the continuum’s endpoints. The test itself contained 10 repetitions of each of the
seven stimuli, included one short break halfway, and lasted about four minutes.
Stimulus order was completely randomized.
Next, 2IFC discrimination with one-step and two-step pairs was administered.
Two stimuli from the continuum were presented in a pair with an ISI of 200 ms and
the participant was asked to determine the order in which the stimuli were presented.
The order was either that the first word contained the shorter realization of /t/ in
comparison with the second word, i.e. response option ‘shorter-longer’, or the first
word could contain a longer /t/ in comparison with the second one, i.e. response
option ‘longer-shorter’. As an introduction, four examples of six-step stimulus pairs,
i.e. the continuum’s endpoints, were presented. Next, participants got practice with 6
one-step and 5 two-step pairs. After that, the actual test started, consisting of 20
repetitions per stimulus pair (10 in each order). Presentation order was completely
randomized. The test included three breaks at regular intervals and lasted between
15 and 20 minutes.

4.2.2

Analysis and results

Pretest and posttest classification responses were represented as the percentage of /t…/
answers to each of the duration steps per listener, and subsequently transformed to zscores that were subjected to linear regression analyses (see section 4.2.1.1). One
Dutch listener’s z-scores could not be fitted linearly and therefore that listener’s data
were left out of further analyses. The phoneme boundary and boundary width of the
classification function were derived. The 2IFC discrimination results were given in
percentages of correct responses to each of the stimulus pairs in one-step and twostep discrimination separately.
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4.2.2.1
Classification
Figure 4.2 shows how both the Finnish and the Dutch listeners classified the test
continuum. The Finnish divided the continuum into two categories more
consistently than the Dutch did, as can be seen from the sharp crossover from a
relatively small percentage of /t…/ responses to the stimuli with closure durations of
131 or 166 ms, and the relatively large percentage of /t…/ responses to stimuli from
201 ms closure duration on. The Dutch crossover looks less steep and those
listeners’ mean responses to the endpoint stimuli were not fully consistent.
100
80

% /t:/ responses

60
40
20
0
131

Dutch
Finnish
166

201

236

271

306

341

Closure duration (ms)
Figure 4.2: Classification of the /AtA-At…A/ continuum by native Finnish and
by Dutch listeners.
The effect of a listener’s native language on classification of the continuum was
addressed in a two-way ANOVA with factors Language Background (Dutch vs.
Finnish) and Duration Step (131 through 341 ms). The analysis showed main effects
of Language Background, F(1,63)=5.5, p=.022, ηp2=.08, and of Duration Step,
F(6,63)=85.2, p<.001, ηp2=.89. Furthermore, the Language Background × Duration
Step interaction was marginally significant, F(6,63)=2.2, p=.051, ηp2=.18. The
listener’s native language did influence classification of the phoneme continuum.
The phoneme boundary and its boundary width were determined for each
listener. On average, Finnish listeners put the phoneme boundary at 203 ms21,
ranging from 188 to 222 ms, while the Dutch put their crossover point at 216 ms,
ranging from 204 to 226 ms. The values per listener are given in Appendix C.4.
Mann-Whitney U tests were run on the listener groups’ phoneme boundaries and
boundary widths. Neither the boundary locations (p=.144), nor the boundary widths
21

In section 4.2.1.1, the Finnish listeners’ mean phoneme boundary of this particular
speaker’s continuum lay at 199 ms, with a boundary width of 36 ms. These values are very
similar to the values obtained in this pilot.
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differed significantly between the listener groups (p=.465). The Finnish mean
boundary width was 35 ms, ranging from 32 to 39 ms, whereas the Dutch mean
boundary width was 65 ms, ranging from 32 to 172 ms.
Even though these two measures did not differ between the two (small) listener
groups, differences in their mean responses and response ranges were present.
4.2.2.2
One-step and two-step 2IFC discrimination
Figure 4.3 shows the mean discrimination results for one-step discrimination by both
the Dutch and the Finnish listeners, and Figure 4.4 gives the two-step discrimination
results for both listener groups. The Finnish discrimination function lies above that
of the Dutch for both step sizes. Furthermore, in one-step 2IFC discrimination the
Finnish listeners show, as expected, a peak in their discrimination function.

One-step 2IFC discrimination
100

% correct responses

80
60
40
Dutch

20
0
131-166

Finnish
201-236

166-201

271-306

236-271

306-341

Duration pair

Figure 4.3: One-step 2IFC discrimination of the /AtA-At…A/ continuum by
Finnish and Dutch listeners.
The influence of the listeners’ language background on their mean discrimination
responses was put to the test in two-way ANOVAs – one for each step size – with
factors Language Background (Dutch vs. Finnish) and Duration Pair (5 or 6). The
analysis on the one-step discrimination results showed main effects of Language
Background, F(1,54)=8.1, p=.006, ηp2=.13, and Duration Pair, F(5,54)=7.5, p<.001,
ηp2=.41, on the mean percentages of correct discrimination responses. Post hoc
Tukey HSD analyses revealed that stimulus pair 201-236 was correctly
discriminated more often than the other pairs (p<.017) with the exception of pair
166-201 (p=.959). A Mann-Whitney U test revealed that the Dutch listeners’
discrimination at stimulus pair 201-236 was poorer than that of the Finnish listeners,
p=.007 (69% vs. 93%, respectively). In addition, stimulus pair 166-201 was better
discriminated than the pairs 271-306 and 306-341 across listener groups (p=.004).
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Two-step 2IFC discrimination revealed a main effect of Duration Pair on the
listeners’ mean percentages of correct responses, F(4,45)=5.2, p=.002, ηp2=.32.
Moreover, the effect of Language Background was marginally present, F(1,45)=3.6,
p=.065, ηp2=.07, reflecting that the discrimination function of the Finnish was
overall higher than that of the Dutch. Finnish listeners gave 86% correct responses
whereas the Dutch responded correctly in 79% of the cases.

Two-step 2IFC discrimination
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166-236

271-341
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Duration Pair

Figure 4.4: Two-step 2IFC discrimination of the /AtA-At…A/ continuum by
Finnish and Dutch listeners.

4.2.3

Discussion and conclusion

The goal of this pilot was twofold. In the first place it was necessary to determine
whether Finnish listeners showed increased perceptual sensitivity at the phoneme
boundary relative to within-category sensitivity in the 2IFC task as predicted in the
literature (e.g. Liberman et al., 1957). Secondly, Dutch perception of the same
quantity contrast was studied to check that it differed from native perception. The
Finnish listeners did show a discrimination peak in one-step 2IFC discrimination
near their perceived phoneme boundary, reflecting increased perceptual sensitivity
for stimuli straddling that boundary. Moreover, this peak was absent in the
discrimination function of the Dutch listeners. These findings support the
assumption that listeners make use of their phonemic knowledge in 2IFC
discrimination: native Finnish listeners have this knowledge available, and therefore
show the discrimination peak. Dutch listeners, on the other hand, have no phoneme
representations for /t/ versus /t…/ and as a result show no region of heightened
perceptual sensitivity along the duration continuum.
In classification, Dutch listeners categorized the stimuli into ‘short’ and ‘long’
[t]s, just as the Finnish did. The Dutch, however, did not base this division on
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phoneme representations, as the absence of a discrimination peak revealed. As
expected, Dutch listeners perceived the test continuum differently from Finnish
listeners. Moreover, their discrimination level suggests that learning has taken place
through acquired distinctiveness.
The pilot test confirmed both expectations: phonemic knowledge is used in
2IFC discrimination, as the Finnish listeners showed, and the Dutch listeners’
perception differed from that of the Finnish. These findings made the new research
design suitable for answering the question of why the change in perceptual
sensitivity remained so small in chapters 2 and 3. Did the four-interval
discrimination tasks fail to reflect phonemic perception, or did perceptual sensitivity
hardly change with training? The following sections present the training experiments
that were run to determine how perception of Finnish /t-t…/ develops in Dutch adults
and 12-year-old children. The adult and child experiments are presented in separate
sections, since the amount of training differed between the listener groups: adults
received training until they had reached a certain training goal, whereas children
received a fixed amount of training.

4.3

Dutch adults’ perceptual development of Finnish /t-t…/

How do Dutch adults learn to perceive the Finnish /t-t…/ contrast contained in the
pseudowords ata and atta? Earlier studies on the perception of L2 length contrasts
have shown that listeners whose native language does not use quantity, such as the
Dutch, can learn to perceive and produce such contrasts (e.g. McAllister, Flege &
Piske, 2000; Tajima, Kato, Rothwell & Munhall, 2003). McAllister et al. (2000)
studied the influence of language background on the acquisition of a Swedish
quantity contrast by English, Spanish and Estonian learners. They predicted that
learning success depended on the role of quantity in the native languages and this
was borne out. Speakers of Spanish, whose first language does not have length
differences, had most difficulty perceiving and producing the Swedish vowel
contrast. Estonian speakers, whose native language does have quantity, did very
well, and the English, whose native language employs some durational differences,
performed in between. Tajima et al. (2003) compared the perception of Japanese
length contrasts between native and nonnative, English listeners. They found that
English listeners were less accurate in identifying stimuli than Japanese listeners, but
that trained English listeners performed better than untrained ones. The trained
listeners, however, did not become as accurate as natives in identification of stimuli
after 15 240-trial training sessions spread over five days. Still, some transfer from
the trained vowel contrasts to other length contrasts was found. In sum, listeners
whose L1 has no quantity contrasts were less accurate at perceiving nonnative
durational differences at the segmental level. However, their perception improved
with training or language exposure.
In addition to behavioral research, brain imaging studies have shown that
particular neural responses to quantity contrasts in L2 listeners differ from responses
in native listeners (e.g. Gandour, Wong, Lowe, Dzemidzic, Satthamnuwong, Iong &
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Lurito, 2002; Nenonen, Shestakova, Huotilainen & Näätänen, 2003). For example,
Nenonen et al. (2003) compared the detection of pre-attentive changes in auditory
stimuli between Finnish listeners and advanced second language users of Finnish.
They showed that processing of speech stimuli differing in duration varied between
the listener groups, whereas this was not the case for nonspeech stimuli differing in
duration. In a follow-up study these researchers showed that pre-attentive changes in
duration were detected more accurately in syllables containing an L2 speech sound
that is not similar to L1 sounds than in syllables containing L2 speech sounds that
closely resemble L1 speech categories (see e.g. Flege, 1992). This was thought to be
caused by the fact that a new representation was learned only for L2 speech sounds
that are not similar to L1 sounds (Nenonen, Shestakova, Huotilainen & Näätänen,
2005).
Earlier studies into learning quantity contrasts have not asked how perceptual
sensitivity along a nonnative phoneme continuum changes with learning: through
acquired distinctiveness or acquired similarity. This is what the present chapter does.
The second goal of this pretest-training-posttest experiment was to explain the
results obtained in chapters 2 and 3.

4.3.1

Method

The method in pretest and posttest was largely the same as that introduced in the
pilot experiment (see section 4.2.1). Differences and additions to it are presented in
the following subsections. For training, classification with feedback was used, just
as in the earlier chapters.
4.3.1.1
Materials
The test speaker was the same as in the pilot test. For training, phoneme continua
based on speech from five other speakers (3 males, 2 females) were used (see
section 4.2.1.1 for details).
4.3.1.2
Participants
There were 28 participants, all native speakers of Dutch who reported no hearing
disorders when asked (mean age = 23 years, age range = 19-32 years; 4 males). Half
of them participated in the full experimental procedure consisting of pretest, training
and posttest. The other half formed the control group and only participated in the
pretest and posttest with a time interval of approximately one week. This roughly
corresponded to the time interval trained listeners had between pretest and posttest.
4.3.1.3
Procedure
In pretest and posttest, the procedure was the same as that described for the pilot
experiment: listeners first completed classification of the test speaker’s continuum,
which was followed by both one- and two-step 2IFC discrimination of the same
speaker’s continuum.
Training was also run in a quiet room at the Utrecht institute of Linguistics
OTS, using the same equipment as for the pilot test. Listeners participated in
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training tests until they reached a score of 90% correct responses in two consecutive
tests. Participants were given written instructions and trial-by-trial feedback on the
correctness of their responses. There were 350 trials per training session (= 5
speakers × 7 stimuli × 10 repetitions). Three breaks were given at regular intervals
and during each break the percentage of correct responses so far was shown. Before
a session started, the continuum’s endpoints, /AtA/ and /At…A/, from each of the
training speakers were presented once as an introduction. The posttest was always
administered one day after the last training session in order to avoid effects of
phonological priming.

4.3.2

Analysis and results

The classification and 2IFC discrimination responses of both pretest and posttest
were processed in the same way as in the pilot experiment (see section 4.2.2).
4.3.2.1
Training
The training goal was to reach 90% correct responses in two consecutive training
sessions. To reach this goal, listeners needed between 700 and 3150 training trials,
i.e. between 2 and 9 training sessions. The mean amount of training was 1625 trials.
The mean percentages of correct responses across trained listeners for their first and
last training sessions are shown in Table 4.2. As the second column of this table
shows, the percentage of correct responses was already quite high in the pretest
(88%). This is due to the fact that Dutch listeners can classify the continuum into
‘short’ and ‘long’ stimuli, as the pilot already showed, without necessarily referring
to phoneme categories. From pretest to posttest, the listeners’ mean percentage of
correct responses did increase, t(13)=-3.2, p=.008.
Table 4.2: Percentages of correct responses across listeners for each of the
training speakers in the first and the last training session, as well as the
difference between those percentages.
Speaker
1
2
3
4
7
Average

First training
86%
87%
93%
92%
83%
88%

Last training
91%
89%
95%
93%
89%
91%

Difference
5%
2%
2%
1%
6%
3%

The percentages of correct responses were not equally high throughout the continua.
In the first training session, the endpoint stimuli 1 and 7 received more correct
responses (97%) across speakers than stimuli 2 to 6 of the continuum (84%). In the
final training session, this pattern remained, but at a higher level of performance.
Per training speaker, the location of the boundary and its width were compared
between the first and the last training session in t-tests for paired samples. These
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analyses showed that the boundary location changed only for speaker 7 (p=.001).
Boundary widths became significantly smaller for speakers 1, 2 and 7, and
marginally smaller for speaker 3 (p=.063). The boundaries and corresponding
boundary widths from both training sessions are given in Appendix C.6. In sum,
listeners became more consistent with training.
4.3.2.2
Classification of the /t-t…/ continuum
Figure 4.5 shows the mean classification functions from pretest and posttest for both
trained and control listeners. Along the horizontal axis, the duration steps along the
continuum are given, and the vertical axis gives the percentages of /t…/ responses.
Furthermore, the pilot results from the Finnish listeners are shown as a reference.
Repeated-measures analyses were run on the arcsine transformed percentages
of /t…/ responses to assess the effect of training on classification behaviour. Withinsubjects variables were Test (pretest vs. posttest) and Duration Step (131 through
341 ms), and Training (trained vs. control) was included as between-subjects
variable. If necessary, degrees of freedom were Huynh-Feldt corrected.
The mean percentages of /t…/ responses did not show a main effect of Test
(p=.111), but a Duration Step × Training interaction was present, F(5.1,131.8)=5.0,
p<.001, ηp2=.17. Across testing moments, the listener groups’ responses differed
from each other. Moreover, a main effect of Duration Step was found,
F(5.1,131.8)=944.0, p<.001, ηp2=.97. The between-subjects effect of Training was
also significant, F(1,26)=12.7, p=.001, ηp2=.33. This last effect indicates that trained
listeners differed from control listeners. The exact difference was further studied by
means of Wilcoxon signed ranks tests for paired samples per listener group. These
analyses showed that trained listeners’ perception of the 236 ms-stimulus had
changed significantly from pretest to posttest (p=.028), i.e. they more consistently
perceived it as a realization of /t…/, whereas no changes were found for the controls.
Table 4.3: Boundary locations and boundary widths for the Finnish listeners,
and for the Dutch participants in both pretest and posttest

Finnish
Dutch trained
Dutch controls

Pretest
Posttest
Pretest
Posttest

Boundary location
(ms)
203
223
215
233
233

Boundary width
(ms)
35
39
33
38
38

The phoneme boundary locations and boundary widths are given in Table 4.3 for
both listener groups in pretest and posttest. The table shows that the mean phoneme
boundary of the trained Dutch listeners shifted in the direction of the Finnish
boundary with training. The Dutch, however, did not seem to fully transfer the
learned boundary from the training speakers to the test speaker, as a difference
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between the Dutch and the Finnish listeners’ phoneme boundaries remained (215 vs.
203 ms).
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a. Pretest classification results of both the trained and control listeners.
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b. Posttest classification results of both the trained and control listeners.
Figure 4.5: Classification results of trained and control listeners in pretest
and posttest, with the pilot results from the Finnish listeners as a reference.
The location of the boundary and the boundary width, as determined from the
regression fits of the z-transformed proportions of /t…/ responses, were subjected to
repeated-measures analyses with within-subjects factor Test (pretest vs. posttest) and
between-subjects factor Training (trained vs. control). The mean phoneme
boundaries only showed a main effect of Training, F(1,26)=7.2, p=.013, ηp2=.22. On
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average, trained listeners put their phoneme boundary closer to that of the Finnish.
Before training, the trained listeners’ phoneme boundary did not differ from that of
the controls (p=.168). Through training, the trained group’s mean phoneme
boundary shifted from 223 ms to 215 ms, i.e. towards the Finnish phoneme
boundary, while the control group’s boundary remained at the same location (i.e. at
233 ms). In the posttest, trained listeners’ phoneme boundaries therefore differed
significantly from those of the controls, as a Mann-Whitney U test showed, z=-2.7;
p=.008.
The repeated measures analysis with boundary width as dependent variable
showed a Test × Training interaction and a main effect of Test, F(1,26)=4.9, p=.035,
ηp2=.16 and F(1,26)=5.2, p=.031, ηp2=.17, respectively. The trained group’s mean
boundary width decreased from 39 ms in the pretest to 33 ms in the posttest,
whereas the control group’s width remained the same throughout both tests (38 ms).
A Mann-Whitney U test showed that in the posttest, the trained group’s boundary
width was significantly smaller than that of the controls, z=-2.5, p=.011.
To sum up, the classification results revealed that the trained group improved
from pretest to posttest as reflected by changes in their responses to the test
speaker’s continuum, which had not been part of the training materials. Control
listeners did not show such changes.
4.3.2.3
One- and two-step 2IFC discrimination
The previous section has shown that trained listeners’ classification of a speech
continuum that had not been included in training improved from pretest to posttest.
Moreover, for control listeners this was not the case. In this section it was examined
whether discrimination of the test materials also changed with learning. It was
expected that discrimination behavior would change in accordance with acquired
distinctiveness, i.e. by heightened sensitivity near the newly learned phoneme
boundary. Remember that the trained listeners put their posttest boundary at 215 ms
and that controls put it at 233 ms.
For both one-step and two-step discrimination the percentages of correct
answers per stimulus pair were subjected to repeated measures ANOVAs with Test
(pretest vs. posttest) and Duration Pair (5 or 6) as within-subjects factors and
Training (trained vs. control) as between-subjects factor.
Firstly, the one-step discrimination results will be discussed. The pretestposttest results per listener group are shown in Figure 4.6. Along the horizontal axes
the stimulus pairs are given, and along the vertical axes the percentages of correct
responses are shown. Furthermore, the Finnish norm as established in the pilot test is
given as a reference. For one-step 2IFC discrimination, a Test × Duration Pair
interaction and a main effect of Duration Pair were found, F(5,130)=4.4, p=.001,
ηp2=.15 and F(4.3,112.2)=21.3, p<.001, ηp2=.45, respectively. Not all stimulus pairs
were equally well discriminated, and as a function of testing moment, discrimination
levels shifted. Furthermore, the trained listeners’ mean percentage of correct
discrimination increased somewhat from pretest to posttest (69% to 71%), whereas
for control listeners a small decrease was found (70% to 69%). There was, however,
no effect of Training or a Test × Training interaction, meaning that trained listeners’
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perceptual sensitivity along the continuum did not show large changes in contrast
with the controls’ sensitivity.
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a. Pretest results of one-step 2IFC discrimination.
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b. Posttest results of one-step 2IFC discrimination.
Figure 4.6: One-step 2IFC discrimination results for both the trained and the
control listeners in pretest (a) and posttest (b), with the Finnish results as a
reference (short dashes).
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a. Pretest results of two-step 2IFC discrimination

Posttest
100

% correct responses

80
60
Finnish

40

Trained

20
0
131-201

Control
201-271
166-236

271-341
236-306

Duration pair

b. Posttest results of two-step 2IFC discrimination
Figure 4.7: Two-step 2IFC discrimination for both the trained and the
control listeners in pretest (a) and posttest (b), with the Finnish pilot results as
a reference line.
It was expected that the trained listeners would develop heightened perceptual
sensitivity, reflected by a discrimination peak around the location of their phoneme
boundary, i.e. around stimulus pair 201-236. This peak is not visible, but trained
listeners gave about 5% more correct answers to stimulus pairs 166-201 through
236-271 after training, i.e. the region in which the phoneme boundary was to be
found. This may mean that their perceptual sensitivity shifted to the relevant region,
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but the increase within the trained group was not significant. At stimulus pair 201236 trained listeners did outperform the controls in the posttest (79% vs. 71%).
The untrained listeners’ discrimination results showed a peak at stimulus pair
166-201. A Wilcoxon signed ranks test showed that they gave more correct
responses to that stimulus pair in the posttest than in the pretest, z=-2.2, p=.031. This
peak, however, did not occur in the region where a higher perceptual sensitivity
would be expected, namely around their phoneme boundary (at 233 ms). Finally,
both listener groups’ discrimination of duration pair 271-306 decreased, z=-3.8,
p<.001.
As for two-step discrimination, the results are shown in Figure 4.7. A repeated
measures analysis on the arcsine transformed percentages of correct responses firstly
revealed main effects of Test and of Duration Pair, F(1,26)=12.6, p=.002, ηp2=.33
and F(3.5,91.4)=39.1, p<.001, ηp2=.60. Listeners’ mean percentages of correct
responses increased from pretest to posttest (84% to 88% for trained, and 84% to
86% for untrained listeners). The increase was significant for trained listeners
(p=.006), but not for untrained listeners (p=.076). In addition, not all duration pairs
were equally well discriminated. Moreover, a three-way interaction of Test ×
Duration Pair × Training was present, F(4,104)=2.9, p=.027, ηp2=.10, revealing that
training did have an effect on the listener groups’ responses.
If perceptual sensitivity around the phoneme boundary had changed according
to acquired similarity, i.e. fallen in regions that listeners learned were relatively
uninformative, mean percentages correct in the two-step discrimination experiment
would have been lower, especially in trained listeners. This effect was not found. On
the contrary, the percentages of correct responses increased.
The 2IFC discrimination results presented in this section and the pilot test
showed a downward trend with increasing duration. As our stimulus distances were
manipulated linearly, the relative distance between stimulus pairs at the /t…/-end of
the continuum was smaller than that distance at the /t/-end. The downward trend is
therefore probably due to the relatively decreasing distance between stimuli of
longer duration. In one-step discrimination, this difference came close to the JND
for duration, which lies around 10% (Lehiste, 1970).

4.3.3

Discussion

The present experiment was designed to study how perception develops in Dutch
adults as they learn the Finnish quantity contrast /t-t…/. It was expected that Dutch
listeners would learn to perceive the new phoneme contrast through acquired
distinctiveness, instead of through acquired similarity. Additionally, if the minimal
changes in perceptual sensitivity obtained in the previous chapters were minimal due
to a discrimination task that did not sufficiently reflect phonemic processing, the use
of 2IFC discrimination should reveal a discrimination peak after training. However,
if this change of task does not result in heightened sensitivity near the phoneme
boundary in the learners’ discrimination results, the conclusion will have to be that
training does not induce a peak.
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The classification results showed that only trained listeners partially transferred
the newly learned phoneme boundary from the training speakers to the test speaker
by a boundary shift (from 223 to 215 ms) in the direction of the Finnish boundary (at
203 ms). These findings are in line with other results on quantity learning (e.g.
Tajima et al., 2003) and learning of nonnative phoneme contrasts in general (e.g.
Flege, 1989; Jamieson & Morosan, 1986; Lively, Logan & Pisoni, 1993). Moreover,
the trained speakers’ boundary widths decreased, reflecting an increase in their
classification consistency, which was not found for the control listeners.
Classification training had improved nonnative listeners’ classification of the
test continuum. If perceptual sensitivity along that continuum had also developed as
a result of training, this would have appeared in the 2IFC discrimination task, as the
pilot test demonstrated (see section 4.2). One-step discrimination results, however,
hardly changed towards the native sensitivity pattern: the trained listeners did not
show a peak in perceptual sensitivity near the newly learned phoneme boundary.
Still, in the posttest, trained listeners gave more correct responses to the stimulus
pair straddling the phoneme boundary than control listeners did. In addition, trained
listeners tended to give more correct responses in the boundary region after training.
Both listener groups’ sensitivity to duration pair 271-306, within the /t…/-category,
decreased. Since this effect of local acquired similarity was observed in both listener
groups, it was probably not due to learning. Moreover, in two-step discrimination,
percentages of correct responses increased significantly for the trained listeners, but
not for the controls.
These results provide little direct evidence in favour of development through
acquired distinctiveness, since the changes in discrimination behaviour were small,
as had also been found in the previous two chapters. More indirectly, the evidence
did support learning through acquired distinctiveness. In the first place, the Dutch
listeners’ discrimination scores in the one-step test were, in comparison with the
results from the Finnish, relatively low before training and showed some increases
through training. Especially near the phoneme boundary, trained listeners
outperformed controls. Secondly, no decrease in two-step discrimination levels was
found that could have supported learning through acquired similarity. Therefore, the
findings did confirm the expectations as to how perceptual sensitivity develops.
As a peak in discrimination behaviour did not arise in the 2IFC discrimination
task, it was truly absent. Apparently, Dutch adults’ perceptual sensitivity along the /tt…/ continuum hardly changed with phoneme training. Therefore, the conclusion is
that the results from the previous chapters were caused by actual minimal
differences in perceptual learning as a result of phoneme training. This contrasts
with the relative ease with which identification behaviour changed towards a more
native-like pattern. This finding will be discussed more thoroughly in section 4.6,
when the 12-year-old children’s learning of the Finnish phoneme contrast has been
presented.
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Dutch 12-year-olds’ perceptual development of Finnish /t-t…/

The previous section showed that adult learning of the Finnish contrast /t-t…/ gave
results similar to their learning of British English /T-s/ studied in chapter 2. This was
compatible with learning through acquired distinctiveness. The question this section
addresses is whether the perception of 12-year-old children develops in the same
way as that of adults, as was found in chapter 3. They are expected to learn through
acquired distinctiveness.

4.4.1

Method

A pretest-training-posttest design was used that was highly similar to the one used
for the adult experiment (see section 4.3.1). The only difference was that children
received a fixed amount of training, whereas the adults had received training until
they reached a predetermined level of performance.
4.4.1.1
Participants
Twenty-two 12-year-old children, 10 boys and 12 girls, participated. Their mean age
was 12;3, ranging from 11;4 to 13;4. They were all native speakers of Dutch without
ear problems and/or respiratory infections, and they were not dyslexic. They
furthermore performed normally at school. The children were recruited at two
primary schools in a village in the south of the Netherlands. Eleven children (6 girls)
completed the full experimental pretest-training-posttest procedure and the other
eleven (6 girls) served as a control group, participating only in pretest and posttest
without receiving any training.
4.4.1.2
Materials
The same test speaker as in the adult experiment was used. For training, the
phoneme continua based on speech from five other speakers (3 males, 2 females)
were used (see section 4.2.1.1).
4.4.1.3
Design
The design from the adult experiment was also used for the children. Pretest and
posttest both consisted of classification of the test speaker’s continuum, followed by
2IFC discrimination of the same continuum with one-step and two-step stimulus
differences. During classification training feedback was given on the correctness of
the participant’s responses.
4.4.1.4
Procedure
The children were tested in a relatively quiet room at their school. To present stimuli
and to register responses the same equipment was used as for the adults (see section
4.2.1.4). For the group of children that completed the full procedure, testing was
planned within one school week. Control listeners completed the pretest and posttest
with a time interval of one week.
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On Day 1, the children completed the pretest, consisting of classification and
2IFC discrimination of the test speaker’s /t-t…/ continuum. The procedure was largely
the same as for the adults, with the exception that the children received oral
instructions as opposed to the written instructions that were given to the adults. The
pretest took 25-30 minutes. On Days 2 to 4 the children in the test group received a
fixed amount of training. The total amount of training given to the children was
equal to the median of the amount of training that adults needed to reach the training
goal: i.e. 1400 trials, or 40 repetitions × 5 speakers × 7 duration steps. There were 5
training tests of 8 repetitions each that lasted about 15 minutes. Every training test
had two breaks at regular intervals, in which children were informed on their
percentages of correct responses so far. Furthermore, at the end of each training test,
their mean score was shown. Stimulus presentation order was randomized. On days
2 and 4, two training tests were run, and on day 3, one training test was run. On Day
5 the posttest was administered, which was of the same content as the pretest.

4.4.2

Analysis and results

The children’s responses to both classification and 2IFC discrimination were
analysed in the same way as those from the adults (see section 4.2.2).
Inspection of individual classification curves showed that in the pretest three
listeners (one test listener and two controls) did not classify the continuum into two
categories. In the posttest, one of the control listeners still did not classify the
continuum. These three listeners’ data were left out of the analyses, leaving 10
trained listeners and 9 controls.
4.4.2.1
Training
The ten trained children each completed five training tests amounting to a total of
1400 training trials. During the first training test, the children gave 81% correct
responses on average. In the last training, the mean percentage of correct responses
had increased to 89%. Table 4.4 shows the percentages of correct responses across
listeners for each of the speakers both in the first training test and the last one.
Furthermore, the increase in percentage correct per speaker is shown in the
rightmost column.
Table 4.4: Percentages of correct responses across listeners for each of the
five training speakers in both the first and the last training test, as well as the
difference between those percentages.
Speaker
1
2
3
4
7
Average

First training
81%
78%
88%
85%
74%
81%

Last training
89%
86%
93%
92%
85%
89%

Difference
8%
8%
5%
7%
11%
8%
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Paired samples t-tests showed that the increase in percentages of correct responses to
each of the speakers was significant (with p varying from .003 to .018), which
means that training was successful.
4.4.2.2
Classification of the /t-t…/ continuum
The first task in pretest and posttest, classification of the test continuum, was
included to determine whether transfer had occurred from the training speakers to
the test speaker. This was thought to be indicative of learning. Arcsine transformed
percentages of correct responses were subjected to a repeated-measures analysis
with Test (pretest vs. posttest) and Stimulus Duration (131 to 341 ms) as withinsubjects factors and Training (trained vs. control) as between-subjects factor. This
analysis revealed a Test × Training interaction, F(1,17)=5.8, p=.028, ηp2=.25. This
interaction indicates that trained listeners’ perception developed between pretest and
posttest, whereas this was not the case for untrained listeners. Furthermore, a main
effect of Stimulus Duration and a Test × Stimulus Duration interaction were found
[F(3.9,65.6)=204.1, p<.001, ηp2=.93 and F(36,102)=4.0, p=.001, ηp2=.19]. Children
differentiated between the stimuli, meaning that they perceived the difference
between shorter and longer realizations of [t]. Moreover, their classification
responses changed with testing moment. The between-subjects effect of Training
was marginally significant, F(1,17)=4.0, p=.061, ηp2=.19.
Table 4.5: Phoneme boundaries and boundary widths of trained 12-year-old
listeners and controls. The Finnish values are given as a reference.
Finnish
Dutch trained
Dutch controls

Pretest
Posttest
Pretest
Posttest

Boundary location
203 ms
224 ms
214 ms
228 ms
232 ms

Boundary width
35 ms
68 ms
37 ms
74 ms
47 ms

Table 4.5 shows the mean phoneme boundaries and boundary widths determined
from the classification results. The Finnish phoneme boundary and boundary width
are given as references. A repeated-measures analysis on the phoneme boundaries
with Test (pretest vs. posttest) as within-subjects factor and Training (trained vs.
control) as between-subjects factor revealed no significant effects. As can be seen in
Table 4.5, the trained listeners’ mean boundary, however, did shift towards that of
the Finnish natives, as had also been found for the adults (see section 4.2.2.1). The
control children’s boundary location hardly changed.
A repeated-measures analysis on the boundary widths with Test (pretest vs.
posttest) as within-subjects factor and Training (trained vs. control) as betweensubjects factor revealed a main effect of Test, F(1,17)=5.0, p=.039, ηp2=.23. Both
listener groups’ boundary widths were smaller in the posttest than in the pretest (see
Table 4.5). These reductions in boundary width were studied per listener group by
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means of Wilcoxon Signed ranks tests for paired samples. These analyses showed
that the boundary widths of trained listeners became consistently smaller, resulting
in a significant pretest-posttest difference within that listener group (p=.005). In
addition, since control listeners’ boundary widths did not systematically decrease, no
significant pretest-posttest improvement was found within that group (p=.139). In
sum, only trained listeners became more consistent in their classification responses
as a group.
4.4.2.3
One- and two-step 2IFC discrimination
The trained children’s classification results had become more native-like and partial
transfer from the training to the test speakers was present. The question that
remained was whether the trained children also showed increased perceptual
sensitivity near the newly learned phoneme boundary. For both one-step and twostep discrimination the percentages of correct answers per stimulus pair were
subjected to repeated measures ANOVAs with Test (pretest vs. posttest) and
Duration Pair (5 or 6) as within-subjects factors and Training (trained vs. control) as
between-subjects factor.
The repeated measures analysis for one-step 2IFC discrimination showed a
main effect of Duration Pair [F(5,85)=3.2, p=.010, ηp2=.16] and a marginally
significant effect of Training, F(1,17)=3.9, p=.066, ηp2=.19. The mean percentages
of correct responses for trained listeners increased from 55% to 59%. Control
listeners’ mean percentage of correct responses did not change from pretest to
posttest and remained at 62%. The effect of Training is explained by the finding that
control listeners on average gave more correct responses than trained listeners did.
This effect was probably due to differences in overall performance level between the
groups, which had been chosen randomly. In the pretest, the difference between the
listener groups was significant: a Mann-Whitney U test showed that control listeners
gave more correct responses than trained listeners did (z=-2.6, p=.011). In the
posttest, however, this difference was no longer significant (p=.179), meaning that
only trained listeners improved from pretest to posttest. This was in line with the
expectations. Figure 4.8 shows the 12-year-olds’ one-step discrimination results.
Notice that the subfigures are based on Listener Group and not on Moment of
Testing due to the different performance levels of the trained and control listeners.
An increase in perceptual sensitivity was expected to occur near the listeners’
perceived phoneme boundaries. For both trained and control listeners this was near
stimulus pair 201-236. Even though this trend only appeared in the trained listeners’
results, their increase was not significant from pretest to posttest. Overall, mean
percentages of correct responses for both age groups were low. This means that the
one-step discrimination task was relatively difficult for the 12-year-olds.
The repeated-measures analysis on the two-step 2IFC discrimination results
showed main effects of Test and Duration Pair, F(1,17)=5.3, p=.035, ηp2=.24 and
F(4,68)=6.4, p<.001, ηp2=.2822. From pretest to posttest, listeners’ percentages of
22

Reanalysis by arcsine transforming the two-step discrimination results gave a comparable
outcome.
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correct responses increased. Trained listeners improved from 64% to 69% correct
responses, and control listeners improved from 68% to 72%.
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a. One-step 2IFC pretest-posttest results of the 12-year-old trained listeners.
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b. 2IFC pretest-posttest results of the 12-year-old control listeners.
Figure 4.8: One-step 2IFC discrimination results for the trained children (a)
and the control children (b). The native discrimination function is given as a
reference.
As was found in one-step discrimination, control listeners had a higher pretest
sensitivity level than trained listeners. This difference between the listener groups
was not significant in two-step discrimination.
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a. Two-step 2IFC pretest-posttest results of the trained 12-year-old listeners.
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b. Two-step 2IFC pretest-posttest results of the 12-year-old control listeners.
Figure 4.9: Two-step 2IFC discrimination results for the trained children (a)
and the control children (b). The native discrimination function is given as a
reference.
Figure 4.9 shows that the distributions of increases in percentages correct differ
between the trained and the control listeners. Wilcoxon Signed Ranks analyses
revealed that trained listeners’ scores increased from pretest to posttest on stimulus
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pairs 201-271 and 236-301 (p=.017 and p=.041) and marginally on stimulus pair
166-236 (p=.067).
For control listeners, no particular stimulus pair revealed a significant increase
in correct responses. Therefore, only trained listeners succeeded in becoming more
sensitive to the stimulus pairs straddling the phoneme boundary.

4.4.3

Discussion

To answer the questions of how children’s perception of a nonnative phoneme
contrast develops, and of whether children apply the same learning strategy as adult
learners, Dutch 12-year-olds were trained on Finnish /t-t…/ as well. It was expected
that children would learn through acquired distinctiveness, as the adults seemed to
do, because both earlier work with children (e.g. Williams, 1979) and the results
from chapter 3 supported this hypothesis.
With training, the children almost reached the adult training goal of 90%
correct responses after 1400 training trials, which was the median amount of training
the adults needed. The classification results showed that the trained listeners’
phoneme boundary shifted towards the Finnish boundary, as had also been found for
the adults (see section 4.3.2.2). Furthermore, the location of the mean posttest
phoneme boundary was remarkably similar between 12-year-old (214 ms) and adult
(215 ms) learners. The control children’s phoneme boundary remained at about the
same location, which had also been found for the adult controls. Finally, only trained
listeners became more consistent in their classification responses, a result that had
been obtained for the adult learners as well. All in all, classification progress with
training was highly comparable between the two age groups of learners.
Did more native-like classification of the /t-t…/ continuum induce changes in
perceptual sensitivity along that continuum? The adults’ perceptual development
had, as in chapter 2, been relatively small. So how about the 12-year-old learners?
Trained children’s percentages of correct responses increased in the boundary
region, which mainly showed in the two-step discrimination test. This was, however,
not accompanied by a peak in perceptual sensitivity that was comparable to the peak
found for the native Finnish listeners (see section 4.2). Such increases were not
found for control listeners. Moreover, child participants seemed to find the one-step
test rather difficult, judging from their relatively low mean percentages of correct
responses.
Response patterns were highly similar between children and adults even though
their performance levels differed. Pretest discrimination performance was lower in
children than in adults. The pretest difference between the age groups on the onestep task was 11% (p<.001) and on the two-step discrimination task it was 18%
(p<.001). These differences in accuracy levels between adults and children have
more often been found in training studies with participants from different age groups
(Sereno & Jongman, 2005; Wang & Kuhl, 2003). The next section presents a direct
comparison between all children and those adults who received exactly 1400
training trials in order to study the absolute adult-child differences in one-step and
two-step discrimination between pretest and posttest.
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A direct comparison of child and adult learning

The children received a fixed amount of training, 1400 trials, which was the median
amount of training that adults needed to reach the criterion. There were five adult
listeners who completed exactly 1400 training trials. Therefore, the results from the
children and from that particular set of adults could be compared directly. This was
done by means of repeated measures analysis on the one-step and two-step
discrimination results with Duration Pair (5 or 6) and Test (pretest vs. posttest) as
within-subjects variables and Age Group (children, adults) as between-subjects
variable. Notice that only trained listeners were included in these analyses. The
significant effects of these analyses are given in Table 4.6.
Both discrimination tests revealed a main effect of Age Group, showing that
adults gave more correct responses than children did across testing moments.
Moreover, both tests showed a main effect of Duration Pair, indicating that the
listeners were not able to discriminate all stimulus pairs equally. In the one-step test
there was a difference in the listener groups’ responses per stimulus pair, as the
interaction shows. The effect of Test, found in the two-step task, means that both
age groups’ mean percentages of correct responses increased with training. In onestep discrimination, the effect of Test was marginal (p=.078). Finally, the absence of
Test × Age Group interactions indicated that the absolute amount of improvement
was comparable across age groups: in the one-step task, children improved 4.2% and
adults 3.3%; in the two-step task the corresponding percentages were 4.5% and
3.0%.
Table 4.6: Significant effects of the repeated measures analyses comparing
the children and those adults who had received 1400 training trials, on both
their one-step and two-step discrimination results.
One-step 2IFC discrimination
Age Group
Duration Pair
Duration Pair × Age Group

df
1, 13
5, 65
5, 65

F
40.6
8.5
2.9

p
<.001
<.001
.021

η p2

Two-step 2IFC discrimination
Age Group
Test
Duration Pair

df
1, 13
1, 13
4, 52

F
48.3
7.8
17.2

p
<.001
.015
<.001

η p2

.76
.40
.18

.79
.38
.57

These adult-child comparisons were in keeping with the impression that the patterns
of improvement were largely the same across age groups. Moreover, the analyses
confirmed that the level of performance in children was lower than in adults.
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General discussion

In the previous chapter, perceptual sensitivity along the British English /T-s/
continuum changed only minimally in Dutch children and adults after training with
the nonnative contrast, but perceptual learning was found to be consistent with the
acquired distinctiveness hypothesis. The goals of this chapter were (i) to determine
why the changes in sensitivity found in chapters 2 and 3 were so small, and
furthermore (ii) to study perceptual development of a second nonnative phoneme
contrast.
Let me begin with the first question. I hypothesized that the relatively small
increases in perceptual sensitivity obtained in chapters 2 and 3 could be due either to
the discrimination tasks used in those chapters, or to the actual absence of significant
changes in perceptual sensitivity. The present chapter falsified the first hypothesis:
the inclusion of a discrimination task that reflected phonemic processing did not
show a discrimination peak in the learners’ results that was comparable to that of
native listeners. Therefore, the results obtained in this chapter confirm that the
changes to learners’ perceptual sensitivity along the newly learned phoneme
continua were actually small.
This finding evokes the question of whether second language learners can ever
acquire a native-like sensitivity pattern. It is possible that much more experience is
necessary to reliably change perceptual sensitivity. In the experiments that have
been presented so far, learners participated in short-term phoneme training. Even
though such training paradigms can successfully alter classification behaviour, as
has been repeatedly demonstrated (e.g. Jamieson & Morosan, 1986; Pisoni, Aslin,
Perey & Hennessy, 1982), and can also cause changes in perceptual sensitivity along
visual dimensions (e.g. Guenther, Husain, Cohen & Shinn-Cunningham, 1999), they
may be too short to induce native-like perceptual sensitivity patterns in language
learners (see also Strange & Jenkins, 1978; Strange & Dittman, 1984). Possibly,
more experience with the second language is required. Alternatively, it has been
suggested that native-like perception of a nonnative continuum cannot be achieved
at all (Takagi, 2002). In the next chapter the question will be investigated whether
adult learners are able to reach native-like perception of a nonnative phoneme
contrast with more experience.
With respect to the perceptual development of the Finnish /t-t…/ contrast in
Dutch learners, it was found that perceptual sensitivity of both learner groups –
children and adults – showed some improvement in the boundary region. This was
compatible with learning through acquired distinctiveness. Furthermore, this finding
shows that the way of learning is consistent across age groups, even though absolute
levels of performance were lower in 12-year-old children than in adults.
In chapter 3 – in which the learning of British English /T-s/ by 12-year-olds
was examined – it was proposed that the adult-child differences might partly be
explained by the differences in the amount of experience both learner groups had
had with English. This cannot hold for the Finnish contrast tested in this chapter,
since both groups of Dutch listeners had never encountered this quantity contrast or
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similar contrasts before. How can the adult-child differences in performance level be
explained? These differences are thought to be due to perception-related factors in
which children in their early teens differ from adults, such as auditory and language
development, and attention.
In children aged 12, auditory development is well advanced. Kraus et al.
(1999), for instance, found no differences in the perception of children aged 8 to 15
as opposed to adults for the /da-ga/ and /ba-wa/ contrasts in both behavioral and
neurophysiological data. Moreover, just noticeable differences for VOT in a /ba-pa/
continuum did not differ between these groups of listeners (Elliott, Busse, Partridge,
Rupert & DeGraaff, 1986). Elliott et al. (1986) did find differences between 8 to 11
year old listeners and adults in their performance on catch trials: the adults did
significantly better. In addition, Hazan and Barrett (2000) have shown that not all
native speech sounds in 12-year-old listeners are perceived in an adult-like way.
These results indicate that the native language system is not yet fully developed in
12-year-olds. Using neurophysiological measures, Sharma, Kraus, McGee and Nicol
(1997) showed that children up to age 15 had larger latencies for components in
auditory evoked potentials that reflect sensory encoding of auditory stimuli. This
means that auditory development also continues after age twelve. Adult-child
differences in auditory and language development may cause differences in
responses to speech perception tests.
When young children participate in perception tests, their performance is often
thought to suffer from changes in attention to the task (e.g. Wightman & Allen,
1992). In adolescents, small attentional differences still exist in information
processing in comparison with adults (see Ridderinkhof & van der Stelt, 2000 for a
review). Even the slightest reduction in attention during a one-step discrimination
task may affect a listener’s performance. If adults have better-developed abilities for
focusing on the task, this may contribute to the adult-child differences found in this
study.
To summarize, children and adults learned to perceive the nonnative phoneme
contrast largely in the same way, even though absolute differences in performance
between these age groups were present. These findings contrast with the assumption
that child learners are better equipped for learning a second language (e.g.
Lenneberg, 1967). The data suggest that the more input the language system has
received, the more robust phonetic processing is and the better the system may cope
with novel information, at least in the laboratory.

4.7

Conclusion

The data collected in chapters 2 to 4 provided evidence in support of perceptual
development through acquired distinctiveness. When learners were confronted with
a particular acoustical dimension that was not phonologically contrastive in their
native language, they initially had difficulty discriminating stimulus pairs taken
from that dimension. Furthermore, these stimulus pairs were generally discriminated
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at a similar, relatively low level of performance. With language exposure, however,
small increases in perceptual sensitivity were observed in the boundary region.
Across chapters 2 to 4 it was shown that Dutch learners – both adults and 12year-old children – needed only a few days of training to make their classification of
a nonnative phoneme continuum more native-like. This finding is consistent with
earlier training studies on other nonnative phoneme contrasts. However, the
learners’ perceptual sensitivity along the newly learned phoneme continua hardly
changed towards the native sensitivity pattern. The question whether these increases
in perceptual sensitivity can become native-like in adult learners is studied in the
next chapter.
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5 Long-term learning of phoneme contrasts

5.1

Introduction

In chapters 2, 3 and 4 it was shown that perceptual sensitivity along nonnative
stimulus continua changes with short-term training. The change, however, did not
result in native-like perceptual sensitivity. For that to be the case, a high
discrimination peak near the perceived phoneme boundary should have been found
(Liberman, Harris, Hoffman & Griffith, 1957). However, the changes in perceptual
sensitivity with short-term training were actually relatively small.
The present study and other research have shown that language learners may
develop an increase in perceptual sensitivity associated with the category boundary
(e.g. Streeter & Landauer, 1976; MacKain, Best & Strange, 1981; Strange &
Dittman, 1984). As far as a comparison with native perception could be made, the
learners’ sensitivity peak was not as high as that of native listeners. This means that
nonnative listeners have more difficulty hearing the crucial differences between the
phoneme classes. The question that remained was whether language learners could
obtain sharper discrimination peaks or even native-like perceptual sensitivity with
more language experience. In a cross-language perception experiment, presented in
section 5.2, native-Dutch students of Finnish and Finnish natives were tested in
order to determine whether language learners could become as sensitive to the
relevant difference as native listeners are. It will be shown that the hypothesis that
advanced students’ perceptual sensitivity along the /t-t…/ continuum would
increasingly resemble that of native Finnish listeners was borne out.
Since the evidence collected in earlier chapters supports the hypothesis that
perceptual learning occurs through acquired distinctiveness, section 5.3 of this
chapter will discuss the scope of learning through acquired distinctiveness.

5.2

Perceptual development in experienced learners of Finnish

The question the present experiment deals with is whether, with sufficient
experience, language learners can exhibit native-like perceptual sensitivity along a
nonnative phoneme continuum. Concerning the Finnish /t-t…/ contrast, Dutch
students of the Finnish language are expected to increasingly show Finnish-like
perception.
As in many earlier studies on perceptual development, this experiment did not
monitor development in a within-subjects design, but in a cross-sectional one.
Chapters 2 to 4 suggested that development of perceptual sensitivity to native-like
levels may be a long-lasting process. A longitudinal design may therefore be very
time-consuming. Moreover, a cross-sectional design is expected to show the same
pattern of results that would be obtained with longitudinal monitoring of
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development. Cross-sectional testing, however, risks attributing irrelevant variables
of the individuals composing the groups to the groups themselves, whereas such
variables are filtered out in within-subjects designs. Ideally, the participating
students should be retested at regular intervals to monitor their development from,
for example, first-year to third-year students’ proficiency in Finnish.

5.2.1

Method

In this experiment, the same design as in the pilot test from chapter 4 was used. This
time, however, the perception of Dutch students of Finnish was compared to that of
the native Finnish listeners. These students were at several phases in their studies.
They were first subjected to classification of the /t-t…/ continuum, and then to 2IFC
discrimination of the same continuum at one-step and two-step stimulus differences.
The data from the Finnish listeners had been obtained in the pilot test of
chapter 4 (see section 4.2).
5.2.1.1
Participants
In the Netherlands, only a handful of students study the Finnish language, and they
do so at the University of Groningen. Fortunately, about half of the student
population responded to the call for subjects in this perception experiment. Eight
students of Finnish, who had Dutch as their native language, participated. The
participants’ mean age was 21 years, ranging from 18 to 26. There were 2 third-year
students, 3 second-year students and 3 first-year students.
At the time of testing, the first-year students had received about 5 months of
education in Finnish language and culture, which included courses on Finnish
grammar, writing and speaking. The second-year-students had followed courses on
grammar, writing and analyzing texts, and had furthermore received training in
speaking and, most importantly, listening. Moreover, they had all spent some time in
Finland. The third-year students had also both visited Finland, and they were of
course most advanced in their studies of the Finnish language.
5.2.1.2
Procedure and materials
The listening tests were run in a quiet, though not sound-treated, testing room at the
University of Groningen. The equipment used for testing was the same as that used
in the earlier perception experiments (see, for instance, section 4.2.1). The testing
procedure was exactly the same as in the pilot test with Dutch and Finnish listeners
presented in chapter 4 (see section 4.2.1.4): participants first completed
classification of the female test speaker’s ata-atta continuum, followed by one-step
and two-step 2IFC discrimination of the same continuum. In addition, the students
completed a questionnaire on their knowledge of and experience with Finnish and
other languages. This was done after the listening tests. The entire procedure was
completed within 45 minutes and participants received a 10 euro book-token for
their efforts.
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Analysis and results

Classification responses were represented as the percentage of /t…/ answers to each of
the duration steps per listener. These percentages were transformed to z-scores,
which were subjected to linear regression analyses, again per listener and per test.
From the regression fits, the phoneme boundary and boundary width of the
classification function were derived. The phoneme boundary was determined at the
50% point where z=0. The boundary width, or crossover region, was determined by
subtracting the 25% point (at z=-.674) from the 75% point (at z=.674). The 2IFC
discrimination results were given in percentages of correct responses to each of the
stimulus pairs in one-step and two-step discrimination separately.
5.2.2.1
Classification
Figure 5.1 shows the classification functions of the students in comparison with the
Finnish norm, operationally defined as the classification results from six native
listeners. To determine the effect of language experience on the perception of the
ata-atta continuum, the listeners’ arcsine transformed responses to each of the
stimuli were subjected to an ANOVA with Stimulus Duration (131-341 ms) and
Amount of Exposure (1st year, 2nd year, 3rd year student, Finnish native) as betweensubjects variables.
100
80
60

% /t:/ responses

Finnish
40

1st-year

20
0
131

2nd-year
3rd-year
166 201 236 271 306 341

Closure duration (ms)
Figure 5.1: Classification results from each of the student levels and the
Finnish native listeners.
The analysis revealed an Amount of Exposure × Stimulus Duration interaction,
F(18,70)=2.8, p<.001, ηp2=.42. Moreover, main effects of Amount of Exposure and
Stimulus Duration were found on the mean responses [F(6,70)=199.7, p<.001,
ηp2=.95, F(3,70)=11.7, p<.001, ηp2=.33, respectively]. Post-hoc Tukey HSD tests
showed that the third-year students’ classification responses did not differ
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significantly from those of the native Finnish (p=.353), whereas both other student
groups did differ significantly from the Finnish (first-year students: p<.001; secondyear students: p<.001). Furthermore, first-year and second-year students did not
differ from each other (p=.999). The difference between first-year and third-year
students or between the second-year and third-year students was not significant
(p=.119, p=.118, respectively).
These results confirm the expectation that advanced students show more
native-like processing of the /t-t…/ continuum. In fact, the third-year students’
responses did not significantly differ from those of the Finnish controls. Table 5.1
gives the individual students’ phoneme boundaries and boundary widths. The
location of the phoneme boundary in the Finnish control listeners varied from 190
ms to 222 ms with a mean of 203 ms. Only the third-year students put their phoneme
boundary within the Finnish range (217 ms and 221 ms). Less experienced listeners
place their boundary at longer closure durations, i.e. around 230 ms. Moreover, the
learners’ boundary widths tended to decrease with language experience: both the
second-year and third-year students’ boundary widths fell near that of the Finnish (at
35 ms).
Table 5.1: The phoneme boundary location and boundary width for each of
the participating students of Finnish. The first column indicates the students’
level in their studies of the Finnish language.
Year
1
1
1
2
2
2
3
3

Listener nr.
2
3
6
1
4
8
5
7

Phoneme boundary (ms)
232
230
235
227
235
230
217
221

Boundary width (ms)
36
34
51
31
30
34
33
32

Remember that the trained adult learners from chapter 4 put their mean posttest
phoneme boundary at 215 ms, whereas their pretest boundary had been at 223 ms,
and that they had a posttest boundary width of 33 ms (see section 4.3.2.2). The
phoneme boundary of the untrained listeners lay at 238 ms and did not change. It is
remarkable that the amount of classification improvement from first-year to thirdyear students roughly coincides with the improvement attained by naïve Dutch
listeners after only a few hours of classification training. The type and amount of
experience inducing these two boundary shifts, however, differ greatly. The naïve
learners have only been trained on the ata-atta word pair spoken by a few different
speakers for about 1500 trials. The advanced students have encountered the Finnish
singleton-geminate contrast not only in the /t-t…/ consonant pair, but also in the eight
vowels and 10 other consonant pairs that Finnish employs in different contexts,
spoken by many more speakers. Therefore, the category representations underlying
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the posttest phoneme boundary of trained, naïve listeners were expected to differ
from those of advanced students of Finnish, which was confirmed by the results
from 2IFC discrimination presented in the next section.
5.2.2.2
One-step and two-step 2IFC discrimination
The question this experiment pursued was whether language learners could obtain
native-like perceptual sensitivity with more language experience. The results
presented in this section show that this was indeed possible. Figure 5.2 gives the
results of one-step 2IFC discrimination, comparing perceptual sensitivity between
the eight Dutch students of Finnish and six Finnish natives, whose data had been
obtained in the cross-language perception test discussed in chapter 4. On average,
the Finnish gave 72% correct responses, whereas the Dutch learners of Finnish gave
between 66% and 70% correct responses.

One-step 2IFC discrimination
100

% correct responses

80
Finnish

60

1st-year

40

2nd-year

20
0
131-166

3rd-year
201-236

166-201

271-306

236-271

306-341

Duration pair
Figure 5.2: One-step 2IFC discrimination results for the three levels of
students (1st, 2nd and 3rd year) and the Finnish natives.
To study the effect of language exposure on discrimination of one-step stimulus
differences along the /t-t…/ continuum an ANOVA with between-subjects factors
Amount of Exposure (4 levels) and Duration Pair (6 levels) was run on the listeners’
responses. Only a main effect of Duration Pair was found, F(5,1656)=8.2, p<.001,
ηp2=.02. Even though the statistical analysis did not show differences between the
Finnish and the Dutch listeners, examination of Figure 5.2 reveals that the Finnish
listeners’ discrimination peak is approximated by the peak found in the third-year
students’ discrimination function. Therefore, the effect of language exposure on the
responses to each of the stimulus pairs was examined in separate ANOVAs with
Amount of Exposure (4 levels) as between-subjects factor. These analyses showed
that only responses to Duration Pair 201-236 differed as a function of exposure,
F(3,276)=5.6, p=.001, ηp2=.06. Furthermore, post-hoc Tukey HSD analyses showed
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that the Finnish listeners’ mean percentage of correct responses to Duration Pair
201-236 was significantly higher than the responses from the first-year and secondyear students (at p=.001 and p=.027, respectively), but not higher than the third-year
students’ percentage of correct responses (p=.871).
The one-step 2IFC discrimination results show that the third-year students of
Finnish were not distinguishable from the Finnish natives on this task. Figure 5.4
gives the one-step discrimination functions for each of the participating students
separately. The mean percentages of correct responses across proficiency levels are
similar (70%, 66% and 67% from 1st to 3rd year students, respectively). The shape of
the discrimination function, however, more clearly contains a discrimination peak
for second-year and third-year students as opposed to beginning learners who are in
the first year of their studies. Furthermore, two out of three second-year students
already show heightened performance at one duration pair, but since these peaks do
not coincide, the average function shown in Figure 5.2 does not result in a nativelike peak for that group of students. If more students of Finnish could have been
tested, a native-like peak might already have been present in second-year students.
The results of two-step 2IFC discrimination for each of the four listener sets are
shown in Figure 5.3. The effect of language exposure on discrimination of two-step
stimulus differences was addressed by an ANOVA with between-subjects factors
Amount of Exposure (4 levels) and Duration Pair (5 levels). A main effect of
Duration Pair was present, F(4,1380)=16.2, p<.001, ηp2=.05. All four listener groups
showed high performance levels, with means varying from 86% to 89%, but could
not be separated on the basis of their performance on this test.

Two-step 2IFC discrimination
100

% correct responses

80
Finnish

60

1st-year
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236-301

Duration pair
Figure 5.3: Two-step 2IFC dicrimination results for the three levels of
students (1st, 2nd and 3rd year) and the Finnish natives.
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Figure 5.4: One-step 2IFC discrimination by the individual students: three 1st-year,
three 2nd-year and two 3rd-year students (1=131-166, 2=166-201, etc.).
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5.2.3

Discussion

After the previous chapters’ finding that short-term training with nonnative phoneme
contrasts produces relatively small changes in perceptual sensitivity, the present
experiment was designed to determine if language learners would in the long term
be able to reach native-like perceptual sensitivity. The results from this experiment
showed that a discrimination peak could actually become native-like.
With increasing language experience, one-step 2IFC discrimination revealed
increasing sensitivity near the perceived phoneme boundary. The third-year students
no longer significantly differed from the Finnish natives, whereas the lessexperienced students still did. This indicates that advanced language learners can
display perceptual sensitivity that is indistinguishable from sensitivity in native
listeners, at least as measured in the 2IFC discrimination task. This last point is
important: even if native and nonnative listeners display similar performance on a
certain discrimination task, this does not imply that speech processing is ‘wired’ in
exactly the same way in these listener groups. Certain brain responses to speech
sounds, however, do become native-like. For instance, Nenonen et al. (2005)
showed that the MMN response, a component that measures the detection of preattentive auditory changes, may become native-like in second language users.
The conclusion from chapters 2 to 4, that perceptual development occurs
through acquired distinctiveness, was corroborated. Especially Figure 5.2 clearly
illustrates that, as students learned to use closure duration as a cue for distinguishing
singleton-geminate contrasts, perceptual sensitivity near the phoneme boundary
increased. Even though the number of participants in this experiment was relatively
small, the increasingly native-like discrimination results correlated with increasingly
native-like classification responses.
According to Ades (1977), a peak in perceptual sensitivity along some stimulus
dimension may have two causes. Firstly, the peak may result from a discontinuity at
the sensation level, i.e. in auditory processing. Secondly, the peak may result from
phonetic categorisation. The absence of a peak implies that the listener does not
perceive a phonemic contrast along the dimension under investigation, provided that
a discrimination task is used that taps into phonemic processing (see Gerrits, 2001).
That was exactly what I did in the previous chapter and the present one. In the
previous chapter, learners revealed minor changes in perceptual sensitivity as their
phoneme representations developed only minimally. The experiment reported in the
current chapter showed that advanced learners developed a peak in perceptual
sensitivity, which reflected the presence of representations for /t/ and /t…/. The
development of such representations, however, needs much more experience than
short-term training can provide.
An interesting question then is what the listeners in the short-term training
design were attending to while performing the classification task. The task does not
necessarily reflect the categorization of phoneme classes. A stimulus continuum can
be classified into two (or more) categories on the basis of a property that varies
between stimuli, as long as perceivers pick up that property. As for auditory stimuli,
listeners can also classify plucks and bows (Rosen & Howell, 1981), rise-times
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(Hary & Massaro, 1982), spectral changes (Pisoni, Carrell & Gans, 1983) and
timbres (Healy & Repp, 1982). Furthermore, in chapter 4 we saw that Dutch
listeners were able to classify the Finnish /t-t…/ continuum into two categories rather
sharply without any earlier exposure to Finnish (or any other quantity language).
Classification responses can be made purely auditorily, i.e. without reference to
underlying representations in long-term memory. Classification results obtained
from language learners, no matter how native-like, may therefore insufficiently
reflect the presence/absence of phoneme representations. This explanation is in
accordance with the results from the earlier chapters: native-like classification did
not go along with native-like discrimination of the trained phoneme categories.
In native listeners, classification and discrimination results show a close
relation (e.g. Liberman et al., 1957). In language learners who have received shortterm training, classification and discrimination results are minimally related. This
discrepancy is thought to be caused by the fact that the two listener groups use
different resources to make their auditory judgements. In the psychophysical model
of speech perception discussed in Macmillan, Goldberg and Braida (1988), listener
judgements are assumed to be influenced by three types of variance: sensory
variance, context variance and trace variance. Sensory variance is caused by the
mapping of some stimulus onto an auditory trace. Context variance is associated
with the labelling of a trace, and is influenced by the size of the stimulus range in an
experiment. Trace variance is influenced by the time the trace must remain available
in order to make a decision. Sensory variance is always present, but the other two
types, context and trace variance, are task-dependent.
According to Macmillan et al. (1988), both context and trace variance may
affect discrimination responses. For consonant perception in the 2IFC discrimination
task their data showed that listeners did not use trace coding: listeners’ responses
depended on context variance only, i.e. on labelling. In their view, labels are
perceptual anchors located at the ends of the experimental stimulus range. Van
Hessen and Schouten (1992, pp. 1857-58), however, subdivided context variance
into two types of labels: apart from (temporary) context labels depending on the
stimulus range, they also assumed (permanent) phoneme labels. Under that
assumption, the Dutch learners could not use the Finnish phoneme labels in the 2IFC
discrimination tests reported in the previous chapter. The learners did, however,
make use of context labels, or ‘perceptual anchors’, that depended on the stimulus
range. Due to their temporary nature, context labels fade more rapidly than
permanent phoneme labels. That, in turn, complicates the task for nonnative
listeners: they assign relatively noisy context labels to incoming stimuli, and base
their order judgement in 2IFC discrimination on a comparison of these temporary
labels. Native listeners, on the other hand, use permanent phoneme labels that are
much more robust.
Listener behaviour in a classification design is also determined by context
variance. As long as nonnative listeners cannot make use of phoneme labels in the
second language, their identification decision will be based on the perceptual
anchors they have established on the basis of the stimulus range. Early in the process
of learning a second language, the classification of nonnative phonemes is therefore
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similar to listeners’ classification of nonspeech continua. As was mentioned earlier,
listeners can do this quite consistently (Rosen & Howell, 1981; Hary & Massaro,
1982; Healy & Repp, 1982; Pisoni et al., 1983). Short-term training probably helped
to establish semi-permanent perceptual anchors that explain an improvement in
classification behaviour.
The 2IFC discrimination task is thought to be hindered more by the absence of
phoneme representations than classification is. It is more difficult for a perceiver to
compare two fading perceptual traces in time than it is to identify such a trace. This
difference is expected to underly the finding that responses to these tasks are
unrelated in language learners. With ample training or language exposure, however,
temporary perceptual anchors may develop into permanent phoneme labels. That
development is expected to eventually reduce the perceptual differences between
native and nonnative listeners.
The fact that classification results may not reflect the presence of underlying
phoneme categories poses a serious problem for those studies that have addressed
learning of nonnative phoneme categories by means of only a classification task
(e.g. Flege, 1989; Logan, Lively & Pisoni, 1991; Lively, Logan & Pisoni, 1993).
They run the risk of over-estimating the learners’ proficiency in the second
language. It was that type of study that achieved improvement with short-term
laboratory training, and made me confident of obtaining changes in perceptual
sensitivity with short-term practice. Over the past chapters it has been shown that
there is good reason to doubt fast advances in the laboratory, at least with respect to
the development of second-language phonological representations. These need more
time and plenty of experience to become native-like, which is in agreement with
Strange and Dittman’s (1984, p. 131) view that “the modification of perception of
some phonetic contrasts in adults is slow and effortful”.
In sum, the Dutch learners in the present study became indistinguishable from
native Finnish listeners. This does not mean that all language learners will or can
reach this level of performance. Nor does it imply that a native-like level of
performance can be reached along all possible dimensions that separate nonnative
phoneme categories. The results did give a convincing demonstration of perceptual
learning through acquired distinctiveness, which apparently can develop into a
native-like sensitivity peak near the learned category boundary.

5.3

Perceptual learning of second language phoneme contrasts

The results from the experiments presented so far indicate that perceptual
development of nonnative phoneme contrasts occurs through acquired
distinctiveness. That is, a learner’s perceptual sensitivity increases in that region of
an acoustic dimension that contains the crossover region from one learned category
to the next. Many other studies, although they did not attempt to answer this
particular question, did provide data in agreement with the conclusion drawn here
(e.g. Strange & Dittman, 1984; Jamieson & Morosan, 1986; Logan et al., 1991;
Lively et al., 1993; Wang & Kuhl, 2003).
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In this section I want to explore whether perceptual learning of a relevant
dimension will always develop through acquired distinctiveness, or whether
perception of a dimension may also develop through acquired similarity, as has been
found for some cases of visual learning (Livingston, Andrews & Harnad, 1998, see
chapter 1). This issue will be discussed from two perspectives. Firstly, data from
other cross-language perception experiments will be explored for possible evidence
in support of learning through acquired similarity (section 5.3.1). Secondly, I will
discuss whether and how models on perceptual development of speech sounds
predict changes in perceptual sensitivity (section 5.3.2).

5.3.1

Experimental data: evidence for acquired similarity?

In this dissertation both hypotheses, acquired distinctiveness (AD) and acquired
similarity (AS), were given a chance by including discrimination tasks at different
levels of difficulty. This method resulted in support for learning through AD only.
The question this section addresses is whether there are experimental results in the
literature that support the AS hypothesis. As far as I know, there are three relevant
cases.
Firstly, Francis and Nusbaum (2002) reported finding a combination of AS and
AD with phoneme training. They tested native listeners of American English on the
Korean bilabial stops /p, pÓ, P/23 in a pretest-training-posttest design. The goal was
to study the distribution of the English listeners’ attention to several acoustic cues.
Natural instances of CV syllables were presented to the listeners, two of each
consonant segment followed by the vowel /a/. The perceived distance between the
two realisations of /P/ decreased with training, i.e. AS within that phoneme category,
while the perceived distance between /P/ and other segments increased, i.e. AD.
Perception of the other two categories, /p/ and /pÓ/, developed through AD only. In
Francis and Nusbaum’s research the strict case of AS, i.e. within-category decreases
combined with a priori high between-category discrimination, was not found.
Secondly, Best et al. (1988) examined English listeners’ perception of Zulu
click contrasts. They found that adult listeners discriminated the clicks well, and that
their performance did not differ significantly from that of native listeners. Best et al.
(2003) extended this result to clicks taken from the !Xóõ language. On a particular
click contrast, the American English listeners even outperformed the click language
users. In the AXB discrimination task Best et al. (1988, 2003) used, A and B were
instances of different click categories and X was another instance of one of those
categories. The listener’s task was to identify X as either A or B. Stimulus distances
were not systematically controlled, which makes it difficult to interpret perception in
terms of within-category versus between-category discrimination. However, if
American English listeners outperform native listeners, their perceptual sensitivity
can only become native-like by a decrease in their ability to discriminate the
contrast, i.e. by AS. The region of decrease, however, does not necessarily lie within
23

/P/ is a strong [p] contrasting with the weak /p/. See Francis and Nusbaum (2002),
experiment 1, for acoustic details.
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categories only. Moreover, the two groups of listeners interpreted the materials
differently: English listeners often reported hearing nonspeech sounds, whereas
native listeners heard speech. It is therefore possible that the similar discrimination
results were actually the outcome of different processing strategies.
The third cross-language perception study whose results hint at learning
through AS, is Iverson et al. (2003). Japanese, American and German adults were
tested on their perception of a six-step /ra-la/ continuum varying along the F3dimension. Japanese listeners’ within-category discrimination was higher than that
of native listeners within both the /r/ and the /l/ category in an AX discrimination
task. American listeners, on the other hand, did have higher discrimination scores
near the phoneme boundary. Native-like perception along the F3-dimension could
be obtained by within-category decreases and a between-category increase in
perceptual sensitivity, i.e. by a combination of AS and AD.
The results presented above support a weak version of the AS hypothesis:
perceptual sensitivity to within-category differences may decrease with learning, but
only in combination with an increase in sensitivity to between-category differences.
All in all, between-category increases in perceptual sensitivity seem to be crucial for
category learning.

5.3.2

AS and AD in models of speech perception and speech learning

In this section, I examine whether models of second language speech perception
predict learning situations in which development occurs through AS. There are a
number of models of second language speech perception (Flege, 1992; Best, 1995;
Kuhl, 2000; Escudero, 2005). These models base their predictions on mappings
between the listener’s first and second language. Two of these models, the
perceptual assimilation model, PAM (Best, 1995; Best, McRoberts & Goodell,
2001) and the native language magnet model, NLM (Kuhl, 2000) will be discussed
more elaborately. These models either deal with nonnative listeners’ discrimination
or with perceptual sensitivity to speech sounds. The question is whether they predict
cases of acquired similarity in second language learning.
PAM predicts the degree of difficulty listeners will have in discriminating
nonnative phoneme contrasts. The perception of a nonnative phoneme contrast is
related to how the two nonnative speech sounds assimilate to the native system.
There are basically two cases in which PAM predicts high discriminability (Best et
al., 2001). The first case was already encountered in the previous section: that of
phoneme contrasts that are perceived as nonspeech. For these, it may be the case that
the speech sounds are learned through AS. The second case is when a native
phoneme boundary already separates the two nonnative speech sounds, because they
are similar to different native categories. When a phoneme boundary already exists,
perceptual sensitivity will be higher between categories than within categories, and
learning will not occur through strict AS. If a shift in the location of the phoneme
boundary is necessary, this will happen through a local decrease in sensitivity
together with a local increase in sensitivity, i.e. through both AS and AD.
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The NLM model explains the relatively low perceptual sensitivity near the best
exemplars of native phoneme categories as being due to the perceptual magnet
effect. In line with Rosch’s (1975) theory, speech categories are assumed to have
prototypes. Within a speech category, the perceptual space is shrunk near
prototypical examples, causing low perceptual sensitivity for differences between
them, as opposed to non-prototypical examples of a particular category. Therefore,
within categories, the degree of acquired similarity varies with the degree of
prototypicality. Moreover, between speech categories, the space is stretched (Iverson
& Kuhl, 1996). NLM does predict that second language learning is complicated by
the perceptual filter established for the first language (Kuhl, 2000). It is not clear,
however, how second language learners learn to deal with a new language setting.
Guenther and Gjaja (1996) implemented the perceptual magnet effect of the
NML in a neural network model. In neural network models, perceptual learning is
modelled by changes in attentional weighting along dimensions (see also Goldstone,
1998, pp. 588-89): attention to important dimensions may be increased – through
AD – whereas attention to irrelevant dimensions may decrease – through AS. Even
though such models simulate first language perception rather successfully, they have
rarely been trained to simulate perceptual learning in a second language. Such
research may contribute to the question if learning occurs through AD, AS or both.
In sum, models that deal with the learning of second language speech sounds
only minimally account for the changes in perceptual sensitivity that are expected in
second language learning. The only prediction of category learning that might occur
through AS, i.e. within-category decreases only, is found in the case of stimuli that
are perceived as nonspeech by nonnative listeners. Still, both AD and AS are
learning mechanisms that account for changes in perceptual sensitivity along
category-relevant dimensions, although AS, in contrast with AD, hardly ever occurs
alone.

5.4

Conclusion

Section 5.2 showed that adult second language learners acquire a nonnative
phoneme continuum through acquired distinctiveness, and that their perception can
even become native-like. These results agreed with the conclusions drawn in earlier
chapters. Section 5.3 explored the range of learning second language speech sounds
through acquired distinctiveness by searching for evidence supporting the alternative
hypothesis: acquired similarity. Examination of experimental data and models on the
perception of second language speech sounds strengthened the conclusion drawn
earlier: perceptual sensitivity along a relevant acoustic dimension, while learning a
nonnative phoneme contrast, develops principally through acquired distinctiveness.
Even though discrimination and classification tasks may differ in their
proficiency estimates of nonnative listeners (see section 5.2.3), both tasks can
measure how listeners cope with phoneme classes. To study perceptual development
of phoneme categories in a first language, classification studies are normally used.
As opposed to discrimination tasks, classification tasks are well understood by the
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young listeners participating in such experiments. In chapter 1, the motivation for
including 6-year-old children in the design of this dissertation was that their native
language was assumed to be still developing. In chapter 6, the validity of that
assumption will be studied for the dimensions that have so far been used in second
language learning by adults and 12-year-old children.

6 The development of native phoneme contrasts

6.1

Introduction

The main goal of this dissertation is to examine perceptual development of phoneme
contrasts in adults and children aged 6 and 12. Phoneme contrasts that are equally
unknown to these groups of listeners are nonnative phoneme contrasts. The pilot
experiments in chapter 3, however, showed that the 6-year-olds had difficulty
performing tasks that were designed to study whether learning of nonnative
phoneme contrasts occurs through acquired distinctiveness or through acquired
similarity. As a result, further experiments on the perceptual development of
nonnative speech contrasts did not include these young listeners.
One of the reasons why 6-year-old children had originally been included in this
study was the assumption that they are still in the process of acquiring their firstlanguage phoneme categories. In the present chapter, the validity of that assumption
is tested for exactly those dimensions that were investigated in the previous
chapters. Moreover, section 6.5 will discuss how first language learning relates to
the learning hypotheses that are central to this dissertation.
The following sections present listening experiments on the development of
first-language phoneme categories around age 6. In such experiments, classification
designs are typically used instead of discrimination designs and the former have
been widely used with child participants from age 3 on (e.g. Nittrouer, 1996;
Slawinski & Fitzgerald, 1998). The Dutch phoneme contrasts that were chosen for
these experiments are close counterparts of the phoneme contrasts studied in
chapters 2 to 5. Firstly, segment length was the crucial feature studied in chapters 4
and 5. Dutch does not cue different consonants by means of durational differences,
but the vowels /A/ and /a…/ can be distinguished on the basis of duration alone
(Nooteboom & Cohen, 1995; Nooteboom & Doodeman, 1980). Therefore, the
native phoneme contrast examined in sections 6.2 and 6.3 of this chapter is Dutch
/A-a…/. Secondly, the closest counterpart of the British English /T-s/ contrast studied
in chapters 2 and 3 is the Dutch fricative pair /f-s/. Perceptual development of this
phoneme contrast in children around age 6 is presented in section 6.4.

6.2

The development of length as a cue in vowel perception

In quantity languages such as Finnish and Japanese, segment length is
phonologically contrastive. Other languages, such as Dutch, use duration in cue
trading relations with other acoustic parameters, such as spectral information, to
signal different phonemes. The Dutch language has vowels that are intrinsically
either long or short (Nooteboom, 1972). The intrinsic duration of long vowels is
about twice as long as that of short ones. Examples of such short-long pairs are /A-a…/
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as in man-maan (= ‘man’-‘moon’) and /O-o…/ as in bot-boot (= ‘bone’-‘ship’). In
addition, the difference between a short and a long vowel is not restricted to
duration, but is also cued by their spectral composition.
Normally, listeners use both types of cue to identify the vowel in maan or man
as either /a…/ or /A/ (Nooteboom & Cohen, 1995; van Heuven, van Houten & de
Vries, 1986), but according to Van Heuven et al. (1986) Dutch listeners seem to
weight spectral information somewhat more heavily than durational information.
However, a perception experiment showed that both /A/ and /a…/ were perceived
when only the duration of the vowel [a…]24 was varied (Nooteboom & Doodeman,
1980). The two response options, /tAk/ and /ta…k/, were both existing words in Dutch,
and stimuli were embedded in a carrier sentence. Listeners perceived /A/ in the case
of short [a…]-vowels and /a…/ in the case of long [a…]-vowels. Nooteboom and Cohen
(1995) noted, moreover, that manipulation of the durations of Dutch [A] and [a…]
showed an asymmetry: shortening [a…] induced the perception of /A/, as was found
by Nooteboom and Doodeman (1980). Lengthening the short vowel [A], however,
led to the perception of a long version of /A/. Nooteboom and Cohen conducted a
perception experiment with isolated vowels, in which duration was manipulated, and
again showed that Dutch listeners perceived short [a…]’s consistently as /A/ while
long ones were heard as /a…/. Apparently, even though the Dutch usually base their
perception of these vowels on both spectral and durational information, they can,
under certain circumstances, make the distinction on the basis of durational
information, or quantity, alone.
In the present research we were interested in the perceptual development of the
duration cue in the Dutch vowels /A/ and /a…/ embedded in the words man and maan,
respectively. Usually, children learn to classify native phoneme contrasts more
sharply as they grow older (e.g. Gerrits, 2001; Pursell, Swanson, Hedrick &
Nabelek, 2002). Initially, they may weight certain acoustic cues in the speech sounds
differently from adults, but their perception becomes more adult-like with age (e.g.
Mayo & Turk, 2004; Nittrouer, 2002). The age at which children perceive the speech
sounds of their native language in an adult-like way, varies over speech sounds or
speech sound contrasts. Vowels are generally thought to be learned early in
comparison with consonants, an effect that is already obvious during an infant’s first
year of development (see Jusczyk, 1997, pp. 79-84). For some phoneme contrasts,
however, the process of fine-tuning native categories may last until the children are
in their early teens (Hazan & Barrett, 2000). Differences in vowel perception
between children and adults have been shown for children up to 11 years of age (e.g.
Ohde & Haley, 1997; Ohde, Haley & McMahon, 1996; Pursell et al., 2002).
The development of the weighting of spectral and durational cues in the Dutch
vowel contrast /A-a…/ was studied by Gerrits (2001). She compared three groups of
children, aged 4, 6 and 9, with adults. It was shown that children of 4 and 6 years old
weighted formant information less heavily than older children and adults. With
respect to duration, however, the young children did not differ from the adults. In
24

The notation /x/ is used to refer to the internal representation of phoneme x, while the
notation [x] is used to refer to an external realisation of phoneme x.
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Gerrits’s stimuli, formant frequencies were varied along a continuum in seven
spectral steps, but the duration of the vowel was distributed in a binary fashion: it
was either consistent with /A/ (= short) or with /a…/ (= long). As a result, it could not
be concluded that children classified the entire duration dimension of this contrast as
adults did. In a later study of the same Dutch vowel contrast both spectral and
durational information were varied along a continuum of seven stimuli (van Alphen,
de Bree, Gerrits, de Jong, Wilsenach & Wijnen, 2004). Children at risk of dyslexia,
children with specific language impairment and age-matched control children of
around age 4 were tested in a classification design. The three groups of children did
not differ in their classification of the continuum into two phoneme classes, /A/ and
/a…/, and they were quite successful at it. However, no comparison with adult
listeners was made.
The present study examined the age differences in classification of an /A-a…/
continuum, based on duration alone, by 5-year-old and 7-year-old children and
adults. Vowel duration was varied, whereas formant frequencies were kept constant,
as was done in the earlier studies by Nooteboom and colleagues. The goal of this
study was to find out how children between the ages of 5 and 7 make use of the
duration dimension in the perception of Dutch /A-a…/ in comparison with adults. The
literature suggests that children are able to use the duration dimension in an adultlike manner.

6.2.1

Method

The age differences in classification of an /A-a…/ continuum by 5-year-old and 7year-old children and adults were examined. Only duration was varied along a
stimulus continuum, whereas formant frequencies were kept constant, as was done
in earlier studies (Nooteboom & Cohen, 1995; Nooteboom & Doodeman, 1980).
6.2.1.1
Participants
There were 62 participants: 20 adults (3 male, 17 female), 20 7-year-olds (11 boys, 9
girls) and 22 5-year-olds (13 boys, 9 girls). All participants were native speakers of
Dutch. The children were recruited at two primary schools in a village in the south
of the Netherlands. The adult group consisted of the children’s parents and teachers.
Children who participated (i) performed normally in school, (ii) had no history of
ear infections, (iii) had no respiratory infections during testing, and (iv) did not wear
ear tubes.
In our participants’ language environment a Brabant dialect is spoken alongside
Standard Dutch. In some dialects of Dutch, such as Utrecht Dutch, the durational
relationship between /A/ and /a…/ differs from that in Standard Dutch (Schouten,
Crielaard & van Dijk, 1998). For Brabant Dutch however, the durational relation
between /A/ and /a…/ was not expected to deviate from that in Standard Dutch
(Heestermans & Stroop, 2002). Therefore, the listeners’ language environment was
not thought to influence the test results.
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6.2.1.2
Materials
The word pair man (= ‘man’) – maan (= ‘moon’) was used. Young Dutch children
are familiar with these words, which can easily be represented by pictures. Speech
from a phonetically trained, male speaker of Dutch was recorded on DAT tape in a
sound-treated booth at the phonetics laboratory of Utrecht University. An Audiotechnica AT841a microphone was used. The signal was high-pass filtered through a
microphone preamplifier using a 4th order filter at 75 Hz. The recordings were
transferred onto a computer and downsampled from 48 kHz to 32 kHz.
Table 6.1: Frequencies of the first and second formants of the three recorded
vowels.
Vowel
[A]
[a…]
[a"]

F1 (Hz)
566
727
640

F2 (Hz)
922
1377
1152

The speaker pronounced three words in isolation: (i) man, /mAn/, (ii) maan, /ma…n/,
and (iii) another maan with a vowel that had formant frequencies intermediate
between /A/ and /a…/. Table 6.1 shows the first and second formant frequencies for
this speaker’s [A], [a…] and intermediate vowel, which will be called [a"]
henceforward.

m a’ n

m

a’

n

m

a’

n

Figure 6.1: Oscillograms of the shortest, middle and longest version of
/ma"n/ taken from the test continuum.
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The first two formants of [A] and [a…] fall within the range of formant frequencies
reported for these Dutch vowels (e.g. Pols, Tromp & Plomp, 1973; van Son & Pols,
1990). The formant values of [a"] lie very close to the means of the formants of [A]
and [a…], i.e. 647 Hz and 1150 Hz.
The intermediate vowel was used as a basis for making the continuum, as very
short but open vowels may still be perceived as /a…/ (van Heuven et al., 1986). A
seven-step duration continuum was made by shortening [a"]. The longest [a"], with a
duration of 308 ms, was shortened in steps of four periods of the speaker’s
fundamental frequency, i.e. approximately 30 ms, to the shortest [a"] with a duration
of 129 ms. The speaker’s intonation pattern was flat with a mean F0 of 127 Hz.
Figure 6.1 shows the oscillograms of three steps taken from the phoneme
continuum, varying from the shortest version via the middle step in the continuum to
the longest one.
6.2.1.3
Procedure
All experiments were run in a quiet room at the children’s schools. A Toshiba
Satellite 1400 153E laptop computer with an ALi Audio Wave sound card was used
to present the stimuli and to register responses. Stimuli were presented over closedear Beyerdynamic DT 770 headphones at a comfortable listening level. Since the
procedures used for testing the children and testing the adults differed, they will be
discussed separately in the following subsections.
Procedure for the children
The children first completed the Auditory Discrimination Test (ADIT) (Crul &
Peters, 1976) and then the classification test. First, fifteen items of the ADIT test
were presented. The children had to give at least 14 correct answers out of 15 to be
admitted to further testing. The phonemes /A/ and /a…/ both occurred in the ADIT
tokens. In front of the child there were two pictures representing a minimal pair of
words. It was explained to the child that a female voice would say one of the two
words over headphones. The child was asked to point at the picture corresponding to
the word and to say the word aloud. There were two practice items. The
experimenter scored the children’s responses to the ADIT test manually. The ADIT
test also served as practice with the response method for the rest of the experiment.
Secondly, if children had passed the ADIT test, classification of the man –
maan continuum was administered. The test started with the introduction of the two
words and the pictures representing them. After that, the child and the experimenter
took turns playing the game. Next, the endpoint stimuli form the testing continuum
were introduced over headphones: one picture was placed in front of the child and
the corresponding sound file was played four times in a row while the child
practised answering by both saying the word and pointing at the picture. Then the
other picture was placed in front of the child, and the procedure was repeated. After
that, both pictures were placed in front of the child and the endpoints were presented
one after another, two times each. Children were again encouraged to point at the
pictures and to repeat the words.
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Practice started after the experimenter had told the child that the words had got
mixed up and that the child had to indicate after each word to which picture that
word corresponded. The first session of practice trials, in which each endpoint was
presented four times, was used to get the child acquainted with the procedure, and
during the second set of practice trials, the child had to give 7 correct answers out of
8 for his/her data to be included in the analyses.
During the actual test, each stimulus from the continuum was repeated six
times, resulting in 7 stimuli × 6 repetitions = 42 trials. There was one break after the
first 21 trials, in which children completed a part of a puzzle. At the end of the break
both endpoint stimuli were each presented twice to check whether the child had
remembered them correctly. The entire session took between 20 and 25 minutes. The
children received colorful animal stamps on a saving card for participation.
Procedure for the adults
The introduction to and practice with the materials were of similar content as for the
children, but the adults completed the test by themselves on the computer. The adults
were not given the ADIT test. They received written instructions that were repeated
orally to check whether the procedure was clear. The adults also had to give 7
correct answers out of 8 during practice for their results to be included in the
analyses. This test took the participants only a few minutes and they received a little
gift for their efforts.

6.2.2

Analysis

All children completed the ADIT test successfully. Twelve of the 22 5-year-old
children (7 boys, 5 girls) passed the criterion of 7 correct answers out of 8 during
practice. These children’s mean age was 5;1 ranging from 4;2 to 5;5. Since only half
of the 5-year-olds passed the criterion, the responses from the 5-year-olds who did
not meet the criterion will be briefly discussed in section 6.2.3.2. One 7-year-old
child did not reach 7 correct answers out of 8 during practice and therefore his data
were not analyzed. The other 19 7-year-olds had a mean age of 6;11 ranging from
6;5 to 7;6. All adults met the criterion. Their ages varied from 19 to 48 years with a
mean age of 33.
From each listener’s classification function, the phoneme boundary, i.e. the
point of crossover between the categories, and the boundary width, i.e. the crossover
region, were determined. The listeners’ classification results were represented as
percentages of /a…/ responses per stimulus. These were transformed to z-scores to be
submitted to a Linear Regression analysis per listener, with z-score as dependent
variable and stimulus duration as independent variable. If a listener’s z-scores could
not be fitted by a linear function, that listener’s data were not analyzed further. Data
from 20 adults, 8 5-year-olds and 17 7-year-olds remained. The phoneme boundary
was fixed at z=0, the 50% point. Boundary widths were defined as the 25%-75%
range of /a…/ responses (from z=-.674 to z=.674).
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6.2.3

Results

Figure 6.2 shows the mean classification results along the duration continuum for
the three age groups. Along the horizontal axis the vowel duration steps are shown
from the shortest vowel, that in /mAn/, on the left to the longest vowel, that in
/ma…n/, on the right. Along the vertical axis the percentage of /a…/ responses to each
of the duration steps is shown.
A two-way ANOVA with fixed factors Age Group (5, 7, and adult) and
Duration (129 ms through 308 ms) on the arcsine transformed proportions of /a…/
responses was run. The Age Group × Duration interaction was significant,
F(12,294)=2.4, p=.006, ηp2=.09, as was the main effect of Duration,
F(6,294)=225.8, p<.001, ηp2=.82. Listeners of all three ages nicely divided the
duration continuum into short /A/s and long /a…/s. However, the interaction effect
shows that there were differences as to how the listeners at different ages dealt with
the continuum. The effect of Age Group on the listeners’ responses, however, was
not significant, F(2,294)=1.7, p=.185, ηp2=.01.
100
80
60

% /a:/ responses

Age

40

Five

20
0
129

Seven
Adult

159

189

219

248

278

308

Vowel duration (ms)
Figure 6.2: Percentage of /a…/-responses to each of the duration steps per age
group.
6.2.3.1
The phoneme boundary and its width
The location of the phoneme boundary and its width were determined for each
listener. The means per age group are given in Table 6.2. To study the effect of age
on the location of the phoneme boundary a one-way ANOVA with factor Age Group
(5, 7, and adult) was run. The analysis showed that there was no effect of age on the
location of the phoneme boundary. The three groups of participants put their
boundary between man and maan at approximately the same location, as can be seen
in the middle column of Table 6.2.
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The effect of the listeners’ age on boundary width was also tested in a one-way
ANOVA with factor Age Group (5, 7, and adult). The phoneme boundary widths did
show an effect of Age Group, F(2,42)=6.6, p=.003, ηp2=.24. The interval over which
perception changed from man to maan decreased with age as can be seen in the
rightmost column of Table 6.2. Tukey HSD post hoc analyses revealed that the
boundary width of the 5-year-olds’ was significantly larger than that of the 7-yearold children (at p=.029) and the adults (at p=.002). The 7-year-old children did not
differ from the adults in the widths of their boundary regions.
Table 6.2: Mean phoneme boundary location and the mean width of the
phoneme boundary per age group.
Age group
Five-year-olds
Seven-year-olds
Adults

Phoneme boundary (ms)
200
207
208

Boundary width (ms)
38.5
30.5
27.9

6.2.3.2
The five-year-olds who did not meet the criterion
Ten out of 22 5-year-old children did not pass the criterion for participating in the
classification test. The criterion was set at seven correct answers out of eight to
presentations of the continuum’s endpoints: the longest and the shortest version of
[a"] were each presented four times. These children’s responses to the criterion
stimuli were strongly biased towards /A/ (= short) responses. They reported
perceiving the vowel in the shortest [ma"n] correctly as that in man (/mAn/), but
often perceived the longest version of [a"], which was intended as an /a…/ as the
vowel in man as well. Children gave 81% /A/-responses to the criterion stimuli,
whereas 50% /A/-responses and 50% /a…/-responses were expected.

6.2.4

Discussion

In the present study the development of duration perception in an /A-a…/ continuum
was examined in 5-year-old and 7-year-old children and adults. The goal of this
study was to see whether children of 5 and 7 years of age can use the vowel duration
cue to distinguish between the Dutch words /mAn/ and /ma…n/ in the same way as
adults do. Only duration was varied along a stimulus continuum, whereas the
vowel’s spectrum was kept constant.
Adult responses were in keeping with earlier findings: they showed that Dutch
listeners can differentiate between /A/ and /a…/ on the basis of duration alone. The 7year-olds treated duration similarly to adults. At this age, children can classify a
continuum from /A/ to /a…/ on the basis of duration alone. The 5-year-old listeners
who met the criterion differed significantly from the adults in their boundary widths,
which has been found more often for phoneme contrasts in child versus adult
perception (e.g. Gerrits, 2001; Hazan & Barrett, 2000). This difference between
adults and 5-year-olds must mainly be explained by differences in perceptual
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development, but task-related factors and the children’s attention span may also have
influenced the consistency of their responses (e.g. Wightman & Allen, 1992). These
young listeners did, however, put the phoneme boundary at the same location as the
adults, which shows that they had already mastered this contrast quite well, as was
also reported by Gerrits (2001). In contrast with these children, 10 5-year-old
children out of 22 did not meet the test’s criterion: they reported hearing mainly
/mAn/ when the longest [a"] stimulus was presented.
What may have caused this difference in vowel perception within the group of
5-year-olds? The children who had met the criterion perceived the contrast almost
adult-like. The children who had not met the criterion did not seem to be using the
duration dimension at all. It could not be the case that the children mainly responded
‘man’ because they were familiar with only that word. During the task introduction
it had been checked that the children knew both words, man and maan. They
furthermore were all able to produce the two words in such a way that the
experimenter could clearly perceive the difference. Apparently, these 5-year-old
listeners were unable to consistently use the duration dimension to distinguish /A/
from /a…/, even after a short training with the test materials, which varied only in
duration. As a result, their responses were based on the aspect of the signal that did
not change between stimuli: the vowel’s spectral composition. They perceived [a"]
relatively consistently as an /A/, which implies that the intermediate vowel was not
fully ambiguous, at least not to these listeners.
The findings from this experiment suggest that young Dutch listeners do not
yet use duration in vowel perception as adults do. This explanation is supported by
production studies. Dutch children of 4 years of age produce the length distinction
between /A/ and /a…/ less clearly than adults do (Clement & Wijnen, 1994). Whereas
adults produced [a…] 1.75 times as long as [A], normally developing 4-year-olds
made [a…] only 1.54 times longer. In line with these results, Kuijpers (1993, chapter
3) found that Dutch children produced the durational contrast between short and
long vowels more distinctly with age.
Summarizing, this experiment showed that 7-year-old children and adults, and
also some 5-year-olds, distinguished /A/ from /a…/ on the basis of duration alone.
Moreover, the listeners did so in highly similar ways. Interestingly, half of the 5year-olds did not seem to use duration as a perceptual cue for these vowels. This
‘split’ within the group of 5-year-olds suggests that the use of the duration cue in
distinguishing between /A/ and /a…/ is learned around age 5. Furthermore, its use
seems to be learned rather fast. In order to address the question of how the use of the
duration dimension in Dutch vowel perception develops around age 5, the 5-yearolds who participated in this study were tested again, nine months later. That
experiment is presented in the next section.

6.3

Duration perception in the /A-a…/ contrast around age 5

In the previous section, the development of duration perception in an /A-a:/
continuum based on duration alone was studied. It was found that the three age
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groups – 5, 7, adult – put the phoneme boundary at roughly the same point along the
duration axis. The children’s consistency, however, was somewhat less than that of
the adults. Interestingly, almost half of the 5-year-old children did not pass the
testing criterion, suggesting that they did not yet use duration as a cue in the
perception of /A-a…/, but listened to spectral information only.
In this section a follow-up experiment is discussed in which the same group of
5-year-old listeners was tested on the perception of the man-maan continuum nine
months after the first test. This was done to address the following questions: with
more language experience, (i) do more 5-year-olds use duration as an acoustic cue to
differentiate between /A/ and /a…/, and (ii) does the perception of the children who
already used duration become more adult-like? With respect to the latter question,
the children were expected to show smaller boundary widths in comparison with the
earlier test. As for the former question, it was expected that more 5-year-old children
would reach criterion in the present experiment than in the previous one.

6.3.1

Method

The testing procedure that was used to answer the questions mentioned above
differed only slightly from the procedure that had been administered in the previous
experiment (see section 6.2.1). The ADIT test was reduced to only the first eight
items plus two practice items. These were presented to the children as an
introduction to the task and the response manner (i.e. pointing to a picture and
saying the corresponding word). Next, the man-maan continuum was introduced and
tested as explained earlier. The same 22 5-year-old children participated.

6.3.2

Analysis

Fifteen of the 22 5-year-old children passed the criterion of 7 correct answers out of
8 during practice. These children’s mean age was 5;10 (ranging from 4;11 to 6;3).
One child who had passed the criterion in the previous experiment did not succeed
now. On the other hand, four children who had not passed the criterion earlier passed
this time. The data were analysed in the same way as before (see section 6.2.2),
which resulted in usable data from 13 5-year-olds: 10 children who had already met
the criterion in the previous experiment, and 3 children who reached the criterion for
the first time.
The other seven children, who did not reach the criterion, had a response bias
similar to the one found in the earlier experiment. They perceived the vowel in the
shortest [ma"n] correctly as that in man (/mAn/), but still perceived the longest
version of [a"], which was intended as an /a…/, often as the vowel in man as well. The
children gave 77% /A/-responses to the criterion stimuli, instead of 50%.

6.3.3

Results

The mean classification responses of the two groups of 5-year-olds – those who had
met the criterion earlier and those who had not – are shown in Figure 6.3. The
results from each group are discussed separately in the following subsections in
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order to study the two research questions, each of which concerns only one of the
groups.
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6.3.3.1
The children who had met the criterion earlier
The research question concerning the children who had met the criterion in the
previous experiment was whether they would become more consistent in their
answers to the stimuli from the duration continuum with more language exposure.
This would be reflected by narrower boundary widths. The children’s phoneme
boundaries and the corresponding boundary widths were determined and compared
to their earlier results.
The mean classification function of the 5-year-olds who had met the criterion
earlier is shown in Figure 6.3a. The mean phoneme boundary for these 5-year-old
children now lay at 211 ms. This was close to the adult boundary of 208 ms. Paired
samples t-tests on their phoneme boundaries from both experiments showed that the
boundary locations did not differ as a function of testing moment (p=.631). The 5year-olds’ boundary location had not been different from that of the adults in the first
test, and it still was not. The mean boundary width for these 5-year-olds now was
36.0 ms. Paired samples t-tests on the children’s boundary widths from both testing
moments showed no significant differences (p=.234). In comparison with the other
age groups’ results from the first moment of testing, however, there was a difference.
This was shown in a one-way ANOVA with between-subjects factor Age (5, 7, and
adult), which was run on the 5-year-olds’ boundary widths from the second test, and
those from the other groups measured at the first moment of testing. The effect of
age was marginally significant, F(2,45)=3.2, p=.052, ηp2=.12. Post hoc Tukey
analyses revealed that the 5-year-olds’ boundary widths did no longer differ from
those of the 7-year-old children (p=.750). However, they marginally differed from
those of the adults (p=.067). At almost 6 years of age, the children still seemed
somewhat less consistent than the adults.
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Figure 6.3: Mean classification functions for the two groups of 5-year-old
listeners.
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6.3.3.2
The children who had not met the criterion earlier
Ten children had not reached the criterion in experiment I, and the second question
this experiment aimed at answering was whether these children would use duration
as an acoustic cue in the perception of the vowels /A/ and /a…/ with more language
experience. Of these ten children, four did reach the criterion of seven correct
answers out of eight, but only three of them delivered useable data that are reported
here.
The mean classification function of the 5-year-olds who had not met the
criterion earlier is shown in Figure 6.3b. The mean phoneme boundary of the 5-yearolds who had not used duration earlier lay at 230 ms with a boundary width of 38.7
ms. A closer look at these listeners’ data revealed that two of them classified the
continuum into /A/ and /a…/ rather sharply, but that the third listener was less
consistent. The boundary location and boundary width for each listener were 215 ms
and 33 ms for Listener 1, 188 ms and 31 ms for Listener 2, and 288 ms and 52 ms
for Listener 3. Whereas the first two listeners’ perception was now comparable to
that of the other 5-year-olds and the older listeners, Listener 3 still perceived longer
versions of [a"] as /A/ quite often as that listener’s phoneme boundary was placed
much further towards long instances of [a"]. This listener responded /a…/ to the 308
ms-stimulus in only four out of six presentations. Moreover, the 278 ms-stimulus
received only one out of six ‘long vowel’ responses from Listener 3.

6.3.4

Discussion

This experiment was set up to further investigate how the use of the duration cue in
vowel perception develops around age 5. The two research questions of this
experiment were whether more 5-year-old children would use duration as an
acoustic cue to differentiate between /A/ and /a…/ with nine more months of language
experience, and whether the perception of the children who already used duration
would become more adult-like with more language exposure.
The results confirmed both expectations. Firstly, fifteen out of 22 5-year-old
children reached criterion as opposed to twelve children in the previous experiment:
more children could correctly identify the endpoints of the continuum after short
practice with the materials. Secondly, with more language experience, the 5-yearolds became more consistent in their classification behaviour as the reduction in
their boundary widths showed. Still, for seven out of 22 children duration only was
not enough to distinguish /A/ from /a…/ at almost 6 years of age. Therefore, these
results do not confirm Gerrits (2001)’s conclusion that children aged 6 perceive the
duration dimension in /A-a…/ as adults do. Remember that in that study duration had
been binarily distributed, either short or long, whereas the number of duration steps
in the present investigation was seven.
Some children of almost 6 years of age had difficulty using duration to
differentiate between the salient vowels /A/ and /a…/ in a /mVn/ word context. What
may have caused the difficulty for these listeners? Several studies on the
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phonological development in production of Dutch have shown that the segments
used in this experiment are part of 5-year-olds’ inventories (Beers, 1995; Clement &
Wijnen, 1994; Kuijpers, 1996). Moreover, the word forms man and maan are both
CVC syllables, which are also acquired early (Levelt, Schiller & Levelt, 1999/2000).
Therefore, the form of the materials per se could not have caused any problems for
the young listeners. The phonetic content, however, may have been problematic.
The fact that only duration was manipulated may have been challenging for the
young listeners. In everyday Dutch, both duration and spectral composition cue the
difference between the vowels /A/ and /a…/. The stimuli used in the last two
experiments were ‘unnatural’ in the sense that the distinction between Dutch word
pairs such as man-maan, tak-taak or bas-baas is usually not made on the basis of
duration alone. Despite the large difference in duration between the two endpoints of
the continuum (129 ms vs. 308 ms), some of the listeners were unable to readily tap
into this information source (note that listeners from age 7 on had no difficulty doing
this). This interpretation is supported by results from Hazan and Barrett (2000), who
tested children aged 6 to 12 on phoneme contrasts with either integrated or single
cues. They found that children were more consistent in their responses to combinedcue stimuli than to single-cue stimuli, and concluded that speech perception by
children is less flexible than in adults.
Moreover, the explanation that young children have difficulty processing single
cues is supported by the findings from Van Alphen et al. (2004). In that study, 4year-old listeners classified the Dutch vowels /A/ and /a…/ varying in both duration
and spectral composition. The child listeners were capable of classifying that
continuum rather consistently, as opposed to older children who had only a single
cue available in the experiments reported here. Child listeners may attend more to
spectral information in vowel perception, as young listeners were capable of
classifying Gerrits (2001)’s stimuli that varied in seven spectral, but only two
durational steps. In support of the view that spectral information may be more
informative in distinguishing /A/ from /a…/, adults have been found to weight spectral
information more heavily than duration (van Heuven et al., 1986, but see also
Nooteboom & Cohen, 1995, p. 91). In sum, children may have had trouble dealing
with the phonetic content of the stimuli, since their attention may initially be
directed at a more natural combination of cues.
Those children who did not reach the testing criterion had a bias towards
perceiving the intermediate vowel [a"] as the short vowel /A/. This bias was assumed
to be based on the spectral composition of the vowel. It is unlikely that the bias was
due to the children’s language environment, where a Brabant dialect is spoken along
with Standard Dutch. For Brabant Dutch, two phenomena have been described that
concern the vowels /A/ and /a…/. Firstly, in the dialect of Tilburg, a city about 10 km
from the village where the children were tested, the short vowel /A/ may be
lengthened and fronted to an /a…/, but only when it is followed by certain consonant
clusters25 or fricatives (Boutkan & Kossmann, 1996; van Oostendorp, 1996). An
example of this effect is found in a Standard Dutch word such as brand (/brAnt/),
25

These clusters are /-nt, -nd, -ns, -xt, -st, -mp/ (see Boutkan & Kossmann, 1996, p. 20).
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meaning ‘fire’, which is pronounced as /bra…nt/ in Tilburg Dutch. The word context
used in the present experiment, however, does not trigger application of this
lengthening effect, and could therefore not have interfered with the children’s
perception of the stimuli.
The second dialect-based effect concerns the long vowel /a…/. Irrespective of the
word context, this vowel may be pronounced more closed and further back than its
counterpart in Standard Dutch (Swanenberg, 2002). As a result, the long vowel
sounds more as the short one. In written Brabant dialect this pronunciation shift is
visible, as the Standard Dutch ‘aa’ is represented by the vowel sequence ‘ao’
(Swanenberg, 2002). For instance, the word for ‘but’ in Standard Dutch, maar, is
written as maor in Brabant dialect. If the pronunciation of the long vowel /a…/ in
Brabant Dutch lies closer to the pronunciation of short /A/, the intermediate vowel
[a"] used in these experiments may lie perceptually closer to /a…/ than to /A/ for ears
trained on Brabant Dutch. This effect will be even more obvious when the vowel’s
duration is relatively long. The children, however, did not perceive /a…/ for [a"] and
therefore, dialectal influences do not explain their bias to respond /A/.
To conclude, listeners of Dutch can treat the vowel contrast /A-a…/ as a quantity
contrast. For adults, this had been shown before (Nooteboom & Cohen, 1995;
Nooteboom & Doodeman, 1980), and the experiment reported in section 6.2 showed
that children aged 7 were as consistent as adult listeners. Sections 6.2 and 6.3
revealed that (i) only some of the 5-year-old Dutch children were able to perceive
two vowel categories on the basis of duration alone, but also that (ii) children around
that age are developing sensitivity to durational information as a single cue in vowel
perception.

6.4

The perceptual development of the fricative contrast /s-f/

This section presents the investigation of the second native phoneme contrast. That
is, the perceptual development of the /f-s/ contrast in Dutch children between the
ages of 5 and 8 was studied. Children’s development of weighting acoustic cues
relevant in fricative perception has been studied relatively well, at least for children
from an English language background (e.g.Mayo & Turk, 2004; Morrongiello,
Robson, Best & Clifton, 1984; Nittrouer & Miller, 1997a; Nittrouer & StuddertKennedy, 1987; Nittrouer, 2002). These studies have shown that children’s
perception of fricatives becomes more adult-like with age.
If child perception develops towards an adult end state, what do adults attend to
in fricative perception? Cues that play a role in adult perception of fricatives are
properties of the segment’s noise, such as its frequency, duration and amplitude, and
formant transitions. Whalen (1991) reported that listeners in identification of /s/
versus /S/ use both the noise portion of the fricative and the formant transitions.
Jongman, Wang and Sereno (2000) showed that listeners can identify fricatives
using only their frication: fricative noises of nine English fricatives taken from
different vowel environments were correctly identified in 75% of cases. When vowel
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transitions were also presented to listeners, in fricative-vowel-/p/ syllables, accuracy
rose to 91%.
In the perceptual development of native language categories children acquire
the ability to weight the acoustic cues in the speech signal optimally for
understanding a speaker’s message. The fricative contrast that has been studied most
in children is /s-S/. For that contrast it was found that children aged 3 to 7 weight
formant transitions more heavily than adults do. This effect has been replicated for
different fricative-vowel combinations: with /A/: e.g. Nittrouer, 2002, /i/: e.g.
Nittrouer & Studdert-Kennedy, 1987; /o/: Mayo, Scobbie, Hewlett & Waters, 2003;
/u/: e.g. Nittrouer & Studdert-Kennedy, 1987; /aI/: Mayo & Turk, 2004; and /O/:
Gerrits, 2001. On the basis of such findings, Nittrouer, Manning and Meyer (1993)
hypothesized the Developmental Weighting Shift (DWS). According to this model,
children’s perception develops from attention to more syllabic properties towards
attention to more phonetic ones, or from dynamic to static acoustic cues. In the case
of /s-S/ perception, children’s attention is initially directed towards dynamic formant
transitions instead of static frication noises. This model is consistent with the
generally accepted view that speech perception in children is initially focused on
syllables and becomes increasingly more fine-grained (e.g. Garlock, Walley &
Metsala, 2001).
However, can a model based on age differences in weighting strategies for /s-S/
be extrapolated to predict the perceptual shifts for other fricative, or even for other
consonant contrasts? For another fricative contrast, Nittrouer (2002) addressed this
question. The perception of /f/ and /T/ followed by either /u/ or /A/ was examined in
children aged 4, 6 and 8, and adults. The prediction was that formant transitions
would be weighted more heavily than fricative noises by listeners from all age
groups, because the spectral differences between /f/ and /T/ are minimal. The results
confirmed the prediction by showing that formant transitions were equally used by
all age groups. These findings, however, do not provide strong support for the DWS.
Even though the children did not use the transition cue less than adults did, there
was no other cue available competing for the listeners’ attention. The phoneme
contrast tested in the present experiment, /f-s/, is more suitable for testing whether
the DWS applies to other fricative contrasts, because in this contrast both frication
noise and formant transitions can be used by listeners to identify these speech
sounds.
The predictions of the DWS were tested on other non-fricative consonant
contrasts by Gerrits (2001: /p-k/) and Mayo and Turk (2003; 2004; 2005). Mayo and
Turk’s results on adults and children aged 3 to 7 listening to different continua (/tada/, /ti-di/, /de-be/, /do-bo/, /ni-mi/ and /no-mo/) showed that children did not
consistently pay most attention to formant transitions. On the contrary, their
weighting of acoustic cues varied with contrast. For instance, the cues that were
manipulated in the /ta-da/ and /ti-di/ contrasts were formant transition and VOT.
Children gave less weight to the formant transitions in these particular contrasts than
adults did, which contradicted the DWS’s predictions. Gerrits’ results did show
heavier weighting of formant transitions in children aged 4 than in older children
and adults.
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In addition to the DWS’s explanation of adult-child differences in cue
weighting, investigators have examined whether differences in auditory
development offer an explanation (Mayo & Turk, 2005; Nittrouer & Crowther,
1998; Sussman, 2001). Such explorations were motivated by findings that children
generally need larger differences between stimuli to make reliable judgements both
with speech sounds (e.g. Elliott, Busse, Partridge, Rupert & DeGraaff, 1986; Elliott,
Hammer & Evan, 1987) and with nonspeech sounds (e.g. Elfenbein, Small & Davis,
1993; Elliott, Hammer, Scholl & Wasowicz, 1989). Mayo and Turk (2005)
concluded that neither the DWS, nor the auditory account could explain all
differences in cue weighting they found between children and adults.
As yet, there appears to be no theory that accounts for perceptual development
of first language phoneme contrasts during childhood. The absence of such a model
makes it difficult to predict how young Dutch listeners will learn to perceive the /f-s/
contrast. However, this experiment firstly examined whether Dutch children around
age 6 are indeed still acquiring these native phoneme categories, as had been
assumed in chapter 1. Secondly, the experiment tested whether the DWS applied to
another fricative contrast that has not yet been studied: /f-s/. That is, do young Dutch
listeners weight formant transitions more heavily than fricative noise in this
particular phoneme contrast?

6.4.1

Method

Classification data of the /fa-sa/ contrast were collected from 5-year-old and 7-yearold Dutch children. This was done at two moments in time, nine months apart, in
order to study perception within and across age groups. Furthermore, control data
from adult listeners were collected at the first moment of testing.
6.4.1.1
Participants
The children and adults who had participated in the /A-a…/ experiment volunteered in
the present experiment as well. For the child participants, parental consent was
obtained. There were 22 5-year-olds, 20 7-year-olds and 20 adults (see section
6.2.1.1).
6.4.1.2
Materials
The pseudoword pair fa-sa was chosen, since no single-syllable, real Dutch words
could be found (i) that are part of young children’s vocabulary, and (ii) can be
represented by simple pictures. Speech from a phonetically trained, male speaker of
Dutch pronouncing both fa and sa with relatively flat intonation patterns was
recorded on DAT tape in a sound-treated booth at the phonetics laboratory of Utrecht
University. An Audio-technica AT841a microphone was used. The signal was highpass filtered at 75 Hz. The recordings were transferred onto a Unix computer and
downsampled from 48 kHz to 32 kHz.
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Figure 6.4: Narrow-band spectrograms (up to 5 kHz) of fricative stimulus 1
(= /f/-like noise) on the left or fricative stimulus 7 (= /s/-like noise) on the
right combined with either formant transition, /(f)a…/ or /(s)a…/.

The fricative noise continuum was made from /f/ to /s/ by linear spectral
interpolation26 of the original fricative noises using the programme Provo (van
Hessen, 1992). Possible durational differences between the original speech signals
are not maintained by Provo, but this is not a problem since the durations of /f/ and
/s/ do not differ in Dutch (Kissine, van de Velde & van Hout, 2003). Subsequently,
the seven noise steps were each combined with either the /a…/ separated from the
original /f/, /(f)a…/, containing a formant transition consistent with /f/, or with the /a…/
26

For interpolation, the window size was set to 25.59 ms with a window shift of 6.41 ms.
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separated from the original /s/, /(s)a…/, containing transition information consistent
with /s/. Thus, two seven-step continua were obtained.
The synthesized fricatives were all 135 ms in duration, while the following
vowel was either 430 ms long for /(f)a…/ or 422 ms for /(s)a…/. The respective mean
fundamental frequencies on the vowels of the /(f)a…/ and /(s)a…/ continua were 115 Hz
and 111 Hz. The vowel portions began with either the /(f)a…/ transition or the /(s)a…/
transition. These transitions differed in the trajectory of the second formant: for
/(s)a…/ it is falling, but for /(f)a…/ it is relatively flat. Figure 6.4 shows the narrowband spectrograms of the endpoints of the fricative continuum combined with either
formant transition.
6.4.1.3
Procedure
The listening tests were run in a relatively quiet room at the children’s schools. A
Toshiba Satellite 1400 153E laptop computer with an ALi Audio Wave sound card
was used to present the stimuli and to register responses. Stimuli were presented
over Beyerdynamic DT 770 closed-ear headphones at a comfortable listening level.
All children were tested twice with a time interval of nine months in order to study
their development.
For the children, the test started with an introduction of the endpoint stimuli, sa
and fa, spoken by the experimenter. The two CV syllables were represented by
mirror-image pictures of fantasy animals differing in color, but not in shape. The
pseudowords were presented as the animals’ names. Next, experimenter and child
took turns playing the game. When the child understood the game, the endpoint
stimuli from the test continua were introduced over headphones. Children were
encouraged to point at the picture when they had heard the name of the
corresponding fantasy animal and to repeat its name. After this introduction, the
experimenter explained to the child that the words got mixed up and that the child
had to indicate after each word which fantasy animal was being mentioned. The first
session of practice trials, in which each endpoint stimulus was presented four times,
was used to get the child acquainted with the procedure. During the second set of
practice trials, the child had to give 7 correct answers out of 8 for his/her data to be
considered for analysis.
During testing, each stimulus from the continuum was repeated six times,
resulting in 82 trials (= 2 continua × 7 stimuli × 6 repetitions). There were two
breaks at regular intervals during which the children completed a part of a puzzle. At
the end of both breaks the endpoint stimuli were each presented twice to check
whether the child had remembered them correctly. The entire session took between
20 and 25 minutes and for participation the children received colourful animal
stamps on a saving card.
The adult participants completed one test only at the first time that the
children’s perception was studied. Testing with adults took only a few minutes, as
they completed the test by themselves on the computer. They received written
instructions and received a small gift for their efforts.
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6.4.2

Analysis

One adult listener did not meet the criterion of 7 correct answers out of 8. The other
adults’ ages varied from 19 to 48 with a mean of 34 years (3 male, 17 female). As
for the 5-year-old and the 7-year-old participants, the number of participants per
testing moment, their mean ages and the age ranges are given in Table 6.3. In
addition, the numbers of boys and girls that each group consisted of are given.
Table 6.3: Summary of the child groups’ compositions at either testing
moment.
Testing moment
I
Five-year-olds
Seven-year-olds
II
Five-year-olds
Seven-year-olds

Number that
met criterion

# boys

# girls

Mean
age

Age range

15 out of 22
17 out of 20

11
9

4
8

5;0
7;0

4;2 – 5;5
6;5 – 7;6

14 out of 22
18 out of 19

8
9

6
9

5;10
7;08

5;5 – 6;2
7;2 – 8;3

Furthermore, in each age group there were some listeners who during testing did not
classify the /(s)a…/ continuum into /f/-initial and /s/-initial syllables, but gave mainly
/s/ responses along the entire continuum. Listeners generally classified the /(f)a…/
continuum nicely into two categories. Initially, only data from those listeners who
classified both continua into two categories were considered to determine the
locations of the phoneme boundaries and the boundary widths. The listeners’
responses were represented as percentages of /s/ responses per stimulus. The
proportions of /s/ responses were transformed to z-scores to be submitted to a Linear
Regression analysis per listener, with z-score as dependent variable and stimulus
duration as independent variable. The phoneme boundary was determined at z=0, the
50% point, for each listener. Phoneme boundary widths were determined per listener
by subtracting the stimulus duration corresponding to the 25% point (at z=-.674)
from that corresponding to the 75% point (at z=.674). For the first moment of
testing, data from 12 adults, 9 5-year-olds and 12 7-year-olds remained. For the
second test, data from 10 5-year-olds and 16 7-year-olds were available.
Subsequently, data from all participants who met the testing criterion, so also
those who did not classify both continua into two phoneme categories, were
analysed together. This was done by comparing the mean percentage of /s/ responses
per continuum between age groups. This method was used earlier in Baum (2003),
where similar problems with the data were encountered.

6.4.3

Results

Figure 6.5 shows the mean classification functions for both transitions, /(f)a…/ and
/(s)a…/, per age group. Along the horizontal axis the fricative noise steps are given,
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running from /f/-like speech sounds at stimulus 1 to /s/-like sounds at stimulus 7.
The mean percentage of /s/ responses to each of the stimuli is given along the
vertical axis. The left half of the figure contains the results from the first moment of
testing, whereas the right half shows the results from the second moment of testing.
For each testing moment, a first impression of the effect of the listener’s age on
classification of the continua was obtained by means of a three-way ANOVA on the
listeners’ arcsine transformed mean responses with fixed factors Age Group (5, 7,
adult), Transition (/(f)a…/ vs. /(s)a…/) and Stimulus (1 to 7). The results of these
analyses are given in Table 6.4.
Table 6.4: Results of the three-way ANOVAs for both testing moments.
Testing moment I
Age Group
Transition
Stimulus
Age Group × Transition
Age Group × Stimulus
Transition × Stimulus
Age Group × Transition × Stimulus

df
2, 420
1, 420
6, 420
2, 420
12, 420
6, 420
12, 420

F
22.6
306.3
254.1
1.2
2.2
15.8
3.5

p
<.001*
<.001*
<.001*
.290
.009*
<.001*
<.001*

ηp2
.10
.42
.78
.01
.06
.18
.09

Testing moment II
Age Group
Transition
Stimulus
Age Group × Transition
Age Group × Stimulus
Transition × Stimulus
Age Group × Transition × Stimulus

df
2, 490
1, 490
6, 490
2, 490
12, 490
6, 490
12, 490

F
4.5
237.5
275.4
.1
.6
17.3
.3

p
.013*
<.001*
<.001*
.918
.822
<.001*
.983

ηp2
.02
.33
.77
.00
.02
.18
.01

The first moment of testing showed an Age Group × Stimulus interaction revealing
that, across transitions, listeners from different age groups responded differently to
the stimuli. In the left half of Figure 6.5, for instance, differences between the age
groups are apparent for the lowest two stimulus numbers. Moreover, the Transition ×
Stimulus interaction indicates that responses to stimuli varying in spectral
composition differed with the following formant transition, /(f)a…/ or /(s)a…/. This can
be seen from the separation of the curves for the two transitions in Figure 6.5.
Moreover, main effects of all three factors Age Group, Transition and Stimulus were
found. Post hoc Tukey tests on the factor Age Group showed that the three age
groups differed significantly from each other: 5-7: p<.001; 5-adult: p<.001; 7-adult:
p=.007.
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Testing moment I
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Figure 6.5: Classification results of the fa-sa continua for the adults, the 5year-old and 7-year-old children at both testing moments. The solid line ()
shows the results for the /(s)a…/ transition, the dashed line (---) those of the
/(f)a…/ transition.

At the second moment of testing, the main effects of Age Group, Transition and
Stimulus were again present. Post hoc Tukey tests showed that the 5-year-olds
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differed from both other age groups (5-7: p=.030; 5-adult: p=.019), but that the 7year-olds no longer differed from the adults (p=.936). With nine more months of
language experience the children’s perception had changed: the difference between
children and adults was smaller. Furthermore, the Transition × Stimulus interaction
was significant. The results from the second moment of testing for the children are
shown in the right column of Figure 6.5.
6.4.3.1
Phoneme boundaries
The phoneme boundaries were determined for both transitions, /(f)a…/ and /(s)a…/, and
at both testing moments. For the first test, a two-way ANOVA with factors Age
Group (5, 7, adult) and Transition (/(f)a…/ vs. /(s)a…/) showed main effects of Age
Group and Transition, F(2,60)=6.2, p=.004, ηp2=.17; and F(1,60)=68.6, p<.001,
ηp2=.53. Across transitions, the mean adult phoneme boundary lies between those of
the two child groups as the second column of Table 6.5 shows. Post hoc Tukey
analyses indicated that the 5-year-olds’ boundary location differed from that of the
7-year-olds (p=.002), and that neither of the child boundaries differed significantly
from that of the adults (5-adult: p=.118; 7-adult: p=.241). The average phoneme
boundary in the /(f)a…/ continuum lay at a higher stimulus number (at 5.4) than the
boundary in the /(s)a…/ continuum (at 3.1).
In one-way ANOVAs, the effect of Age Group was examined per transition.
The continuum with the /(f)a…/ transition revealed a main effect of Age Group,
F(2,30)=4.0, p=.028, ηp2=.21. The 5-year-olds’ phoneme boundary lay closer to the
/f/-end of the continuum than that of the 7-year-olds (p=.029). The continuum with
the /(s)a…/ transition showed a marginal effect of age, F(2,30)=2.9, p=.069, ηp2=.16.
The 5-year-olds put their boundary further towards /f/-like noises than older listeners
did.
Table 6.5: Locations of the phoneme boundaries from each of the age groups
on average and for each stimulus continuum separately at both moments of
testing.
Testing moment
I
Five-year-olds
Seven-year-olds
Adults
II
Five-year-olds
Seven-year-olds

Average
3.5
4.8
4.3

3.8
4.0

Phoneme boundary
/(s)a…/
2.2
3.5
3.3

2.9
2.9

/(f)a…/
4.8
6.1
5.2

4.7
5.1

The phoneme boundaries derived from the second time the children were tested, are
shown in the lower half of Table 6.5. In comparison with the boundary values from
the first testing moment, the child and adult boundaries are closer together –
especially those of the adults and the 7-year-olds. The phoneme boundaries were

141

DEVELOPMENT OF NATIVE CONTRASTS

compared between the age groups in an ANOVA with factors Age Group (3 levels)27
and Transition (2 levels). The analysis only showed a main effect of Transition,
F(1,70)=48.0, p<.001, ηp2=.41. The effect of Age Group was no longer significant.
There were 7 5-year-old and 10 7-year-old children for whom phoneme
boundaries could be determined in both continua at both testing moments. By means
of t-tests for paired samples the question was addressed whether their phoneme
boundaries shifted from the first to the second moment of testing. For the 5-yearolds no significant shifts were found. The 7-year-olds’ phoneme boundary in the
/(f)a…/ continuum did change significantly towards the adult boundary, t(9)=-4.5,
p=.002, but their boundary in the /(s)a…/ continuum did not.
6.4.3.2
Boundary widths
Table 6.6 shows the boundary widths that were determined from the regression
analyses for both testing moments. The average boundary widths are given both
across transitions and per transition. For the first moment of testing, the effect of the
listeners’ age on their classification consistency, reflected by the boundary width,
was addressed in a two-way ANOVA with factors Age Group (3 levels) and
Transition (2 levels). An Age Group × Transition interaction was found,
F(2,60)=3.2, p=.048, ηp2=.10. Post hoc Tukey analyses showed no differences
between the age groups. The second column of Table 6.6, however, shows that the
average boundary widths tended to decrease with age. Per continuum, no significant
age differences were found.
Table 6.6: Phoneme boundary widths from each of the age groups on
average and for each stimulus continuum separately.
Testing moment
I
Five-year-olds
Seven-year-olds
Adults
II
Five-year-olds
Seven-year-olds

Average
1.31
1.28
1.15

1.08
1.17

Boundary width
/(s)a…/
1.53
1.19
1.19

1.19
1.27

/(f)a…/
1.09
1.38
1.11

0.96
1.07

At the second moment of testing, the children’s boundary widths were smaller. An
ANOVA with factors Age Group (3 levels) and Transition (2 levels), however, only
showed a marginal effect of Transition, F(1,70)=3.8, p=.054, ηp2=.05. The mean
boundary width in the /(f)a…/ continuum was slightly smaller than that in the /(s)a…/
continuum, but there were no differences between the age groups. This means that
listeners were somewhat more consistent in their responses to the /(f)a…/ continuum.

27

The adult results from the first testing moment were compared to the children’s results at
both testing moments.
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Paired-samples t-tests were run on the data of the 5-year-old and 7-year-old
children for whom boundary widths were determined in both continua at both testing
moments. These analyses showed that the 7-year-olds’ boundary width for the /(f)a…/
continuum decreased, t(9)=-3.3, p=.009.
6.4.3.3
Boundary shifts
The boundary shift is the distance between the phoneme boundaries for the two
continua differing in formant transitions. It reflects the influence that transition
information has on the listener’s perception. If the two classification functions
coincide, the acoustic cue that differs between the two continua has no influence on
perception. The larger the separation between the classification functions, the larger
the influence of that particular acoustic cue.
Table 6.7 gives the boundary shifts for the three groups of participants at both
testing moments. Boundary shifts were computed by taking the differences between
the two boundary locations, as given in Table 6.5. Overall, the influence of the
formant transition on the position of the phoneme boundary was rather large, as the
relatively large boundary shifts show. The size of the boundary shift as a function of
Age Group was examined at both testing moments in ANOVAs with factor Age
Group (3 levels). The effect of Age Group did not significantly influence the size of
the boundary shift at either of the testing moments (1st: p=.504; 2nd: p=.779)28. As
Table 6.7 shows, children did tend to have a larger separation between the two
classification functions than adults at the first moment of testing. Possibly, they were
paying somewhat more attention to transition information.
Table 6.7: Boundary shift between the classification functions for each of the
age groups (/(f)a…/-/(s)a…/).
Testing moment
I
Five-year-olds
Seven-year-olds
Adults
II
Five-year-olds
Seven-year-olds

Boundary shift

2.6
2.6
2.0
1.8
2.2

6.4.3.4
Including all listeners who met the testing criterion
In each of the three age groups a number of listeners did not classify the /(s)a…/
continuum into two classes, but gave mostly /s/ responses. To these listeners, the
28

Another measure for determining the shift between the classification functions is comparing
the distances along a larger range of stimuli (see Pitt & Samuel, 1993). Reanalysis of the
boundary shift, determined from the mean difference between the two responses per fricative
step, did not show significant age differences (1st: p=.395, 2nd: p=.925).
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/(s)a…/ transition information was decisive in identifying the fricative as /s/. Their
data could therefore not be used to determine derived measures such as the phoneme
boundary. However, in order to include the data from these listeners in the analyses
as well, the mean percentage of /s/ responses per continuum was determined for
each of the listeners. The arcsine transformed mean percentages were subjected to a
two-way ANOVA with factors Age Group (3 levels) and Transition (2 levels) for
each of the testing moments. The results are given in Table 6.8.
At the first testing moment, main effects of both Age Group and Transition
were found. Across transitions, the 5-year-olds gave significantly more /s/responses, i.e. 54%, than the 7-year-olds, 42% (p=.005). The adults did not differ
significantly from any of the child groups with 48% /s/ responses (5-adult: p=.279;
7-adult: p=.178). The 7-year-old children on average gave the smallest number of
/s/-responses, which corresponds with the fact that they placed their boundaries
furthest to the right in the continuum (see Table 6.5). The 5-year-olds’ phoneme
boundaries were placed furthest to the left, corresponding to the smallest number of
/s/-responses, and the adult boundaries were found in between.
Table 6.8: Results of the two-way ANOVAs with mean percentage of /s/
responses as dependent variable for both testing moments.
Testing moment I
Age Group
Transition
Age Group × Transition

df
2, 96
1, 96
2, 96

F
5.1
124.6
.2

p
.008*
<.001*
.818

ηp2
.10
.56
.00

Testing moment II
Age Group
Transition
Age Group × Transition

df
2, 96
1, 96
2, 96

F

p
.424
<.001*
.612

ηp2
.02
.53
.01

.9
106.4
.5

At the second moment of testing, only an effect of Transition was found. The age
groups’ mean percentages of /s/-responses across transitions were 51%, 46% and
48% in order of increasing age.
The pattern of results obtained in this section matches relatively well with the
earlier results. Remember that in those analyses only those listeners who classified
both continua into two phoneme classes had been included. Presumably, the earlier
analyses on only those participants who consistently classified both continua were
representative of those of all participants.

6.4.4

Discussion

This experiment examined the weighting of two acoustic cues in /f-s/ perception in
Dutch listeners of different ages, i.e. 5, 7 and adult. The first goal of this experiment
was to determine whether the assumption was valid that Dutch children of about age
6 are still acquiring their native phoneme categories. If differences between adult
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and child perception were present, the second goal was to examine whether young
Dutch listeners weight formant transitions more heavily than fricative noise in this
particular phoneme contrast. This tendency has been found for the /s-S/ contrast in
both English (e.g. Nittrouer, 2002) and Dutch (Gerrits, 2001). However, does it also
apply to the /f-s/ fricative contrast in which the same acoustic cues – fricative noise
and formant transitions – are varied?
The results showed some age differences between the children and the adults in
the perception of Dutch /f-s/. The overall analysis from section 6.4.3 showed that the
children differed from the adults in their responses at the first moment of testing.
Nine more months of language exposure helped the children to perceive the
fricatives in a more adult-like way: both the children’s phoneme boundaries and the
corresponding boundary widths became closer to those of the adults. Since age
differences were present, the second question was whether the Developmental
Weighting Shift (Nittrouer et al., 1993) predicted the weighting of the cues. In other
words, did children weight formant transitions more heavily than the adults did? The
boundary shift indicates how formant transition information is weighted: the larger
the shift, the more important the transition cue. All listeners weighted this cue
relatively heavily, but there was no difference in weighting between the age groups
(see Table 6.7). These results therefore do not confirm the DWS. In order to falsify
the DWS, however, children should have weighted the cue less than adults did. The
absence of age-related weighting differences may still have been caused by the fact
that the children participating in this experiment had already learned to weight the
cue in an adult-like way.
The phoneme boundaries revealed a significant effect of age at the first
moment of testing. The 5-year-olds on average placed their phoneme boundaries
further towards /f/-like stimuli than the older listeners did. Contrary to the trend
expected in development, the 7-year-old listeners’ phoneme boundaries did not lie
between those of the 5-year-olds and the adults (see Table 6.5). For both contrasts,
the 7-year-olds put the boundary furthest towards the /s/-like stimuli. Moreover, in
the /(f)a…/ continuum this effect was significant. Seven-year-old listeners seemed to
be weighting formant transition information relatively heavily in the /(f)a…/
continuum, as they gave more ‘f’ responses than the other listeners did. Jongman et
al. (2000) found that formant transitions were particularly informative for
determining place of articulation in the perception of non-sibilant fricatives. The 7year-old children may have been over-generalising this perceptual cue.
In each age group, some listeners weighted /(s)a…/-transitions so heavily, that
they mainly gave /s/ responses, irrespective of the nature of the preceding 135 ms of
noise. For instance, 7 out of 20 adult listeners showed this response pattern. This
suggests that adults may differ in the way they integrate the available acoustic cues.
That, in turn, complicates the interpretation of results in terms of differences in the
listeners’ language development. If different adult listeners interpret the speech
signal differently, then adult-child-differences that seem development-related might
also be caused by diverse listening strategies unrelated to the perceiver’s age. On the
other hand, the pattern of results presented in section 6.4.3.4, in which the data from
all participants were included, closely resembled the effects obtained with data from
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only those listeners who used both cues in both phoneme continua. This revealed
that the age differences were larger at the first time of testing than at the second
time, where the children’s phoneme boundaries and boundary widths more closely
resembled those of the adult listeners. Even though the fact that listeners may differ
in their listening strategies can pose a problem in interpreting data from
developmental studies, it did not seem to affect the overall results reported here.
In some respects, differences between the children and the adults were not so
large. For instance, the size of the boundary shift, i.e. the importance of the formant
transition cue in perception, did not differ across age groups. Moreover, even though
the boundary widths did reveal a trend towards more consistent labeling with age –
as is often found when comparing adult and child listeners in a classification task
(i.e. Pursell et al., 2002; Slawinski & Fitzgerald, 1998) – the main effect of age did
not reach significance. In comparison with most other studies into cue weighting in
fricatives (e.g. Gerrits, 2001; Mayo & Turk, 2004; Nittrouer, 2002; Nittrouer &
Studdert-Kennedy, 1987), the youngest group of participants in this study was
relatively old, i.e. 5 years of age. The adult-child differences found with the 5-yearold to 8-year-old listeners tested in those studies, however, are comparable to those
obtained here. Children of 7 years and older often do not differ greatly from adult
listeners.

6.5

General discussion

This chapter addressed the question of how Dutch children around age 6 learn to
perceive two native phoneme contrasts: /A-a…/ and /s-f/. Sections 6.2 to 6.4 positively
answered the question of whether the assumption was valid that Dutch listeners aged
6 are still acquiring native phoneme categories. The question was answered by
investigating phonemes that differed along similar acoustic dimensions as the
nonnative phoneme contrasts presented to the 12-year-old and adult learners in
chapters 2 to 5. These chapters provided evidence in favour of the acquired
distinctiveness hypothesis of perceptual learning when listeners were acquiring
second language phoneme contrasts. The issue discussed in this section is whether
children learn the relevant acoustic dimensions of their first language through
acquired distinctiveness as well.
From the results of this chapter, the question of whether first language
phoneme contrasts are learned through acquired distinctiveness cannot be answered
directly for exactly the same reason why it could not be answered for 6-year-olds in
chapter 3: the children’s perception was not examined in a discrimination task. In
that chapter it was explained why it was thought to be implausible that young
children learn to perceive nonnative phoneme contrasts through acquired similarity.
There were two main arguments supporting this standpoint. Firstly, children have
difficulty discriminating stimuli that, acoustically, differ minimally from one
another. This was shown in pilots 1 and 2 discussed in chapter 3. These results make
it highly unlikely that young children initially discriminate both within-category and
between-category differences well, before their within-category sensitivity
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decreases. Secondly, results from young listeners that have been interpreted as
development through acquired distinctiveness – i.e. changes in infant perception of
nonnative phoneme contrasts (Pisoni, 1991) – were shown to lie at a syllabic level of
processing instead of at the level of phonemes (e.g. Jusczyk & Derrah, 1987).
Therefore, that learning strategy is not thought to apply to the phonemic level of
processing in child listeners.
The hypothesis that perceptual development of first language phoneme
contrasts occurs through acquired similarity is falsified by arguments similar to the
two mentioned above. In the first place, studies with native speech sounds have
shown that children require larger differences to discriminate stimuli than adults do
(e.g. Elliott et al., 1986). These results run counter to development through acquired
similarity. Secondly, not only infant perception but also early perception in children
seems focused on larger than phoneme-like units. Word representations in children
aged 3 to 4, however, are not fully holistic, i.e. they are not based on syllable-sized
chunks only. Gerken, Murphy and Aslin (1995) asked children to determine whether
a stimulus matched some target word. Stimuli differing from the target in two
features on separate segments were judged differently from stimuli differing in two
features on a single segment. This implies that the features were not represented at
the level of the syllable, but at a lower level.
It is assumed that the growth of children’s vocabularies determines the amount
of detail necessary to represent words (see Walley, 2005, for a review). Garlock et al.
(2001), for example, found that children aged 5 needed less input in a gating task for
words that are acquired early than for words acquired later. This was also found in
adults and older children. Words that are acquired early were presumably better
specified in the young children’s lexicons. The young children did, in general, need
more input than 7-year-old children and adults. Child representations therefore seem
to become more, rather than less fine-grained with age.
The research showing that perception becomes increasingly fine-grained during
childhood supports the view that in a first as well as in a second language,
perceptual development of phoneme contrasts is most in keeping with acquired
distinctiveness. In addition, studies in which child listeners completed
discrimination tasks with stimuli taken from native phoneme continua have shown
that discrimination peaks near native phoneme boundaries are smaller in dyslexic,
apraxic and misarticulating children than in normally developing controls (Maassen,
Groenen, Crul, Assman-Hulsmans & Gabreëls, 2001; Groenen, Maassen, Crul &
Thoonen, 1996; Hoffman, Daniloff, Bengoa & Schuckers, 1985). However, in
dyslexic children within-category discrimination may be relatively high in
comparison with normally reading control children (e.g. Serniclaes, SprengerCharolles, Carré & Demonet, 2001). Despite the fact that within-category decreases
may be needed to reach adult-like perception for this specific group, child studies
suggest that the development of native phoneme contrasts generally occurs through
acquired distinctiveness.

7 Conclusion

7.1

Summary of findings

This chapter presents the main findings of the research reported in this dissertation
and the implications these findings have for language learning and speech
communication. The two main questions the previous chapters were concerned with
are (i) How does perceptual sensitivity develop along a dimension that contrasts two
unknown speech sounds, and (ii) Does perceptual development vary with the
learner’s age?
With respect to the first question, two hypotheses were tested. One of these,
acquired distinctiveness, states that listeners initially have difficulty perceiving
differences along a dimension that contrasts speech sounds that are non-phonemic in
their native language. As a result of learning, perceptual sensitivity to speech sounds
that are categorized differently increases. Acquired similarity, on the other hand,
assumes that listeners are initially good at perceiving differences along a dimension
that contrasts speech sounds that are non-phonemic in their native language. As a
result of learning, perceptual sensitivity to speech sounds that are categorized
together decreases. Speech learning by infants has been associated with this
hypothesis. With respect to the two main questions, it was expected that children as
well as adults would learn to perceive nonnative phoneme contrasts through
acquired distinctiveness.
The main methodology of this dissertation research was a pretest-trainingposttest design in which listeners from different age groups were tested on their
perceptual development of nonnative phoneme contrasts. Listeners were trained on
speech continua from five different speakers, thus introducing inter-speaker
variation. They were tested on a phoneme continuum from a sixth speaker to address
language learning instead of the learning of a single speech continuum. Moreover,
posttests were run one day after the last training session, and not directly after
training. This was done to address effects of linguistic learning rather than
phonological priming. If training resulted in robust category formation, perceptual
sensitivity along the test speaker’s phoneme continuum was expected to change.
With respect to the question of how perception develops, it was found that
perceptual sensitivity along a relevant acoustic dimension changes through acquired
distinctiveness when nonnative phoneme contrasts are learned. Earlier research
suggested that learning occurs through acquired distinctiveness, but no prior attempt
was made to provide direct evidence for this learning strategy with respect to the
development of phoneme contrasts. The evidence collected in chapters 2 to 4
revealed increases in perceptual sensitivity near the learned phoneme boundaries.
These increases remained small, however, and did not – with short-term training –
develop into native-like discrimination peaks. These results excluded learning by
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acquired similarity, as within-category discrimination increased instead of decreased
with learning, even at relatively large stimulus distances.
In order to answer the question of why the increases in sensitivity observed in
chapters 2 and 3 remained so small, chapter 4 showed that these were not caused by
a task that was insensitive to increases, but that the minimal pretest-posttest
differences induced by training were real. This finding was in contrast with the
relatively fast changes in perceptual sensitivity found in visual learning, where about
1 hour of training sufficed to change perceptual sensitivity (Goldstone, 1994;
Guenther, Husain, Cohen & Shinn-Cunningham, 1999). The crucial difference
between the research designs in visual perception discussed in chapter 1 and the
design employed in this study, however, was that in the present study the test phase
was run with stimuli physically different from those presented during training.
Learning a language means learning to recognize linguistically equivalent, but
physically different instances of speech sounds. If we had addressed the learner’s
perceptual sensitivity along one of the trained phoneme continua, changes in
sensitivity might have been larger, but would not necessarily have reflected
language learning.
Chapter 5 strengthened the conclusion that perceptual sensitivity develops
through acquired distinctiveness by demonstrating that this is true of advanced
second language learners, who can even reach native levels in between-category
sensitivity. These findings agree with results from earlier cross-language perception
studies by showing that perceptual sensitivity to nonnative phoneme boundaries
becomes heightened in language learners (e.g. MacKain, Best & Strange, 1981;
Strange & Dittman, 1984). In addition, however, chapter 5 showed that the
distribution of perceptual sensitivity along an acoustically relevant dimension in
advanced second language learners can actually become native-like.
The relatively small effect of training on perceptual sensitivity that was found
in several experiments within this study contrasts with the claim that short-term
training can change phonemic perception in learners (e.g. Lively, Logan & Pisoni,
1993; Logan, Lively & Pisoni, 1993). Whereas the conclusions in this study were
based on a comparison of both classification and discrimination results, the earlier
conclusion was drawn on the basis of classification results only. This less complete
design may have resulted in an overestimation of the learner’s L2 proficiency. In
chapter 5 it was explained that listeners are fairly good at classifying stimuli from
different kinds of acoustic dimensions. Training is likely to improve listeners’
performance, but it is not necessarily true that the category representations
established in learners during training are similar to the phoneme representations of
native listeners.
In the present study, the differences observed between native and nonnative
listeners in the discrimination tasks, together with the similarities between these
listener groups in the classification tasks, show that category representations differ
between native listeners and relatively inexperienced learners. On the one hand,
changes in classification of the newly learned phonemes towards more native-like
classification were readily observed. On the other hand, changes in perceptual
sensitivity as measured in the discrimination tasks were slow. This pattern of

CONCLUSION

149

findings was explained by applying the speech perception models of Macmillan et
al. (1988) and Van Hessen and Schouten (1992) to the situation of second language
learning. In terms of these models, the main difference between native and relatively
inexperienced nonnative listeners is that native listeners use different resources in
speech perception tasks.
Nonnative listeners’ responses are initially based on temporary perceptual
anchors that are related to the stimulus range of a particular experiment. They may
become semi-permanent with training, and may eventually develop into native-like,
permanent phoneme representations. Short-term classification training is sufficient
for establishing semi-permanent labels that can be applied to the classification of
another nonnative phoneme continuum, one day after the last training session. This
has been shown in this study, and is also consistent with the findings from earlier
research (e.g. Lively et al., 1993). Short-term training, including inter-speaker
variation, however, does not provide a listener with enough language exposure to
build up permanent phoneme representations. Therefore, the comparison of auditory
traces – as in a discrimination task – is complicated for nonnative listeners: the
context labels they refer to are more liable to fade with increasing processing time
than those of native listeners.
In response to the question of how the listener’s age affects second language
learning, the data obtained in chapters 2 to 4 showed that 12-year-old children and
adults learn to perceive nonnative phoneme contrasts in similar ways. Adults were
expected to follow acquired distinctiveness (e.g. Liberman, Harris, Kinney & Lane,
1961; Jamieson & Morosan, 1986). For children, the prediction was less clear, but
also hinted at learning through acquired distinctiveness. Both age groups’ pretest
discrimination levels were lower than those in the posttest, which confirmed the
expectations. In contrast with views advocating a decline in proficiency with the
learner’s age (e.g. Lenneberg, 1967; Birdsong & Molis, 2001), the results from this
investigation showed that speech sound discrimination capabilities in children aged
6 and 12 are generally less than those in adults. This finding agrees, however, with
experimental results on adult-child differences in discrimination of relatively small
acoustic differences (e.g. Elliott, Busse, Partridge, Rupert & DeGraaff, 1986; Elliott,
Hammer, Scholl & Wasowicz, 1989). Adult-child differences in the ability to learn
second language speech sounds in a laboratory setting may be partly explained by
the fact that adults have more experience with learning in formal settings, and
therefore have developed better strategies for tackling such learning problems.
In contrast with the prevalent view that young children are fast language
learners, the pilot studies from chapter 3 showed that 6-year-old listeners had severe
difficulty perceiving acoustic differences taken from a nonnative phoneme
continuum. Consequently, they were excluded from further testing on the perceptual
development of second language phoneme contrasts. The 6-year-old listeners
originally had been included in this study, because their first language development
was assumed to be still ongoing. This could interfere with second language learning.
Chapter 6, therefore, dealt with the question of whether 6-year-old children are in
fact still acquiring native phoneme contrasts. Their perception of two Dutch
phoneme contrasts was tested. Those contrasts differed along similar acoustic
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dimensions as those in the experiments on second language learning presented in
earlier chapters. Six-year-old children were found to still be acquiring these native
phoneme contrasts. Moreover, the results obtained in this study together with other
research into first language development suggest that first language learning is in
accordance with learning through acquired distinctiveness as well.
To conclude, children as well as adults need a great deal of language
experience to learn to use acoustic dimensions that cue new speech contrasts. As a
result, development of phoneme contrasts in both L1 and L2 is a lengthy process.
Ultimately, however, the perceptual pattern of native adults is obtained by all first
language learners and is obtainable for at least some second language learners.

7.2

Implications for language learning

This dissertation has shown that the path taken by perceptual development is highly
comparable across age groups. Ultimate attainment as a result of language learning,
however, seems to vary strongly in the first versus a second language. This section
elaborates on these similarities and differences in language learning.
First and second language learning mainly occurs through acquired
distinctiveness. In the discussion of chapter 5 it was shown that acquired
distinctiveness along an acoustic dimension is always found in the development of
nonnative phoneme categories, whereas acquired similarity within the learned
categories may also occur. The only exception to this rule are phoneme contrasts
that lie outside the listener’s phonetic space, such as click contrasts for English
listeners (Best, McRoberts & Sithole, 1988; Best, Traill, Carter, Harrison & Faber,
2003). Best and colleagues concluded that English listeners do not process clicks in
a linguistic manner, but purely auditorily. If nonnative listeners’ perceptual
sensitivity to such contrasts can develop towards native sensitivity, this is expected
mainly to occur through acquired similarity. First language development in children
from age 3 on has also been characterised by increasingly fine-grained
representations (see Walley, 2005), which is consistent with learning through
acquired distinctiveness.
On the other hand, infant learning of speech sounds has been associated with
learning through acquired similarity (Pisoni, 1991): infant perceivers of about 6
months of age discriminate nonnative phoneme contrasts that they can no longer
distinguish when they have become 10-12 months old (Werker & Tees, 1984). Why
does the path of perceptual learning in infants differ from that in older listeners? An
important difference between infant learners and older learners is the processing
level at which discrimination is being measured. Jusczyk (1997, p. 115) claims that
“there is no indication that infants under 6 months of age represent utterances as
strings of phonetic segments”. Experimental results supporting this claim show that
infants detect a change at the syllabic level, but not at the segmental level. Newborn
infants, for instance, are able to detect the difference between two-syllable and
three-syllable words, but not between bisyllabic words of four versus six segments
(Bijeljac-Babic, Bertoncini & Mehler, 1993). Moreover, Eimas (1999) presented a
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series of experiments that showed that 3- to 4-months olds use the syllable as a
perceptual unit. Therefore, even though infants seem to learn through acquired
similarity, their development cannot be directly compared with that of older
learners.
Despite the similarities in the learning paths taken in first and second language
development, there appears to be a difference in the level of attainment in a first
versus a second or later language. First languages are learned to a high standard, and
seemingly without much effort. That is, it takes many years to fully acquire one’s
native language, but factors such as motivation and talent do not seem to play a
decisive role. Learning a second language, however, can be extremely effortful and
is usually not, and possibly never, mastered to the degree a first language is.
Relatively advanced learners have been found to differ from natives in processing
second language speech (e.g. Nooteboom & Truin, 1980; Matter, 1986; Koster,
1987; Bradlow & Pisoni, 1999; Weber, 2001). How can these differences in
attainment be explained? Three factors will be discussed that seem to play a role in
attainment.
Firstly, the amount of relevant speech input may explain part of the difference.
The acquisition of speech categories similar to those in native adults takes children
many years. During that period a very large corpus of spontaneous speech is
available to them. Moreover, the amount of speech from other languages that
interferes with the input is generally relatively small. Children can therefore form
their perceptual categories on the basis of much input. Most second language
learners, on the other hand, do not only hear second language input in their language
environment. The amount of relevant input that children receive while learning their
first language is therefore estimated to be much larger than the amount second
language learners hear. This may contribute to the differences in attainment, as the
development of representations needs a lot of language exposure.
Secondly, the learner’s age has been put forward with respect to language
attainment. Early exposure is generally assumed to be beneficial for learning second
languages. In speech production, early learners have less of a foreign accent than
later learners (Flege, Munro & MacKay, 1995; Flege, Yeni-Komshian & Liu, 1999).
In speech perception, early learners are, at least initially, outperformed by later
learners (Wang & Kuhl, 2003; Sereno & Jongman, 2005; chapters 3 and 4 of this
dissertation). In the long term, however, this relation seems to reverse (Flege, 1993),
which is again consistent with the earlier-is-better hypothesis. Can second language
processing develop to native-like levels? Studies on early bilinguals suggest it
cannot. Spanish-Catalan bilinguals start learning their second language from age 3 to
4 on. Adult listeners, however, show a perceptual advantage for their first language,
although they are highly skilled in both languages (e.g. Pallier, Bosch & SebastianGallés, 1997; Sebastián-Gallés & Soto-Faraco, 1999). These findings suggest that
when such early learners cannot attain native-like perception in the second language,
other second language learners, who generally receive less and later input, will not
reach native levels in every aspect of perception either.
Thirdly, in addition to exposure and an early onset, the mere presence of a first
language system seems to interfere with second language learning. In spite of ample
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experience, early second language learners seem unable to become fully native-like.
Possibly, this is due to the development of perceptual mechanisms during early
childhood, causing second languages to be processed in a different manner (see also
Maye, 2002). The next section will discuss the impact differences in attainment of
native and nonnative listeners have on speech communication in the second
language
Summarising, listeners from different age groups are capable of learning new
languages and their development seems to occur in similar ways. Differences in
ultimate attainment remain, however, due to variation in earlier language experience
and in the amount of exposure to the second language.

7.3

Implications for second language speech communication

One of the main findings of this research is that development of nonnative phoneme
contrasts may take longer than some researchers previously assumed. If a language
learner may need years of experience before efficiently processing the second
language’s speech sounds, what are the implications for speech communication in
the second language? Presumably, the main use of speech is transfer of meaning
from the speaker to the listener. The role of speech perception in that process,
therefore, is not the recognition of speech sounds per se, but transferring the
message. On the one hand, incomplete or even absent speech sound representations
for nonnative phonemes affect word recognition and understanding. On the other
hand, the listener has other information sources available during speech processing,
such as suprasegmental or syntactic structure. To what extent do these two factors
affect speech perception in first and second languages?
The phonetic realisation of a speech sound affects word perception in native
listeners. McMurray et al. (2002), for instance, showed that lexical access is
influenced by small differences in the acoustic content of a speech sound. If, for
instance, an English word begins with a /b/ with a 15 ms VOT, which is relatively
long for a /b/, /p/-initial lexical competitors are considered more seriously than with
a /b/ of 0 ms VOT. In addition, speech perception is guided by the lexicon. Stimuli
along a word-nonword continuum that contain an ambiguous speech sound are more
likely to be identified as the word than as the nonword (Ganong, 1980; Fox, 1984;
Pitt & Samuel, 1993; Norris, McQueen & Cutler, 2003). Furthermore, word
recognition in native listeners is affected by word frequency (e.g. Connine, Titone &
Wang, 1993) and neighbourhood density (e.g. Luce & Pisoni, 1998), i.e. by the
number of neighbouring words in the lexicon.
Native listeners use different information sources in processing spoken
language in addition to segmental and lexical information. Prosody, for instance,
provides – among other things – cues to disambiguate words with similar spellings,
but different stress patterns (`contest vs con`test), cues to find word boundaries (e.g.
Cutler & Norris, 1988; Quené, 1992) or cues to determine whether an utterance is a
statement or a question (e.g. van Heuven & Haan, 2000). Another information
source that is often available and that influences speech perception is the speaker’s
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facial information (e.g. McGurk & MacDonald, 1976). These information sources
may be conveyed differently in the speech signal across languages and may
therefore also require learning on the part of second language users.
Second language learners’ representations of nonnative speech sounds often
differ from those in native listeners. The effect this difference has on processing
spoken words has been demonstrated in several studies. Broersma (2002), for
instance, found that native listeners of Dutch accepted English nonwords that were
very close to real words (chass instead of chess) more often as existing words of
English than native listeners did. This implies that in the case of minimal pairs of
words differing in these two vowels only, such as bad and bed, Dutch listeners are
likely to confuse them. To complicate things even more, the Dutch language has a
rule of final devoicing. Therefore, Dutch listeners may confuse the English words
bad and bed, ending in a voiced plosive, with English bat and bet, which end in
unvoiced consonants. Moreover, in an eye-tracking paradigm, Weber (2001, chapter
4) found that Dutch listeners, who were asked to click on a picture corresponding to
a given English word, also considered distractor pictures of objects with
phonologically similar forms in Dutch. In short, native phonological knowledge
interferes with second language listening.
Word familiarity also affects recognition of nonnative words. Yamada,
Tohkura and Kobayashi (1997) showed that identification judgements by Japanese
learners of English were influenced by the familiarity of the response options. In a
red-led-wed setting, for example, listeners often misperceived the /l/-initial and /w/initial words as the more familiar /r/-initial word. Bradlow and Pisoni (1999) found
that nonnative listeners had more difficulty than native listeners in recognizing
words that required processing of phonetic detail, i.e. words from a high-density
neighbourhood. Such words have a relatively high number of competitor words that
must be excluded through precise processing.
Sentence context has been found to more strongly influence phoneme
categorisation in nonnative than in native listeners (Torgersen, 2003). Despite a
semantically biased sentence context, English native listeners accurately perceived
the target word itself, whereas Norwegian learners of English more often inferred its
meaning from the sentence context. Furthermore, Hirata (2003) found that the
identification of nonnative words in a carrier sentence is more difficult than
identifying those words pronounced alone. Additionally, language processing is
influenced by the rhythmic organization of words and sentences in one’s native
language. Cutler and Otake (1994), for instance, showed that Japanese listeners
segment the speech stream into moraic units not only when they are listening to
Japanese, but also when listening to English.
As native listeners benefit from visual in addition to auditory information, are
language learners also aided by the addition of visual information during language
training? Japanese learners’ perception of British English /r/ and /l/ improved with
training, but audiovisual training did not result in more improvement than training
with auditory stimuli only (Sennema, Hazan & Faulkner, 2003). Moreover, Spanish
learners of British English did not benefit from visual information in contrasts that
were phonemic in English, but not in Spanish (Ortega-Llebaria, Faulkner & Hazan,
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2001). Audio-visual presentation during training did seem helpful for Japanese
learners of American English /®/ and /l/ (Hardison, 2003).
Second language learners will typically not reach native levels of phonemic
representation. Furthermore, other, nonsegmental cues can generally not be fully
used by nonnative listeners either. The studies presented above suggest that many
cues will initially only be used to the extent that they are meaningful in the listener’s
native language. The spoken context and the direct environment will probably help
listeners to understand the message in many instances of everyday communication:
there often is deictic and pragmatic information to rely on. Still, nonnative listeners’
perception is generally less robust, which especially affects their performance under
difficult listening circumstances.

7.4

Suggestion for studying development of speech contrasts

In this section three suggestions for future research in the field of perceptual
development are presented. Firstly, two methodological concerns are expressed
about reliably reflecting language learning and not the learning of the task.
Secondly, experimental designs are proposed that are capable of providing
additional evidence for testing the research questions from this investigation.
Thirdly, there is a need for more data on second language development in children.
These three suggestions are explained further in the rest of this section.
There are two methodological issues that this study has, once more, shown to
be important for future research on language development. In the first place, it is
highly important to include a control group in the research design in order to
separate learning effects from those of task repetition. When a control group is not
included, listener progress is likely to be attributed to language training. Part of that
progress is, however, caused by task repetition, as several experiments in this
dissertation have shown. Secondly, it is important that the tasks used are sufficiently
sensitive. Even though this remark sounds obvious, this investigation has shown that
a regularly used paradigm, i.e. classification testing, may give an unreliable estimate
of language learners’ proficiency. The classification task may be adapted in order to
more clearly differentiate between native and nonnative listeners. This could be
done by increasing the number of steps along the test continuum considerably, say
from 10 to 30. As a result, the number of measurement points in the boundary region
would increase. Native listeners would be expected to give more consistent
responses to these stimuli than nonnative listeners. As a result, the slopes between
native and nonnative listeners’ classification functions would differ more than in the
designs that are currently being used. Also, other designs are available that may
yield a detailed insight into speech processing. Apart from the traditional
discrimination tasks, more recent designs such as eye-tracking and brain imaging are
increasingly being used to study speech perception and its development (e.g.
Tremblay, Kraus & McGee, 1998; Callan, Tajima, Callan, Kubo, Masaki &
Akahane-Yamada, 2003). These latter designs do not measure deliberate decisions,
but subconscious responses to stimulation.
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From the results of this investigation it can be deduced that an experiment that
should provide the best direct evidence to test the hypotheses is long-lasting and
time-consuming. The general design of that experiment could be similar to the
pretest-training-posttest design used in chapters 2 to 4. In that case, participants
would receive many training sessions including high-variability stimuli (from many
different phonetic contexts, spoken by many speakers at different speaking rates,
contained in sentences etc.). The stimuli chosen should not be available in the
listeners’ language environment in order to control the amount of input. This would
provide insight into both the learning path and the amount of input needed for
learning. If only the learning path is of interest, a less strict design could be used. In
that case, language students’ progress could be monitored by testing them at regular
intervals during their studies over a period of a few years. Preferably, several
phoneme contrasts should be studied per student, so that learning speed can be
studied as a function of contrast type. The collection of these data would add to our
understanding of perceptual development in adult second language learners.
Until the present investigation, the path of perceptual development in children
had rarely been the topic of research. At several points in this dissertation it has been
stressed that in order to focus on the process of development, listeners’ reactions to
detailed stimulus manipulations must be obtained. However, chapter 3 of this
dissertation and earlier research into speech sound discrimination in children (e.g.
Elliott et al., 1986) have shown that children often encounter difficulty processing
small acoustic differences. As for processing a native language, there are
counterexamples showing that 6-year-olds’ JNDs for certain phoneme contrasts are
adult-like (Kraus, Burton Koch, McGee, Nicol & Cunningham, 1999). Processing
nonnative speech sounds seems more complicated for children, for instance because
they are more likely to interpret nonnative speech sounds as native ones (Walley &
Flege, 1999). On the whole, there has been little research into second language
learning in children. Therefore, much more research into this topic is needed.
Testing methods must be created that are sensitive, short in duration and fun to do.
Techniques that do not require conscious decisions, such as brain imaging, may be
suitable (see e.g. Shestakova, Huotilainen, Ceponiene & Cheour, 2003).

7.5

Conclusion

Over 40 years after the first attempt to determine whether speech perception
develops through acquired distinctiveness or through acquired similarity (see
Liberman et al., 1961), this dissertation aimed at providing direct evidence in
support of either hypothesis by monitoring within-listener changes while they were
learning speech contrasts. Even though the direct evidence collected in this
investigation was not as persuasive as expected, it showed that perceptual sensitivity
along a relevant acoustic dimension changes through acquired distinctiveness. This
held for both 12-year-old and adult learners while learning nonnative consonant
contrasts. Moreover, this study revealed that advanced second language learners can
attain a native level of perceptual sensitivity. Before that level of proficiency is
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reached, however, nonnative listeners’ perceptual categories require a great deal of
language experience – just as in first language learning – to develop into categories
that are comparable to those in native adults.

Appendix A
A.1 Spectral envelopes of /T/ and /s/
Spectral envelopes of the recorded /s/ (= solid) and /T/ (= dotted) per speaker. Each
spectrum was computed from the Hanning-windowed middle 50 ms of the fricative.
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A.2 Interpolation parameters in Provo
The table shows the parameters used for interpolation to synthesize stimulus
continua between the recordings of /TIf/ and /sIf/. Each row represents one speaker.
The first column indicates which file determined the duration of, and provided the
source signal for, the interpolations. The second column contains the speaker’s sex.
The third column gives the window shifts; these were fixed at 1.36 ms, which was
very small, but helped accuracy. Column four shows the window sizes that varied
with speaker. The variation correlates with the fundamental frequency (F0)29: when
it was higher, the window was set smaller. The rightmost column presents mean F0.
/T/ - /s/
s -> T
s -> T
s -> T
s -> T
s -> T
s -> T
T -> s
s -> T

Sex
f
f
m
f
m
f
m
m

Shift (ms)
1.36
1.36
1.36
1.36
1.36
1.36
1.36
1.36

Window size (ms)
11.34
11.34
25.58
12.79
25.58
12.79
25.58
25.58

F0 (Hz)
225
230
120
215
160
230
160
105

A.3 Phoneme boundaries and boundary widths for the training
speakers
This table shows the mean phoneme boundaries and corresponding widths for each
of the training speakers as heard by the trained listeners (first and last training) in
section 2.3.1. The native norm is given in the rightmost column.
Mean phoneme boundary
Speaker 1
Speaker 3
Speaker 4
Speaker 7
Speaker 8
Mean boundary width
Speaker 1
Speaker 3
Speaker 4
Speaker 7
Speaker 8

29

First training
3.5
2.6
2.2
4.4
3.9

Last training
2.9
2.5
3.2
4.2
4.1

4.9
3.0
2.5
3.9
2.2

2.0
1.5
1.9
1.5
1.0

This parameter was included to cope with voiced speech segments.

Norm
3.4
2.2
3.7
4.5
3.4
1.4
1.6
1.8
1.3
1.3
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A.4 Classification functions of the British English materials
Classification functions across 31 native listeners of British English for each of the
eight speakers’ continua.
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Appendix B
The table shows the individual listeners’ results on the one-step four interval oddity
discrimination task from pilot 1 in chapter 3 (section 3.2). Listeners 1 to 3 are sixyear-old children, and listeners 4 and 5 are 12 years of age.
Pretest
Listener
1
2
3
4
5

1-2
56%
38%
50%
50%
63%

2-3
56%
44%
44%
67%
56%

Stimulus pair
3-4
4-5
5-6
38%
31%
44%
88%
44%
50%
50%
44%
38%
63%
50%
63%
69%
50%
63%

6-7
63%
44%
44%
81%
44%

7-8
56%
56%
56%
63%
75%

1-2
50%
50%
56%
75%
44%

2-3
44%
50%
50%
69%
88%

Stimulus pair
3-4
4-5
5-6
75%
25%
50%
50%
44%
44%
56%
75%
44%
100% 81%
63%
88%
69%
63%

6-7
38%
44%
63%
63%
69%

7-8
50%
56%
31%
69%
63%

Posttest
Listener
1
2
3
4
5
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Appendix C
C.1 Duration measurements of the Finnish recordings
Segment durations in milliseconds (columns 3 to 8) and the duration ratio of the
consonant contrast /t-t…/ (rightmost column) for each of the speakers.
Speaker
I.
J.
K.
La.
Li.
Ma.
Mi.
P.

Sex
m
m
f
m
f
f
f
f

/A/
109
131
84
112
84
92
97
121

/t/
127
108
123
141
114
132
112
126

/A/
122
155
111
153
146
116
99
219

/A/
125
133
85
115
69
94
96
107

/t…/
302
280
440
410
227
341
275
366

/A/
78
139
76
117
112
73
90
115

t…/t
2.38
2.59
3.58
2.91
1.99
2.58
2.46
2.90

C.2 Formant measurements of the Finnish recordings
Formant measurements (F1 and F2) in Hertz for both vowels in ata and in atta.
Speaker

Sex

I.
J.
K.
La.
Li.
Ma.
Mi.
P.

m
m
f
m
f
f
f
f

/AtA/
F1
F2
698 1216
711 1305
800 1470
700 1199
894 1464
750 1287
954 1600
857 1442

/AtA/
F1
F2
647 1251
669 1326
662 1575
655 1309
873 1437
762 1407
791 1535
902 1634

/At…A/
F1
F2
696 1242
655 1256
702 1528
745 1205
866 1505
754 1270
870 1478
944 1498

/At…A/
F1
F2
661 1246
671 1471
761 1640
684 1270
778 1451
625 1504
799 1563
866 1641
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C.3 Duration manipulations of the word-final vowels
Mean and intermediate durations in milliseconds for the word-final /A/ of the
manipulated versions that were used for making the continua.
Speaker

Sex

I.
J.
K.
La.
Li.
Ma.
Mi.
P.

m
m
f
m
f
f
f
f

Mean duration

Intermediate duration

100
147
94
135
129
95
95
167

Difference
4
2
0
2
1
2
1
1

104
149
94
137
128
93
94
166

C.4 Results of the classification pilot
Phoneme boundary location and boundary width, both in milliseconds, for each
participant in the pilot test of section 4.2.
Finnish
1
2
3
5
9
11

Phoneme
boundary
191
194
205
188
220
222

Boundary
width
39
35
33
39
32
32

Dutch
1
2
5
6
9

Phoneme
boundary
217
226
204
208
226

Boundary
width
35
32
50
36
173

163
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C.5 Classification functions
Classification functions of the ata-atta continua from 8 Finnish speakers by 9 female
Finnish listeners. The horizontal axes indicate the closure duration steps in
milliseconds.
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C.6 Phoneme boundaries and boundary widths for the training
speakers
This table shows the mean phoneme boundaries and corresponding widths in
milliseconds for each of the training speakers as heard by the trained listeners (first
and last training) in section 4.3.2.1. The native norm is given in the rightmost
column.
Mean phoneme boundary
Speaker 1
Speaker 2
Speaker 3
Speaker 4
Speaker 7
Mean boundary width
Speaker 1
Speaker 2
Speaker 3
Speaker 4
Speaker 7

First training
206
176
224
192
202
47
34
59
61
37

Last training
205
179
230
197
183
30
29
53
56
29

Norm
209
186
225
226
179
27
30
55
47
26
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Samenvatting

Inleiding
Eén aspect van het leren van een taal is het leren omgaan met de spraakklanken die
in die taal voorkomen. Een algemeen probleem in de spraakwaarneming is het feit
dat meerdere realisaties van één spraakklank aanzienlijk van elkaar kunnen
verschillen (door o.a. omringende klanken, eigenschappen van de spreker of het
spreektempo), terwijl realisaties van verschillende spraakklanken juist sterk op
elkaar kunnen lijken. Een luisteraar moet dan ook leren omgaan met de
spraakklanken van een taal rekening houdend met de variatie van die klanken binnen
én tussen sprekers, en dat onder vaak lastige luisteromstandigheden, zoals een
rumoerige omgeving. Daarbij komt de taak om klankcontrasten te leren waarnemen,
ofwel om de minimale akoestische verschillen te leren interpreteren tussen woorden
die in slechts één klank van elkaar afwijken.
Het eerste onderzoeksonderwerp van deze dissertatie is de wijze waarop de
waarneming van een onbekend klankcontrast zich ontwikkelt. In je moedertaal ben
je goed in het horen van verschillen tussen verschillende spraakklanken, maar
minder goed in het onderscheiden van verschillende realisaties van klanken die
binnen één spraakklankcategorie vallen. Anders gezegd, de perceptieve gevoeligheid
binnen klankcategorieën – ook wel foneemcategorieën genoemd – is lager dan
tussen klankcategorieën. De centrale vraag in dit onderzoek was hoe de waarneming
zich ontwikkelt van voorheen onbekende spraakklanken, die langs één akoestische
dimensie contrasteren. Ofwel: hoe leren luisteraars nieuwe klankcontrasten
onderscheiden? Deze vraag werd ruim 40 jaar geleden voor het eerst gesteld (zie
Liberman e.a., 1961), en tot dit onderzoek is er alleen indirect bewijs voor de
leerstrategie van luisteraars verzameld. Het huidige onderzoek was erop gericht
directe evidentie te verzamelen voor de manier waarop luisteraars klankcontrasten
leren.
De aanname was dat de gevoeligheid voor een onbekend klankcontrast zich
tijdens het leren van een taal ontwikkelt in de richting van de gevoeligheid die we
vinden bij moedertaalluisteraars (= hogere gevoeligheid tussen dan binnen
categorieën). Er werden twee leerstrategieën onderzocht: acquired distinctiveness en
acquired similarity. De eerste hypothese, acquired distinctiveness, stelt dat leerders
het aanvankelijk vrij lastig vinden om verschillen te horen tussen stimuli die
variëren langs een nieuw in te delen akoestische dimensie. Als gevolg van het leren
van de spraakklanken, neemt de gevoeligheid bij de luisteraar toe op dat punt langs
de dimensie waar de ene klankcategorie overgaat in de andere. De tweede
hypothese, acquired similarity, stelt dat leerders aanvankelijk vrij goed zijn in het
horen van verschillen langs de nieuw in te delen akoestische dimensie. Als gevolg
van het leren van de spraakklanken, wordt de luisteraar minder gevoelig voor

180

SAMENVATTING

verschillen die binnen één klankcategorie vallen, maar blijft de gevoeligheid tussen
de categorieën bestaan.
De tweede onderzoeksvraag van deze dissertatie was of de manier waarop een
onbekend klankcontrast geleerd wordt afhankelijk is van de leeftijd van de leerder.
Op basis van de literatuur over het leren van klankcontrasten in een tweede taal is de
verwachting dat volwassenen leren volgens acquired distinctiveness. De weinige
evidentie die beschikbaar was over het leren van klankcontrasten door jonge
kinderen was in overeenstemming met de verwachting dat het leerproces bij
kinderen, net als bij volwassenen, volgens acquired distinctiveness zou verlopen.
De methode die in de meeste experimenten uit dit onderzoek werd gebruikt, is
een pretest-training-posttest design. Daarvoor werden op basis van spraak van
meerdere sprekers continua gesynthetiseerd: langs de akoestische dimensie die de
nieuw te leren klankcategorieën onderscheidt, werd in gelijke stappen steeds een
aantal stimuli gemaakt. De pretest diende als baseline-meting om de waarneming
voorafgaand aan het leren te bepalen en bevatte spraak van één spreker. Tijdens de
training leerden de luisteraars de nieuwe klankcategorieën aan de hand van
klankcontinua gebaseerd op vijf nieuwe stemmen van zowel mannen als vrouwen.
Deze stemvariatie werd geïntroduceerd om luisteraars te leren abstraheren van
stemkarakteristieken die niet bijdragen aan de klankcategorieën per se. Het gevolg is
dat de categorieën die de luisteraars voor de nieuwe klanken ontwikkelen robuuster
zijn dan wanneer er op slechts één stem getraind wordt. De posttest was exact
hetzelfde als de pretest om te kunnen vergelijken wat de training tot resultaat had
gehad in de waarneming. De posttest werd nooit direct na de laatste training, maar
één dag na de laatste training afgenomen om te kunnen meten wat luisteraars hadden
geleerd. Wanneer je direct na de training meet, loop je het risico fonologische
priming-effecten, ofwel een korte-termijn effecten, te meten. De veranderingen in
het lange termijn geheugen – de vorming van categorieën voor de nieuwe klanken –
waren echter van belang in dit onderzoek. Wanneer de training met meerdere
stemmen resulteert in de vorming van robuuste klankcategorieën, dan wordt
verwacht dat de gevoeligheid langs het klankcontinuüm van de testspreker verandert
tussen pretest en posttest.

Bevindingen
In de hoofdstukken 2 en 3 was de vraag hoe bij Nederlandse luisteraars,
volwassenen en kinderen van zes en twaalf jaar, de gevoeligheid ontwikkelt voor het
Engelse klankcontrast /T-s/ als in thing-sing. In pilottesten met de kinderen bleek dat
de zesjarigen niet in staat waren de luistertaken uit te voeren: hun antwoorden lagen
dicht bij het kansniveau, zelfs wanneer het verschil tussen stimuli die moesten
worden vergeleken zo groot was dat twaalfjarigen en volwassenen het verschil
makkelijk konden horen. Daarom werd voor de zesjarigen in hoofdstuk 6 aandacht
besteed aan hun ontwikkeling van klankcontrasten in de eerste taal. Op die
resultaten kom ik verderop terug. Voor de twaalfjarigen en de volwassenen werd
gevonden dat de ontwikkeling voor het Engelse contrast verliep op een manier die
het meest overeenkwam met de acquired distinctiveness hypothese. De relatief korte
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training leidde echter niet tot een grote toename in het discriminatievermogen tussen
de klankcategorieën zoals je dat in moedertaalluisteraars vindt. De relatief kleine
toename in het discriminatievermogen van de deelnemers én hun relatief lage
discriminatieniveau in de moeilijkste discriminatietaak was echter in strijd met de
andere hypothese: acquired similarity.
In hoofdstuk 4 kwamen twee vragen aan de orde. Ten eerste werd voor de
waarneming van een tweede klankcontrast uit een vreemde taal – het Finse
duurcontrast /t-t…/ – onderzocht hoe deze zich ontwikkelt bij Nederlandse luisteraars
(volwassenen en twaalfjarigen). In de Finse taal wordt een verschil gemaakt tussen
korte en lange realisaties van klanken, zowel klinkers als medeklinkers, wat een
betekenisverschil met zich meebrengt. Zo betekent tuli met een korte /u/ ‘vuur’ en
tuuli met een lange /u/ ‘wind’. Ten tweede werd ook de vraag gesteld waardoor de
toename in het discriminatievermogen uit de hoofdstukken 2 en 3 zo klein bleef: een
ongeschikte meting of een daadwerkelijk minimaal leereffect. De relatief kleine
toename die ook in hoofdstuk 4 gevonden werd, leek te bevestigen dat er sprake was
van een daadwerkelijk minimale ontwikkeling bij de luisteraar, en niet van
onbetrouwbare meting.
Hoofdstuk 5 ging daarom in op de vraag of taalleerders er op de langere
termijn wél in slagen om een gevoeligheid voor vreemde klankcontrasten te
ontwikkelen zoals je vindt bij moedertaalgebruikers. Dit werd bekeken aan de hand
van luistertesten bij studenten Fins die op verschillende niveaus van de studie waren.
Ondanks de kleine aantallen in dit experiment was de trend duidelijk: hoe verder
gevorderd de student, hoe meer de waarneming leek op die van Finse
moedertaalsprekers. Bovendien ontwikkelde de gevoeligheid voor het Finse /t-t…/
contrast in overeenstemming met de acquired distinctiveness hypothese. De
perceptieve gevoeligheid bij beginnende studenten Fins lag langs de gehele
duurdimensie op hetzelfde, relatief lage niveau. Bij de laatstejaars studenten,
daarentegen, was de perceptieve gevoeligheid voor het verschil tussen de
klankcategorieën net zo hoog als bij Finse luisteraars.
Het relatief kleine effect van training dat werd gevonden in de hoofdstukken 2
tot en met 4 staat in tegenstelling tot claims uit eerdere studies die concludeerden dat
de waarneming van klanken uit een vreemde taal in een korte training te veranderen
is (o.a. Lively e.a., 1993). Het huidige onderzoek verschilt echter van de eerdere in
het onderzoeksdesign. De conclusies in dit onderzoek waren gebaseerd op zowel
classificatie- als discriminatieresultaten, terwijl sommige eerdere onderzoeken alleen
classificatietaken gebruikten. Die beperking kan hebben geleid tot een overschatting
van wat luisteraars geleerd hadden. Zoals in hoofdstuk 5 wordt uitgelegd, zijn
luisteraars redelijk goed in het classificeren van stimuli die verschillen langs één
akoestische dimensie. Training in het classificeren van dergelijke stimuli leidt tot
een verbetering in het classificatievermogen. Het is echter niet noodzakelijk het
geval dat de representaties van de categorieën die tijdens training worden
opgebouwd ook talige representaties zijn, ofwel foneemrepresentaties zoals
moedertaalgebruikers die hebben. In het huidige onderzoek liet de combinatie van
verschillen tussen het discriminatievermogen van leerders en moedertaalgebruikers,
en overeenkomsten in het classificatiegedrag van diezelfde groepen zien dat de
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representaties van de klankcategorieën juist lijken te verschillen tussen deze groepen
luisteraars.
Het classificatiegedrag van leerders verandert relatief snel in de richting van de
classificatie door moedertaalgebruikers. Het discriminatievermogen van leerders,
daarentegen, verandert relatief langzaam. Dit kon worden uitgelegd door de
modellen over spraakwaarneming van Macmillan en anderen (1988) en Van Hessen
en Schouten (1992) toe te passen op de situatie van tweede taalverwerving.
Taalleerders baseren hun reacties in luisterexperimenten aanvankelijk op tijdelijke,
perceptieve ‘ankers’ die afhangen van het stimulusbereik in een bepaald experiment.
Deze tijdelijke ankers kunnen zich ontwikkelen tot semi-permanente
klankrepresentaties en uiteindelijk ook tot foneemrepresentaties zoals
moedertaalgebruikers die hebben. Een relatief korte classificatietraining, zoals in de
hoofdstukken 2 tot en met 4 werd gegeven, lijkt voldoende om semi-permanente
labels op te bouwen, die kunnen worden toegepast op spraak van een nieuwe
spreker, zelfs één dag na de laatste training. Maar korte training lijkt niet voldoende
om de foneemrepresentaties te ontwikkelen die nodig zijn om in een
discriminatietaak de cruciale verschillen tussen linguïstisch verschillende, maar
akoestische soortgelijke stimuli te onderscheiden. Dit komt doordat de semipermanente labels die leerders tot hun beschikking hebben, zwakker worden
naarmate de verwerkingstijd in een luistertaak langer wordt: hoe langer het duurt
voordat de luisteraar een oordeel moet geven over de stimuli, hoe moeilijker de
vergelijking tussen die stimuli. De permanente representaties waarop
moedertaalgebruikers hun oordeel baseren, leiden hier niet of minder onder.
In antwoord op de vraag welke invloed de leeftijd van de leerder heeft op het
leerproces hebben de resultaten uit de hoofdstukken 2 tot en met 4 laten zien dat
kinderen van 12 jaar en volwassenen onbekende foneemcontrasten op dezelfde
manier leren waarnemen. Op beide leeftijden was het discriminatieniveau in de
pretest lager dan in de posttest, wat in overeenstemming was met de acquired
distinctiveness hypothese. De ontwikkeling van een duidelijke piek in de perceptieve
gevoeligheid daar waar de klankcategorieën cruciaal van elkaar verschillen, werd
echter niet gevonden. In tegenstelling tot het standpunt dat de vaardigheid om een
tweede taal te leren afneemt met de leeftijd van de leerder, laten de resultaten van dit
onderzoek zien dat het discriminatievermogen van kinderen over het algemeen lager
is dan van volwassenen. Deze bevinding sluit echter aan bij eerdere experimentele
resultaten over het discriminatievermogen van kinderen ten opzichte van dat van
volwassenen bij relatief kleine akoestische verschillen. Een deel van het verschil
tussen de leeftijdsgroepen kan waarschijnlijk worden verklaard door de
laboratoriumsetting waarin het huidige onderzoek was opgezet: volwassenen hebben
meer ervaring met het leren in een formele setting, en hebben daarom mogelijk
betere strategieën ontwikkeld om dergelijke leerproblemen aan te kunnen.
In tegenstelling tot het idee dat jonge kinderen snelle taalleerders zijn, bleek in
hoofdstuk 3 dat de jongste leerders uit dit onderzoek – de zesjarigen – grote moeite
hadden om kleine akoestische verschillen van een onbekend klankcontrast te
onderscheiden. Zij werden daardoor uitgesloten van verdere experimenten op het
gebied van de tweede taalverwerving. De zesjarigen waren aanvankelijk opgenomen
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in het onderzoek omdat voor deze groep werd aangenomen dat de ontwikkeling van
klanken in hun eerste taal nog gaande was, wat zou kunnen interfereren in het leren
van een tweede taal. In hoofdstuk 6 werd getest of deze aanname correct was. De
zesjarigen werden getest op twee Nederlandse klankcontrasten die varieerden langs
akoestische dimensies die vergelijkbaar waren met die van de contrasten gebruikt in
de hoofdstukken 2 tot en met 5. De resultaten van hoofdstuk 6 lieten zien dat de
aanname terecht was: bij zowel het duurverschil tussen /a/ en /a…/ in man versus
maan, als bij het spectrale verschil tussen de wrijfklanken /s/ en /f/ was de
waarneming van de eerste taal bij deze kinderen nog verschillend van de
waarneming door volwassenen. Daarnaast leken de resultaten in overeenstemming
met het idee dat de ontwikkeling van de waarneming in een eerste taal op die leeftijd
plaatsvindt volgens acquired distinctiveness.

Conclusie
Ruim 40 jaar na het eerste onderzoek naar de vraag of klankwaarneming zich
ontwikkelt door acquired distinctiveness of acquired similarity heeft dit onderzoek
geprobeerd om direct bewijs te vinden voor één van beide hypotheses. Het directe
bewijs dat verzameld werd, was in overeenstemming met de aanname dat de
perceptieve gevoeligheid langs een relevante akoestische dimensie ontwikkelt via
acquired distinctiveness. Dit gold voor zowel twaalfjarige als volwassen leerders.
Bovendien is gebleken dat de perceptieve gevoeligheid van tweede taalleerders voor
een bepaald klankcontrast uit een vreemde taal de gevoeligheid van
moedertaalgebruikers kan bereiken. Maar voordat leerders zover zijn, is – net zoals
bij het leren van klankcontrasten in een eerste taal – heel veel relevante taalervaring
nodig.
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